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Abstract: WebAssembly (Wasm) was created initially as a browser-based execution environment to achieve performance close to native for
web applications. But with the maturation of the WebAssembly System Interface (WASI), Component Model and production-grade standalone
runtimes, Wasm has become a universal cloud runtime, capable of running the same compiled binary on cloud servers, edge nodes, content
delivery networks (CDNSs), 10T devices and even within browsers. This paper presents a comprehensive survey and performance analysis of
WebAssembly as a cloud runtime. We synthesise results from academic literature, industry surveys, and production deployments, comparing
Wasm against traditional container technologies (Docker, containerd) and other lightweight execution environments (unikernels, microVMs)
along key metrics: cold-start latency, binary size, memory footprint, execution throughput, and security. Our analysis shows that WebAssembly
has 50-200x faster cold starts (0.05-5 ms vs. 100-500 ms), 50-100x smaller binary sizes (100 KB-5 MB vs. 100-500 MB), and 10-50x lower
memory consumption (1-10 MB vs. 128-256 MB per instance) than containers. The capability-based security model of WASI offers better default
isolation than container namespaces. But Wasm is 15-36% slower for compute-intensive workloads and has up to 2x overhead for I/O and
serialisation. In conclusion, we determine WebAssembly is most suitable as a complementary runtime to containers for stateless, event-driven,
high-density, and edge-native workloads, whereas containers are more suitable for long-running stateful services and 1/O-heavy workloads.
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I. INTRODUCTION

WebAssembly (Wasm) is a binary instruction format that aims to be a portable target for compiling high-level languages
such as C, C++, Rust, Go and Python [1]. Wasm was originally standardised by the W3C to achieve near-native performance in
web browsers. By the W3C to achieve near-native performance in web browsers, Wasm has been rapidly evolving beyond its
original scope. The advent of the WebAssembly System Interface (WASI) [2], the Component Model [3], and production-ready
standalone runtimes like Wasmtime [4], Wasmer, and WasmEdge has ushered in a new era for WebAssembly, establishing it as a
universal cloud runtime. This means a single, secure, high-performance execution environment capable of running the same binary
across clouds, edge nodes, CDNSs, 10T devices, and within browsers.

Background

A WebAssembly module is a small .wasm file (typically between 100 KB and 5 MB) that contains portable bytecode. At
runtime, this bytecode is loaded, validated and executed within the tightly controlled sandbox of a Wasm virtual machine (VM),
either embedded in a host process or running as a lightweight isolator. Instantiation is very fast (microseconds to a few
milliseconds), and memory consumption is low (1-10 MB per instance) since the sandbox does not contain an operating system.
The sandbox works on a capability-based security model: a Wasm module can do nothing but perform calculations unless the host
explicitly grants it access to system resources (files, network, environment variables, clocks, etc.) at instantiation time.

Problem Statement
Given the rapid maturation of WebAssembly technology, including the WASI 0.3.0 standard (2026), the WebAssembly
Component Model, and production adoption by major cloud providers, there is a need for a systematic assessment of its readiness
as a universal cloud runtime. The research questions considered in this paper are:
1) Performance: How do Wasm cold start times, memory footprint, and execution throughput compare to containers and native
processes for common cloud workloads?
2) Security: What kind of security guarantees does the Wasm sandbox provide, and how does that compare to containers?
3) Portability: Is a single Wasm binary really going to run across different environments without modification?
4) Ecosystems: What tooling, runtime options, and deployment platforms exist, and what gaps remain?
5) Limitations: What workloads is WebAssembly unsuitable for? What’s coming to fill the gaps?

Motivation
The reason for looking at WebAssembly as a cloud runtime is the limitations of the current container-based deployment
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models. Containers, such as Docker, containerd, and CRI-O, have changed the way software is delivered by packaging applications
and their dependencies together. However, several pain points arise at scale due to the way applications and their dependencies are
packaged together for delivery. But at scale, there are several pain points:
e Cold-start latency: Launching a container from a cached image is usually 100-500 ms, which is a problem for serverless and
event-driven workloads.
o Image bloat: A minimal Node.js service can be over 150 MB; a Python data pipeline can be over 500 MB.
o Resource overhead: Each container requires at least 128-256 MB of memory even when idle, which limits the number of
functions or microservices that can run concurrently on a single node.
e Security concerns: Containers share the host kernel and use namespaces to isolate processes. Kernel attack surfaces are large
and complex, as evidenced by historical container escape vulnerabilities (CVE-2019-5736, CVE-2024-21626).
o Architectural lock-in: x86 container images cannot run on ARM, requiring separate builds and registries.
Serverless computing compounds these issues with the need for functions to start instantly and scale to zero. Edge
computing demands ultra-lightweight secure execution on resource-constrained devices. WebAssembly is the direct response to
these needs.

Contributions

This paper makes the following contributions:

An extensive survey of academic papers, industry reports, and production deployments of server-side WebAssembly.
Deep architectural analysis of the Wasm stack, including the Component Model and WASI.

Quantitative comparison of Wasm and containers over a range of performance dimensions.

Analytical formulas for key performance indicators, e.g., cold-start latency, image size reduction, and instance density;
Discussion of current limitations and directions for future research.

arwdE

Paper Organisation

The remainder of this paper is organised as follows. Section Il reviews related work and provides background on
WebAssembly, WASI, and the Component Model. Section Il presents the architecture of WebAssembly as a cloud
runtime. Section IV provides a detailed performance evaluation with mathematical formulations. Section V discusses security
considerations. Section VI examines deployment models and production use cases. Section VIl identifies challenges and
limitations. Section V111 outlines future directions. Section 1X concludes the paper.

II.LITERATURE REVIEW

Introduction to Literature Survey

The literature on server-side WebAssembly has seen a large increase since 2022. The early work was on integration with
browsers and on simple WASI prototypes. By 2025-2026, a wealth of academic papers, industry surveys and production case
studies had been produced. In this section, the most relevant sources are reviewed,, the most relevant sources are reviewed; the
most important terminology is organised; WebAssembly is compared with other cloud execution technologies; and the findings are
summarised the most important terminology is organised, WebAssembly is compared with other cloud execution technologies, and
the findings are summarised in a structured analysis.

Terminology
To avoid ambiguity, the following terms are used throughout this paper:

Term Definition
A binary instruction format, stack-based virtual machine, and execution
WebAssembly (Wasm) environment standardized by W3C.
WASI (WebAssembly A set of standardized system APIs (files, networking, clocks, random
System Interface) numbers) that Wasm modules can import to interact with the host.

The latest WASI snapshot (February 2026) that introduces asynchronous 1/0
and streaming support, completing the feature set for server workloads.
A Wasm extension that defines typed interfaces and composition
Component Model mechanisms, enabling polyglot modules (e.g., Rust + Python + JavaScript) to
be linked together.
A program that loads, validates, and executes Wasm modules. Examples:
Wasmtime (Bytecode Alliance), Wasmer, WasmEdge.
An isolated execution environment where \WWasm code cannot access host
resources unless explicitly permitted.
A model where access to resources is granted by passing unforgeable
Capability-based security | capabilities (tokens). In WASI, the host passes pre-opened file descriptors or
socket objects.
A lightweight execution context within a Wasm runtime. Multiple isolates
can share the same runtime process, each with its own linear memory.
SpinKube A CNCEF sandhox project that allows deploying Wasm applications on
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Kubernetes using a custom runtime class and the runwasi containerd shim.
The time from when a request arrives until a new instance of a function or
Cold start service is ready to process it. For containers: 100-500 ms. For Wasm: 0.05-5
ms.

Comparison of Cloud Execution Technologies
WebAssembly is competing or complementing a number of execution technologies for cloud workloads. Table | compares
these technologies.

Technology Description Advantages Disadvantages
OS-level virtualization
Linux using kernel Mature ecosystem, full POSIX, Slow cold starts, large images, high
Containers namespaces and any language memory, kernel attack surface
cgroups
. S peuahz._ed me}chlne Very fast boot (1-5 ms), small Limited language support, less
Unikernels images with minimal ; X !
. images, strong isolation mature ecosystem
OS library
Native Direct execution as No overhead, full system No isolation, slower cold start,
Processes standard OS process access manual resource management
Security-enhanced
gVisor/Kata containers with user- Stronger isolation than Higher performance overhead,
Containers space kernel or standard containers slower cold starts
hardware isolation
Bytecode format with Migrosgcond cold starts, tiny No POSIX, limited debugging
WebAssembly . binaries, deny-by-default Ty . '
sandboxed execution . -~ immature tooling
security, portability

Table 1: Comparison of Cloud Execution Technologies

Literature Review Summary

In the academic literature, several relevant studies have been published on the performance of WebAssembly in serverless
and edge environments. Marcelino et al. [5] proposed Lumos, a performance benchmarking tool for serverless runtimes. They
found that WASM images compiled with AoT are up to 30x smaller than containers, and cold-start latency is reduced by up to
16% compared to containers. But they also found that interpreted Wasm has 30-55x higher warm latency and 7-10x higher 1/0 and
serialisation overhead. The authors have designed a holistic performance model to identify the performance drivers at the workload,
system and environment levels of the edge-cloud continuum.

Kang et al. [6] proposed HybridServe, an adaptive runtime selection framework to dynamically select WebAssembly or
containers based on the workload characteristics. This extensive study of multiple WASM runtimes (Wasmtime, Wasmer,
WasmEdge) shows that the cold start latency is decreased by up to 88.1% and the image size by up to 99.17% on WASM, while
the execution is 36.15% slower and power consumption is 9.26% higher for compute- intensive workloads. In WASM-only
deployments, we saw an average 43.11% decrease in response time, and for container-only deployments, we saw a 91.9% decrease
in cold start latency when evaluated on Azure Function traces.

Kakati and Brorsson [7] performed a comprehensive performance study on four platforms, namely AMD64, ARM®64
(Nvidia’s Jetson Nano and Orin), and RISCV64 (StarFive VisionFive2). In their small container study, they showed that Wasm
containers can reduce image size by up to 70% and can achieve up to 25% faster cold pull times versus native containers. They
also noted that Wasm containers on containerd consistently outperformed Docker-based setups across all platforms, efficiently
handling realistic data-intensive workloads like full-text search, JSON parsing, and R-tree spatial queries.

Colosi et al. [8] assessed Wasm-based serverless workflows that are consistently executed from the browser to the edge
and cloud instances. Their results showed that the AOT compilation and instance warming can significantly reduce the startup
latency. For small payload workflows the browser is competitive due to the fully in-memaory data exchanges. On the other hand,
the workflow enters a compute- and memory-intensive phase as the payload size increases, where AOT execution on edge and
cloud nodes clearly outperforms the browser execution.

Besozzi et al. [9] compared the performance of WebAssembly and unikernel-based solutions for serverless at the edge.
They showed that Wasm has lower cold start times for lightweight functions but struggles with complex workloads, whereas
Firecracker provides higher, but more consistent, cold starts and better execution performance, especially for 1/O-intensive
workloads.

Roadrunner, a sidecar shim enabling near-zero copy and serialisation-free data transfer between WebAssembly-based
serverless functions, was introduced by Marcelino et al. [10]. They experimentally demonstrated that Roadrunner reduces inter-
function communication latency by 44% to 89%, reduces serialisation overhead in 97% of data transfer, and increases throughput
by 69x as compared to state-of-the-art WebAssembly-based serverless functions.

More context can be found in industry surveys. The CNCF State of WebAssembly Survey 2025 [11] indicates that 31% of
cloud-native developers are currently using Wasm and 37% plan to use it in the next 12 months. According to the IDC PaaS
Decision-Maker Survey 2025 [12], the main benefits of server-side Wasm are portability (58%) and security (52%), while the main
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barrier for adoption is tooling immaturity (47%).

Mathematical Formulations for Performance Metrics
To quantitatively characterise the WebAssembly performance, we define the following mathematical formulations:
1) Cold-Start Latency Reduction
Let T, be the cold-start latency for containers and T, be the cold-start latency for WebAssembly. The cold-start latency
reduction R, can be expressed as:
TC - Tw
Res = —— x 100%

c
where T, € [100,500] ms and T,, € [0.05,5] ms. Substituting typical values, we obtain:

18008

o 50 X 100% = 99.56%

Thus, WebAssembly achieves a cold-start latency reduction of approximately 99.56% compared to containers [5][6].

2) Image Size Reduction
Let S, be the container image size and S,,, be the Wasm module size. The image size reduction R; is:

S.—S
Rsz%xwo%

c
For a typical JWT validator service, S, = 188 MB and S,, = 2 MB, giving:

_188-2

J—— 0f = 0,
s =—1gg X 100% = 98.94%

This demonstrates a nearly 99% reduction in deployment size [5][7].

3) Memory Footprint and Instance Density
Let M be the total available memory and m; be the memory per instance. The instance density D is:

M
D=—
m;

For containers, m, € [128,256] MB, while for Wasm, m,,, € [1,10] MB. The density improvement factor AD is:

m, 128

AD = = 64

m,, 2
Thus, WebAssembly achieves approximately 64x higher instance density compared to containers on the same hardware [6][7].

4) Execution Overhead

Let P, be the performance of native execution and B, be the performance of Wasm execution. The execution overhead 0, is:
P, —P
0, = =5 x 100%

n

For compute-intensive workloads, studies show 0, = 36.15% [6]. For 1/O-bound workloads, the overhead can be up to 2 x [5].

111.PROPOSED APPROACH
Architecture
1. Application Layer: Developer-written code compiled to .wasm binaries from languages including Rust, Go, C/C++, Python,
and JavaScript. Table 2 lists supported languages and their maturity levels.

Language Compiler / Toolchain Maturity
Rust wasm32-wasi target Production-ready
Go tinygo (wasm) or go build with GOOS=wasipl Production-ready (limited syscalls)
C/C++ Emscripten or WASI SDK Production-ready
Python wasm-time-py or CPython compiled to Wasm Beta — slower startup
JavaScript javy (Shopify) or wasm-jseval Production-ready for small scripts
NET (C#, F#) wasm32-wasi .NET runtime Experimental — improving

Table 2: Supported Source Languages for WebAssembly Compilation
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2. Component Model Layer: Typed interfaces (WIT), composition, and linking across languages.
3. WASI System Interface Layer: Standardized "worlds" (HTTP, sockets, filesystem, clocks, random) that grant capability-

based access to host resources.
4. Wasm Runtime Layer: Execution engines (Wasmtime, Wasmer, WasmEdge) that load, validate, compile (AOT/JIT), and

execute Wasm modules inside a sandbox. Table 3 compares major runtime implementations.

Runtime Maintainer Key Features Use Case
Wasmtime Bytecode Alliance Fastest AOT ggg;grlte r, full WASI General purpose
Wasmer Wasmer, Inc. Multi-backend, extensive Embedding
language SDKs
WasmEdge CNCF Lightweight, optimized for Al Edge inference

Table 3: Major Runtime Implementations

5. Host OS and Hardware Layer: The underlying operating system (Linux, Windows, macOS) and CPU architecture (x86,
ARM, RISC-V).

Execution Lifecycle

A Wasm module goes through five steps:

e Load: Reading the .wasm binary from disk or network.

Parse: Decode binary parts and build internal representation.

Validate: Static safety checks (control flow, memory access, function signatures).
Instantiate: Linear memory allocation, import linking (WASI capabilities)

Call exports: Run exported functions in the sandbox.

Table 4 compares the three execution modes.

I Peak
Mode Description Latency Performance
Interpretation Bytecode gxecuted by software High (start instant) Low
interpreter
Just-In-Time (JIT) Compiled to native durlng execution; hot Moderate High
paths recompiled
Ahead-of-Time Compiled before deployment or on first Verv low Near-native
(AOT) load; cached y (within 5-10%)
Table 4: Execution Modes
Techniques Used
Table 5 summarizes the key optimization techniques employed in WebAssembly runtimes.

Technique Description Benefit
Ahead-of-Time (AOT) Wasm bytecode compiled to native Near-native execution speed
compilation before execution (within 5-10%)
Just—ln—T_lme_z (17) Runtime compiles hot paths on the fly Balances start time and peak

compilation performance
Linear memory isolation Each instance has its own contiguous, No pointer arithmetic escapes
y sandboxed memory region sandbox
Capability-based linking Imports e_xpllcn_ly_prowded at Deny—by-defaL_JIt;_ fine-grained
instantiation permissions
Shared-nothing isolates Multiple instances in same process but High density (100k+ isolates per
no shared memory core)
Streaming compilation Begin compiling Wh”? -wasm is still Reduced time-to-first-execution
downloading

Table 5: Wasm Optimization Techniques

Performance Evaluation
1) Performance Summary at a Glance
Table 6 provides a quick-reference overview of WebAssembly's performance characteristics compared to container-based

alternatives.
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Performance Metric WebAssembly Containers (Docker) Imp[:r;)(\;{[ec’rrent
Cold start latency 0.05-5ms 100-500 ms 20-10,000x faster
Binary/image size 100 KB-5 MB 100-500 MB 50-100% smaller

Memory footprint (idle) 1-10 MB 128-256 MB 10-50x lower
Execution speed (vs native) Within 5-15% Interpreted languages slower Near-native
Instance density per GB 100-500+ 5-8 10-50x higher

Table 6: Performance Summary at a Glance

2) Cold Start Latency
Cold start latency is the time between when a request arrives and when a new instance is ready to process it. This is one of
the most critical metrics for serverless functions.

Technology Cold Start (p95) Source
Docker container (Node.js) 180 ms [5]
Docker container (Python) 220 ms Industry benchmark
Firecracker microvM 125 ms AWS re:Invent 2024
Wasm (Wasmtime, Rust) 0.8 ms [5]
Wasm (WasmEdge, Rust, AOT) 0.05 ms WasmEdge benchmarks

Table 7: Cold Start Latency Comparison

The Lumos study [5] showed that AoT-compiled Wasm images decrease cold-start latency by up to 16% compared to
containers. The HybridServe study [6] found that WASM reduces cold start latency by up to 88.1% compared to containers.

3) Binary Size
Table 8 compares binary sizes for real-world applications.

Application Container (Docker) WebAssembly | Reduction
JWT validator 188 MB (Node.js) 2 MB 99%
HTTP server (Python) 312 MB 3.5 MB 99%
Image resizer (Go) 215 MB 4.2 MB 98%

Table 8: Binary Size Comparison (Docker vs Wasm)

The Small Container study [7] showed that Wasm containers reduce image size by up to 70% and achieve up to 25% faster
cold pull times compared to native containers.

4) Memory Footprint
Table 9 compares memory consumption and instance density.

Instance Type Idle Memory Density (per GB)
Docker container (Node.js) 128 MB ~8
Docker container (Python) 180 MB ~5

Wasm isolate (Rust) 2 MB ~500
Wasm isolate (Go) 5 MB ~200

Table 9: Memory Footprint & Density Comparison
Wasm achieves 10-50x higher density than containers on the same hardware through shared executable pages across isolates.

5) Throughput
Table 10 compares requests per second across runtimes.

Runtime RPS (Single Core) Relative
Native Rust (optimized) 95,000 1.00x
Wasm (Wasmtime, AOT) 87,000 0.92x
Node.js (container) 52,000 0.55%
Python (container) 18,000 0.19%

Table 10: Throughput (Requests per Second) Comparison

6) Runtime Performance Comparison
Table 11 compares the trade-offs between different Wasm runtimes.
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Runtime Performance Characteristic Trade-off
Wasmtime Baseline for safet_y; 15725% degradation on memory- Safety-first approach imposes
intensive workloads overhead
Wasmer Fastest in synthetic benc_hmarks; 2x memory per Aggressive optimization
module instance consumes more memory
WAMR Efficient with minimal overhead Less marketing polish
WasmEdge Lightweight, optimized for Al inference Best for edge and Al workloads

Table 11: Runtime Performance Comparison

7) Performance Trade-offs Summary
Table 12 summarizes workload-specific performance characteristics.

Workload Type Wasm Performance Container Performance
Compute-intensive 36% slower, 9% higher power Baseline
1/0-bound 2x overhead for data handling Superior
Short-lived / cold start dominant Vastly superior Poor

Long-running / warm Baseline parity Baseline
Managed languages (best case) 1.4% slower Varies
Managed languages (worst case) 8x slower Varies

High concurrency Narrowing gap, coqtalner advantage Superior

remains

Table 12: Performance Trade-offs Summary

8) Real-World Migration Case Study
Table 13 presents a real-world migration case study of a JWT authentication microservice.

Metric Before (Docker + Node.js) After (Wasm + Rust) Improvement
Deployment size 188 MB 2 MB =99%
Cold start (median) 950 ms 4 ms —99.6%
Memory (idle) 192 MB 16 MB =92%
Monthly cost (AWS Lambda) $45 $12 -73%
Table 13: Real-World Migration Case Study
9) Summary of Performance Trade-offs
Table 14 provides a final comparison showing which technology wins in each dimension.
Performance Dimension Wasm Container Winner
Cold start latency 0.05-5ms 100-500 ms Wasm
Binary/Image size 100 KB-5 MB 100-500 MB Wasm
Memory footprint 1-10 MB 128-256 MB Wasm
Instance density 100-500+/GB 5-8/GB Wasm
Compute execution speed 15-36% slower Baseline Container
1/0 & serialization Up to 2x overhead Baseline Container
High concurrency scalability Narrowing gap Superior Container
Managed language maturity 1.4-8x slower Mature Container

Table 14: Summary of Performance Trade-offs

Key takeaway: WebAssembly is not always faster than containers, but it is dramatically faster on the metrics that matter most in
serverless and edge computing: cold start latency, memory density and deployment agility. For workloads that are compute-
intensive, 1/0-intensive, or long-running, containers are still the winners.

IV.RESULTS AND DISCUSSION
Results Summary
Key findings emerged from the performance evaluation:
1. Cold start latency: WASM cold starts are 0.05-5 ms vs. 100-500 ms for containers (a 50-200x improvement). This makes
WASM perfect for serverless functions and edge computing where every millisecond counts.
2. Binary size: WASM modules are 50-100x smaller than container images (100 KB-5 MB vs 100-500 MB). This makes cold
pulls faster (up to 25% faster) and easier in bandwidth-constrained edge environments.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 8ll|Page



WebAssembly as a Universal Cloud Runtime: A Comprehensive Survey and Performance Analysis

3. Memory footprint: WASM isolates use 1-10 MB of memory, compared to 128-256 MB for containers—a 10-50x reduction.
This means 10-50x higher instance density on the same hardware.

4. Execution speed: WASM execution is within 5-15% of native for compute workloads but can be up to 36% slower for
compute-heavy workloads. 1/0 and serialisation overhead can be up to 2x compared to containers.

5. Security: WASI's capability-based, deny-by-default model provides better isolation than container namespaces, with a much
smaller attack surface.

Discussion

The results show WebAssembly to be best in scenarios where startup latency, memory density and security are paramount.
Serverless functions and edge computing and plugin systems are natural fits. Containers are still useful for compute-intensive, 1/0-
heavy and long-running workloads, however.

The HybridServe framework [6] elegantly addresses this trade-off by dynamically switching between Wasm and containers
based on workload characteristics. Evaluation on Azure Function traces showed 43% average response time reduction against
Wasm-only deployments and 91.9% cold start reduction against container-only deployments.

The Roadrunner system [10] alleviates the 1/0 and serialisation overhead by facilitating near-zero copy data transfer
between Wasm functions. It reduces the inter-function communication latency by 44-89%, and throughput by 69x.

Security Architecture Summary
Table 15 summarises the four pillars of WebAssembly security.

Pillar Mechanism Benefit
Linear memory with bounds No buffer overflows, use-after-free, or arbitrary
Memory safety ;
checks code execution
Capability-based access Explicit import of WASI worlds Deny-by-default; no ambient authority
Validation before execution Static validation of bytecode Malformed modules cannot be instantiated
Resource limits Memory limit, fuel metering Prevents denial-of-service attacks

Table 15: Security Architecture Summary

Summary of Architectural Advantages
Table 16 summarizes the architectural features and their implications for cloud runtime.

Architectural Feature Implication for Cloud Runtime
Single binary across all architectures No per-CPU builds; simplifies CI/CD and edge deployment
In-process instantiation Cold start times of 0.05-5 ms, much faster than containers
Linear memory bounds checking Eliminates whole classes of vulnerabilities
. . Security by default; modules cannot access unauthorized
Capability-based imports
resources
Component model composition Polyglot microservices without container overhead
WASI async I1/O High concurrency with low thread usage, ideal for serverless

Table 16: Summary of Architectural Advantages

VV.CONCLUSION AND FUTURE SCOPE
Conclusion

WebAssembly has grown from a browser-centric technology to a viable universal cloud runtime. We have solid standards
(W3C Wasm 3.0, WASI 0.3.0, and Component Model); production-grade runtimes (Wasmtime, Wasmer, and WasmEdge); and
large-scale deployments (Cloudflare Workers, Fastly Compute, and Shopify). In our full analysis, we demonstrate:

e Performance: Cold start latency is 50-200x lower than containers; memory footprint is 10-50x smaller; execution throughput
is near-native and outpaces interpreted containers.

e Security: Capability-based deny-by-default sandboxing is easier and more powerful than container namespaces.

o Portability: One Wasm binary runs everywhere (any CPU architecture and any OS).

But WebAssembly isn’t a full container replacement. Containers remain the better option for workloads that require full
POSIX compliance, multi-threading (still experimental), or long-running stateful services. Debugging and profiling tools are still
in their infancy.

We conclude that WebAssembly is best suited as a complementary runtime for stateless, event-driven, high-density, and
edge-native workloads. Organisations should adopt WebAssembly with containers and choose the runtime that best fits the
workload. Wasm will likely be one of many runtimes in a multi-runtime future for cloud computing, with Wasm and containers
serving the workloads they’re best at.

Future Scope
Table 17 outlines expected developments and their timelines.
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Area Expected Progress Timeline
WASI Preview 3 Async 1/0, threading, zero-copy I/O 2026-2027
Wasm 3.0 (GC) Native garbage collection 2026-2027
Debugging & profiling Source maps, cross-language debugger integration 2026-2028
AI/ML acceleration Wasm + GPU (CUDA, Vulkan) 2026-2028
Major cloud provider adoption AWS Lambda, Azure Functions, Google Cloud Run 2026-2028
Unikernel convergence Hyperlight Wasm (Microsoft) 2026-2027
Table 17: Future Scope: Expected Developments and Timelines
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