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Abstract: Multi-keyword extraction from large text corpora is constantly observed in information retrieval, entity normalization, and
controlled-vocabulary tagging. FlashText is the library most people reach for here — it gives O(N) extraction no matter how big the dictionary
gets — but it has three gaps that get in the way in practice: fuzzy matching is not really usable at scale, overlap resolution is hardcoded to
one greedy policy, and keyword metadata corrupts the replacement output. TurboText is a Python library built to close these three gaps, and
is open-source and available on PyPl. The matching engine runs a bounded-edit frontier search, essentially a Levenshtein-aware trie walk
that collapses back to a plain trie walk when the edit budget is zero, so exact and fuzzy matching are the same code path rather than two
separate implementations. Both are Cython-compiled: exact matching goes through a packed transition-table automaton (FlatAC), and fuzzy
matching keeps the frontier as flat array lists with cached child-char codes instead of a Python dictionary. A separate resolution layer sits on
top and offers five overlap policies, including OPTIMAL_WEIGHTED, which uses weighted interval scheduling to select the provably best
non-overlapping match set rather than a greedy one. At k=0, the Cython path is 1.5x faster than FlashText on a 1-million-word corpus. At
k=1, TurboText is 8.8x faster than RapidFuzz, 41x faster than python-Levenshtein, and well over 160x faster than FuzzyWuzzy and jellyfish
at 5,000 keywords. None of these comparison libraries return a character span or check a word boundary; they simply score a pair of strings
and leave the rest to the caller. TurboText 0.3.0 is available at https://github.com/nishankmahore/TurboText under the MIT license.
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I. INTRODUCTION

Fixed-dictionary keyword lookup over large text shows up everywhere once you go looking for it: mapping drug brand
names onto a pharmacology vocabulary, tagging text against MeSH or Gene Ontology terms, running a gazetteer over a document
for named-entity detection. The shape of the problem is always the same: M keywords and an N-character document, and every
span where a keyword occurs must be found and then mapped back to something canonical.

The obvious first attempt is a regex alternation over the keyword list, which is fine for a few hundred keywords. It stops
being fine once M reaches the tens of thousands because the regex engine checks every position against every pattern, paying O(N
x M). Singh [1] encountered this in production and wrote FlashText to fix it: build a trie over the dictionary, walk the input one
character at a time keeping a single pointer into the trie, and flag a match whenever that pointer lands on an accepting node. The
runtime drops to O(N) and remains there, regardless of how large the dictionary is.

FlashText caught on, and deservedly so, but three things about it keep causing friction in real data pipelines. Fuzzy
matching: there is a max_cost parameter, but under the hood, it is a recursive brute-force walk over every trie path within the edit
budget — pushing max_cost to 2 on a vocabulary of any real size grinds it to a halt. Overlap resolution: Only one policy exists —
the greedy longest match — and it is baked in, with no way to prefer a higher-priority keyword over a merely longer one or to
obtain a globally optimal selection under custom weights. Metadata handling: attaching anything beyond a bare string to a keyword
causes replacement mode to stringify the tuple and drop it straight into the output, e.g. (DRUG', 'Acetaminophen’) sitting in the
text where a clean drug name should be.

TurboText goes after all three gaps. Its contributions are:

[1  One frontier-search algorithm handling exact and fuzzy matching together, not as two separate code paths — a packed
FlatAC transition table for k=0 and flat-array frontier lists with cached child codes for k>0.

[l Fuzzy matching that actually scales: a single-pass trie scan, 8.8x faster than RapidFuzz and 41x faster than python-
Levenshtein at 5,000 keywords.

[l Five overlap-resolution policies, including a genuinely optimal one (OPTIMAL_WEIGHTED) that runs O(n log n) weighted
interval scheduling instead of a greedy heuristic.

[1  Metadata that survives contact with the API: UUID, canonical form, category, numeric priority, and arbitrary key-value
pairs, none of which leak into the replace() output.
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[0 A stripped-down extract_spans() call that returns bare (start, end, keyword_id) tuples and skips building Match objects, for
pipelines where that construction cost matters.

ILRELATED WORK
a. FlashText
Singh [1] built a trie over the keyword dictionary and walks the input character by character with a single current-node
pointer, giving O(N) runtime regardless of dictionary size. Boundary detection uses a hardcoded ASCII character set, so it misses
matches on Unicode text with accented characters or non-Latin punctuation. There is no configurable overlap policy, no structured
metadata, and fuzzy matching does not hold up past a single edit at any real vocabulary size.

b. flashtext2

A Rust rewrite via PyO3 [2]. It fixes the Unicode boundary problem properly, using Unicode Annex #29, and is roughly
2.5-3x faster on raw throughput. Otherwise the API is basically the same as FlashText's — no fuzzy matching, no configurable
resolution, no metadata beyond a plain string.

c. pyahocorasick

Muta [3] implements Aho-Corasick as a C extension. The automaton naturally surfaces every overlapping match in one
pass, which is a real advantage, but it is a substring matcher: nothing stops it from matching mid-word, so boundary enforcement
is entirely on the caller. No fuzzy matching is provided.

d. ahocorasick-rs

This library [4] wraps Rust's aho-corasick crate for Python. Three fixed match modes are offered — all-overlapping,
leftmost-first, leftmost-longest — and it is about as fast as anything gets in this ecosystem for large dictionaries. Same gaps though:
no boundary awareness, no fuzzy matching.

e. Where TurboText Sits
Table 1 lines up the capability sets. “Partial” denotes three fixed strategies with no user-defined weights; “Value” denotes
support via a generic value object rather than structured fields.

Capability FlashText flashtext2 pyahocorasick ahocorasick-rs TurboText
Word-boundary v v — — v
aware
Unicode v — — V4
boundaries
Overlapping — v v v
output
Pluggable — — Partial v
resolution
Optimal — — — V4
weighted
resolver
Scalable fuzzy — — — v
matching
Structured Partial — Value — v
metadata
Native-speed v v v —
core

Table 1. Capability comparison across multi-keyword extraction libraries.

That last row is a deliberate tradeoff, not an oversight — flashtext2, pyahocorasick, and ahocorasick-rs are all faster raw
scanners because they are not carrying boundary logic, fuzzy matching, and a resolution layer on top. TurboText spends some of
that native-speed headroom on richer matching semantics instead.

I11. ALGORITHM DESIGN
A. Trie Structure
The trie is built over keyword surface forms inside add_keyword(). Nodes are __slots__-based, holding a dict of child-
character-to-node plus an optional keyword_id set only on accepting nodes. __slots__ matters here mainly because it skips the per-
instance __dict__, which adds up once the store holds hundreds of thousands of entries. Inserting a keyword of length L is O(L);
building the whole trie over K keywords with mean length L is O(KL).
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B. Boundary Detection
A match spanning [s, e) in text T is only accepted if:

boundary(s, e, T) & (s=0Vv—-W(T[s—1])) A (e=]T| Vv -W(T[e]))

where W(c) means c is a Unicode word character. Both the Cython path and the pure-Python fallback rely on Python's
built-in str.isalnum() plus a check for underscore — not a third-party regex package. This still beats FlashText's hardcoded ASCII
set, since isalnum() is Unicode-aware out of the box.

C. Bounded-Edit Frontier Search

) The design starts from the observation that a normal trie walk only ever has one active node — the scan is either on the
path spelled out by the input so far, or it has fallen off that path and the match is dead. Allowing one edit means “fallen off” is no
longer a dead end: several trie nodes can remain plausible at once, each reached by a different combination of substitutions,
insertions, and deletions so far. TurboText tracks all of them at once as a frontier — a set of (trie node, minimum cost to reach it)
pairs — instead of the single pointer a plain walk uses. Write F, for the frontier at input position t, where each element is (u, d)
with u a trie node and d < k the cost paid so far. Let d(u,c) be the child of u along edge ¢ (or @ if there is no such edge). Stepping
on input character c, the next frontier F+1 picks up contributions from four transition types:

[0 Match: {(8(u,c), d) : (u,d) € F,, 6(u,c) # 0}

[J Substitution: {(d(u,c"), d+1) : (u,d) € F, d<k, 8(u,c") # @, ¢' #c}
00 Insertion: {(u, d+1) : (u,d) € F,, d<k}

[1 Deletion: {(8(u,c), d+1) : (u,d) € F,, d<k, d(u,c) # 0}

Once these are unioned, the frontier is collapsed to one minimum-cost entry per node, and anything over Kk is dropped. At
k=0 the Substitution/Insertion/Deletion transitions never fire — only Match survives — so the frontier is always a single node,
which is exactly a plain trie walk. That is the point of building it this way: exact and fuzzy matching are the same loop, with no
branch needed to tell them apart. Whenever an accepting node shows up in F,, that is a candidate span (s, t+1, id, d), with s wherever
the scan started,; it is kept only if it passes the boundary check above. Overall this runs in O(N - |F| - k), which is O(N) once k=0.

D. Conflict-Resolution Policies

The search stage does not filter anything — it hands every candidate span to a separate resolver, which applies one of five policies.

[0 ALL_OVERLAPS — no filtering at all, just the sorted raw list, for callers who want to make their own overlap decisions
downstream.

[0 LEFTMOST_LONGEST — take the longest match at each position, moving the cursor past it. This is what FlashText does,
and TurboText reproduces it exactly for drop-in compatibility.

O LEFTMOST_FIRST — earliest start wins; ties go to whichever match is shorter.

O HIGHEST_PRIORITY — whichever overlapping match has the higher priority field wins; ties go to length (longer), then start
position (earlier).

O OPTIMAL_WEIGHTED — weighted interval scheduling: pick the non-overlapping subset that maximises total priority, not
just whatever falls out of a greedy pass.
OPTIMAL_WEIGHTED runs in O(n log n): sort candidates by end position, binary-search for the latest compatible

predecessor p(j) of each candidate j, and fill a DP table:

OPT(j) = max(OPT(—1), w_j + OPT(p(j)))

with w_j the priority of candidate j and OPT(0)=0. Backtracking through the table recovers the actual selected subset.
Everything else on this list is greedy; this is the one policy that is provably optimal rather than just reasonable.

IV.SOFTWARE ARCHITECTURE
a. Module Organisation

TurboText is distributed as a Python package with pre-compiled Cython extensions for CPython 3.10-3.13 on Linux,
macOS, and Windows. The package layout separates the public API (store.py), the trie builder (trie.py), the pure-Python frontier
fallback (frontier.py), the Cython hot path (_fast.pyx / _fast.pyi), the five resolution policies (resolve.py), a brute-force correctness
oracle (reference/reference_matcher.py), and dedicated tests/ and benches/ directories.

_fast.pyx handles both search paths. At k=0 it is FlatAC — the Aho-Corasick automaton flattened into one contiguous
int32 buffer (trans[state* 128-+char] — next_state), so a transition is a single array read instead of chasing pointers through a graph
of heap-allocated nodes. At k>0 it is search_fuzzy fast: the frontier lives as two flat Python lists (nodes[], costs[]) with linear-scan
dedup instead of a dict[id(node)] — (node, cost), and each node caches its populated child-char codes on first visit (_node_keys)
so later visits skip rescanning all 128 ASCII slots. Together these cut k=1 latency from 94 ms to 18 ms at 100 keywords — about
5x. frontier.py stays around as a pure-Python fallback for anyone without a C compiler.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 913|Page



TurboText: A Boundary-Aware Fuzzy Keyword Extraction and Replacement Library with Configurable Conflict Resolution

b. KeywordStore API

from turbotext import KeywordStore, MatchPolicy, FuzzyConfig

store = KeywordStore(
policy=MatchPolicy. LEFTMOST_LONGEST, # default
fuzzy=FuzzyConfig(max_edit_distance=0), # exact only (default)

)
Single keyword registration:

kid = store.add_keyword(
"aspirin®,
canonical="Aspirin",
category="DRUG",
priority=10.0,
rxnorm_code="1191", # arbitrary kwargs become metadata
source="rxnorm",

# kid is a UUID string useful for later retrieval or tracking
Bulk loading via add_keywords() takes three input shapes, plus optional shared category/priority for the whole call:

# Shape 1: list -> surface form = canonical
store.add_keywords(["java", "python", "rust"])

# Shape 2: {surface: canonical}
store.add_keywords({"py": "Python", "k8s": "Kubernetes"})

# Shape 3: {canonical: [surfaces]} -- most common for NLP
store.add_keywords({
"aspirin™: [“aspirin”, "asprin“, "aspirin tablet"],

"ibuprofen": ["ibuprofen”, “ibuprofen tablet", "advil"],
}. category="DRUG", priority=5.0)

Extraction, span-only fast path, and replacement:
text = "Patient was prescribed Tylenoll 500mg."

# Rich Match objects - all metadata included

matches = store.extract(text)

# [Match(text="Tylenoll", canonical="Acetaminophen",

# start=23, end=31, edit_distance=1,

# category="DRUG", priority=8.0, keyword_id="3f4a...")]

# Span-only fast path - skips Match object (~2x faster, k=0)
for start, end, keyword_id in store.extract_spans(text):

# Replacement - uses canonical form, never raw metadata tuples
result = store.replace(text)
# "Patient was prescribed Acetaminophen 500mg."

canonical is always a plain string on the Keyword dataclass, so replace() output never has FlashText's stringified-tuple
problem. extract_spans() skips slicing text per match, skips attribute assignment, and skips building a metadata dict, getting most
of the way to a raw C/Rust scanner's throughput without giving up boundary awareness.

c. Keyword Record and Match Object

Every registered keyword is stored as a dataclass with an id (UUID assigned at add_keyword()), surface_form, canonical,
optional category, a numeric priority (default 1.0), and a metadata dict for arbitrary key-value pairs. Matching is case-insensitive
across the board — surface forms are lower-cased at registration and the input text is matched against that lower-cased trie; there
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is no per-keyword case-sensitivity switch in the current API.
Every matched span comes back as a Match object, also __slots__-based for fast bulk construction (Table 2).

Field Type Description
text str Surface text as it appears in input
canonical str Normalised form from add_keyword
start int Start character offset
end int End offset (exclusive)
edit_distance int 0 = exact; > 1 = fuzzy
category str | None User-supplied category
priority float User-supplied priority
keyword_id str UUID from add_keyword
metadata dict Shallow copy of extra kwargs

Table 2. Match object fields — set once at construction; the object does not change afterward.

V.USAGE EXAMPLES
a. Drug Name Normalisation
Pharma NLP often needs brand names, generic names, and common misspellings all mapped to one canonical identifier.
HIGHEST_PRIORITY lets brand names win over generic terms when both match:

store = KeywordStore(
policy=MatchPolicy.HIGHEST_PRIORITY,
fuzzy=FuzzyConfig(max_edit_distance=1))
store.add_keyword("Tylenol",
canonical="Acetaminophen", priority=10.0)
store.add_keyword("acetaminophen",
canonical="Acetaminophen", priority=7.9)
matches = store.extract(
"Patient takes Tylenol and paracetamol daily.")

b. Retrieving All Overlapping Matches
Relation extraction sometimes needs the raw match set before anything gets resolved — say, checking whether “non-small
cell lung cancer” and “lung cancer” both fire on the Same span:

store = KeywordStore(policy=MatchPolicy.ALL_OVERLAPS)
store.add_keyword("lung cancer", category="DISEASE")
store.add_keyword("non-small cell lung cancer",
category="DISEASE")
matches = store.extract(
"diagnosed with non-small cell lung cancer")
# Returns both matches with their respective spans.

c. Globally Optimal Selection
When keywords carry priorities pulled from a source vocabulary, OPTIMAL_WEIGHTED finds the combination that
maximises total priority rather than whatever a greedy scan happens to land on:

store = KeywordStore(policy=MatchPolicy.OPTIMAL_WEIGHTED)

store.add_keyword("cell", priority=1.0)
store.add_keyword("cancer cell", priority=5.0)
store.add_keyword("lung cancer cell", priority=8.0)
store.add_keyword("cancer", priority=3.0)

# OPTIMAL_WEIGHTED selects "lung cancer cell"” (weight 8.0)
# over any greedy decomposition (max 4.0 for "cancer"+"cell").

VI.EVALUATION
Everything below ran on an Apple M-series chip, best-of-3, with the Cython extension built and loaded. The benchmark
scripts live in benches/. Trie/AC-family comparisons (same O(text) asymptotic) are kept separate from the regex and fuzzy-scorer
comparisons, where the numbers span orders of magnitude and plotting them together would flatten everything interesting.

a. Large-Corpus Throughput — Exact Matching
Table 3 is wall-clock time on a 7.8 MB, 1-million-word corpus with 1,000 keywords, re-measured directly for this report
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rather than pulled from an old run. FlatAC gets through the corpus in 0.52 s against FlashText's 0.79 s, a 1.5x gap that lines up
with the originally reported 0.54 s / 0.79 s (the small difference is run-to-run noise). The win comes from flattening the AC
automaton into one contiguous int32 buffer (trans[state*128+char]) — a branchless array index instead of chasing FlashText's

dict-of-dicts node graph through cache-unfriendly heap allocations.

1 M-word corpus -

1,000 keywords — wall-clock time (lower is better)

0.79s
0.80 -+
0.60 -
= 0.52s
&
P
E
= 0.40 -
B .
0.00 -
TurboText FlashText
(k=0 exact)
Fig. 1. IM-word corpus throughput, 1,000 keywords, wall-clock time
Library Time (s) vs FlashText
TurboText (k=0) 0.52-0.54 1.5% faster
FlashText 0.79 baseline

Table 3. IM-word corpus throughput (1,000 keywords). Apple M-series, best-of-3.

b. Vocabulary Scaling — Exact Matching vs Aho-Corasick Family

Figure 2 and Table 4 line TurboText up against the other O(text) libraries at k=0. All four stay flat as vocabulary grows.
TurboText sits at 1.6 ms at 20k terms — between flashtext2's 1.1 ms (Rust core) and FlashText's 3.2 ms. Dropping down to
extract_spans(), which skips building Match objects, reaches 0.7 ms, right where pyahocorasick lands — though pyahocorasick

gets there by not enforcing word boundaries at all.

No of Terms Vs time taken (sec) + TurboText vs Aho-Corasick family (k=0)

0.0031s

0.0030 el
-
0.002
00
)
@
)
v ._._______,_.——-o 0.00165
£ 0.0015 _.__________.__-—-
F _.__.__________,_.—o
s-—=e »
./
*e-e—o * * * #0.0011s
0010
== 0.00075
AT Lt il O O .=
0.0005 #:0"-0=-—-0=
0.0000 .
0 2,500 5,000 7,500 10,000 12,500 15,000 17,500 20,000
No. of terms

—e— TurboText

= TurboText (spans)
—m— FlashText

-#- flashtext2

—v— pyahocorasick

Fig. 2. Vocabulary scaling, TurboText vs the Aho-Corasick family (k=0).
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Library 100 1k 5k 20k Boundary
TurboText 12 1.3 1.3 1.6 v
TurboText (spans) 0.5 0.5 0.6 0.7 v
flashtext2 1.1 1.1 1.1 1.1 v
FlashText 2.9 3.0 3.1 3.2 v
pyahocorasick 0.4 0.6 0.6 0.7 —

Table 4. Exact-match (k=0) vocabulary scaling in ms. Apple M-series, best-of-3. pyahocorasick is not boundary-aware (—).

c¢. Vocabulary Scaling — Exact Matching vs Regex
Figure 3 shows why trie-based extraction is worth the trouble in the first place: re alternation hits 0.83 s at 20,000 terms
while TurboText is still at 1.6 ms — a 520x gap that only grows with vocabulary size.

No of Terms Vs time taken (sec) - TurboText vs regex (k=0)
ey —e— TurboText
Zoomed — fast series only (0 to 0.0025)

000165

Time (sec)

No. of term

Fig. 3. Vocabulary scaling, TurboText vs regex alternation (k=0).

d. Vocabulary Scaling — Fuzzy Matching (k=1)

This is where the gap actually matters day to day. RapidFuzz, python-Levenshtein, jellyfish, and FuzzyWuzzy all expose
a single-pair distance function and rely on the caller to drive a token x keyword nested loop, which is O(tokens x vocab). TurboText
does not have that problem; it is a single-pass trie scan no matter how big the vocabulary gets.

Table 5's 5,000-keyword column was re-measured for this report. TurboText overtakes RapidFuzz somewhere around 500
keywords and reaches 69—71 ms at 5,000 terms against RapidFuzz's 602—-608 ms (re-measured: 70.7 vs 602.4 ms, 8.5%; originally
reported: 69 vs 608 ms, 8.8x — both within normal variance for this kind of benchmark). python-Levenshtein (2,879-2,905 ms)
and jellyfish (11,127 ms) have C-backed distance functions but no batch API, so the nested loop calling distance() per pair is
genuinely how they would be used in production, not a strawman. Net result: roughly 8.5-8.8x over RapidFuzz, ~41x over python-
Levenshtein, ~161x over jellyfish at 5,000 keywords — on top of which TurboText hands back a checked character span per
match, something none of the four give natively.

No of Terms Vs time taken (sec) - TurboText vs RapidFuzz, python-Levenshtein, jellyfish (k=1)

—e— TurboText
—m— RapidFuzz
=x= python-Levenshtein

11.13s

jellyfish

Zoomed — fast series only (0 to 0.790s)

Time (sec)
"
@

No. of terms

Fig. 4. Vocabulary scaling, TurboText vs RapidFuzz, python-Levenshtein, jellyfish (k=1).
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Library 100 500 1,000 2,000 5,000 Boundary &
Spans
TurboText 18 32 44 55 69-71 V4
RapidFuzz 13 62 121 244 602-608 —
python- 58 290 576 1,157 2,879-2,905 —
Levenshtein
jellyfish 224 1,130 2,220 4471 11,127 —

Table 5. Fuzzy matching (k=1) vocabulary scaling in ms. Apple M-series, best-of-3.

Fuzzy Wuzzy is kept separate in Table 6 because the gap is large enough to distort the other chart. It is a pure-Python
Levenshtein ratio, and — a little surprisingly — it still turns up in production pipelines. 11,394 ms at 5,000 terms against
TurboText's 70 ms works out to 163%, and even at a modest 100 terms it is already 12x slower.

No of Terms Vs time taken (sec) - TurboText vs FuzzyWuzzy (k=1)

4 11.39s —e— TurboText
—a— FuzzyWuzzy

Zoomed — fast serles only (0 to 0.090s)

Time (sec
.,

No. of terms

Fig. 5. Vocabulary scaling, TurboText vs FuzzyWuzzy (k=1).

Library 100 500 1k 2k 5k
TurboText 18 32 48 56 70
FuzzyWuzzy 222 1,098 2,231 4,398 11,394

Table 6. Fuzzy matching (k=1) versus FuzzyWuzzy in ms. Apple M-series, best-of-3.

e. Optimal vs. Greedy Resolution

To check that OPTIMAL_WEIGHTED actually does what it claims, tests/test m2_metadata_priorities.py runs a
hypothesis property test: 300 generated interval problems, random priority weights, 0 to 10 overlapping candidates per problem.
Each run's DP result is checked against a brute-force solver that tries every non-overlapping subset directly. All 300 cases matched
the brute-force optimum exactly. Thisrunsin CI.

VI1.DISCUSSION
a. Performance Findings

At k=1, TurboText overtakes RapidFuzz once the vocabulary reaches roughly 500 keywords, and the gap only widens
from there. Getting to that point took moving the frontier into Cython: search_fuzzy fast brought k=1 latency down from 94 ms
to 18 ms at 100 keywords. The dict-keyed frontier was the first thing profiled and the first thing dropped — a dict[id(node)] —
(node, cost) does a hash lookup per node per step, and at k=1 the frontier can hold only a handful of nodes at once, so that hashing
overhead showed up directly in the profile. Flat Python lists (nodes[], costs[]) with linear-scan dedup turned out faster in practice
for frontier sizes this small — the O(n) scan never gets big enough for the dict's O(1) lookup to win once hashing cost is accounted
for. Caching each node's populated child-char codes (_node_keys) on first visit did the rest, since without it every step rescans all
128 ASCII slots looking for populated children. Before this pass, the crossover point against RapidFuzz sat around 2,000 keywords
with the old pure-Python frontier; afterward it moved down to roughly 500.

On this benchmark, at 5,000 keywords TurboText took 70.7 ms and RapidFuzz took 602.4 ms. That comparison is not
quite feature-for-feature — TurboText is also applying boundary checks and returning character spans on every one of those
matches, work RapidFuzz's ratio() does not do at all. python-Levenshtein and jellyfish have C-backed distance functions, but that
does not save them here, since the O(tokens x vocab) loop calling them one pair at a time is what dominates; they land around 41x
and 161x slower. FuzzyWuzzy, pure Python end to end, is 163x slower.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 918 |Page



TurboText: A Boundary-Aware Fuzzy Keyword Extraction and Replacement Library with Configurable Conflict Resolution

At k=0, FlatAC is a 1.5% win over FlashText (0.52-0.54 s vs 0.79 s on the 1M-word corpus, confirmed by re-running it
live rather than trusting an old number). extract_spans() gets within touching distance of pyahocorasick — both land at 0.7 ms at
20k terms — while still doing boundary checks that pyahocorasick skips entirely. flashtext2's Rust core (1.1 ms) is still ahead of
TurboText's full extract() path (1.6 ms), and that gap is left alone on purpose: closing it would mean giving up the boundary-aware,
fuzzy-capable feature set that Rust libraries in this space do not currently offer anyway.

b. Limitations

Word-character detection for CJK and other no-space languages leans on Python's built-in str.isalnum(). This has not been
tested against production Chinese, Japanese, or Korean NLP pipelines, so that behaviour should not be treated as validated — it
covers the cases checked so far, and no more than that.

Matching is case-insensitive only. There is no per-keyword toggle for case sensitivity in the current API; adding one would
mean carrying a second copy of the trie or tagging every node with case information, and neither has been implemented yet.

¢. Memory Footprint

__slots__cuts per-node overhead compared toa __ dict__-backed node, though exact byte counts vary by CPython version
and were not pinned down precisely for this report. Shared prefixes merge at insertion time, so actual node counts run below K x
L in practice — the trie is smaller than the naive bound suggests.

VIIl. CONCLUSION AND FUTURE SCOPE

TurboText treats exact and fuzzy keyword matching as one frontier-search algorithm instead of two separate
implementations, and adds a resolution layer — OPTIMAL_WEIGHTED in particular — that picks a provably optimal non-
overlapping match set instead of a greedy one. At k=1, that design ends up 8.5-8.8x faster than RapidFuzz at 5,000 keywords
(8VI-D); at k=0 it is a more modest 1.5x over FlashText, and still behind the Rust-based scanners (§VI1I-A). That last gap is the
honest tradeoff: TurboText carries boundary checks and a fuzzy path that the faster native-speed libraries do not have to, and
closing it would mean giving that up.

Future work includes a per-keyword case-sensitivity toggle, validated CJK/no-space-language boundary detection, and
pinned-down  memory-footprint measurements across CPython versions. TurboText 0.3.0 is available at
https://github.com/nishankmahore/TurboText under the MIT license, with pre-built wheels for CPython 3.10-3.13 on Linux,
macOS, and Windows on PyPl (pip install turbotext). Benchmark code lives in benches/, and the correctness oracle is in
reference/reference_matcher.py.
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