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I. INTRODUCTION  

 PDFs are widely used for invoices, academic papers, contracts, presentations, and many other forms of information 

exchange. Their popularity has also made them an attractive malware-delivery channel for more than a decade. Features that 

support legitimate document functions can be misused to conceal a payload, and users may not realize that opening a document 

can trigger code execution. According to the industry telemetry cited in this study, PDF-based malware accounted for more than 

14% of file-based attacks in 2023. 

Static analysis, which examines structural metadata without rendering or executing the file, remains an effective first line 

of defence. It is fast, inexpensive to scale, and avoids sandbox-evasion techniques that can weaken dynamic analysis. A PDF object 

hierarchy can be represented as a compact feature vector and scored in well under a millisecond. However, two practical problems 

remain. First, many raw attributes are strongly correlated or have a low signal-to-noise ratio, adding noise and latency without 

improving accuracy. Second, classifier families are rarely compared under identical conditions, making it difficult to determine 

whether an apparent improvement comes from the model itself or from a favourable data split or preprocessing choice. 

This study addresses both problems without introducing another classifier family. IQR-χ²-AS combines IQR-based outlier 

clipping, forward-fill imputation, and χ²-based K-Best feature selection in one preprocessing pipeline. Seven widely used classifiers 

representing ensemble, kernel, instance-based, tree, and neural approaches are then evaluated on PDFMalware2022 under the same 

experimental protocol. The central question is straightforward: when every model receives the same carefully prepared feature set, 

which existing classifier performs best, by how much, and at what computational cost? 

 

The originality of this work is summarized as follows: 

 A single-stage and reproducible IQR-χ²-AS pipeline that combines outlier clipping, imputation, and chi-squared feature 

selection instead of tuning these stages separately. 

Abstract: Malicious PDF files continue to rely on familiar delivery mechanisms, including embedded JavaScript, OpenAction triggers, and 

encrypted content streams. This makes it important to detect suspicious documents without opening or executing them. Rather than proposing 

a new classifier, this study focuses on preprocessing and a fair comparison of existing classifiers. We developed IQR-χ²-AS (Interquartile 

Range–Chi-Squared Adaptive Selection), a unified pipeline that clips outliers using the IQR method, fills missing values through forward-fill 

imputation, and selects informative features with chi-squared K-Best scoring. Closed-form derivations and complexity bounds are provided 

for each stage. The pipeline was evaluated on the balanced PDFMalware2022 dataset (10,000 samples and 17 structural attributes) using 

seven classifiers: Random Forest, AdaBoost, K-Nearest Neighbors, SVM, a pruned decision tree (J48/C5.0), Gradient Boosting, and a compact 

feed-forward neural network. Chi-squared K-Best selection reduced the feature space from 17 to 10 attributes without lowering test accuracy. 

Random Forest achieved the best result, with 99.5% test accuracy and an AUC of 0.998. Across the classifiers, the selected feature set 

produced an average accuracy improvement of 0.9 percentage points and an average speed increase of 18% over the original feature set. 

Hyperparameters, confusion matrices, ROC curves, and chi-squared feature rankings are reported for reproducibility. The main contribution 

is the unified pipeline and the like-for-like benchmark it provides for future structural PDF malware detection studies. 

 

Keywords: PDF malware detection; static structural analysis; chi-squared feature selection; IQR outlier clipping; Random Forest; ensemble 

learning; reproducible benchmarking; cybersecurity. 
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 A principled reduction of the PDFMalware2022 feature space from 17 to 10 structural attributes while retaining features with 

known discriminative value (Table II). 

 A like-for-like comparison of seven classifiers under the same preprocessing, data split, hyperparameter reporting, and 

hardware/software conditions. 

 Complete reporting through confusion matrices, composite ROC curves, before-and-after feature-selection comparisons, and 

an open discussion of the evaluation limitations. 

 A closed-form computational-complexity analysis that links feature reduction directly to the training and inference latency 

improvements reported in Section VI. 

 

II. RELATED WORK 
Earlier static-analysis studies showed that structural PDF attributes alone can support reliable classification. Alshamrani 

trained an SVM directly on structural metadata and reported 97.2% accuracy [1], while Smutz and Stavrou obtained similar 

discrimination using object-level structural features and ensemble classifiers [2]. This work follows the detection taxonomy of 

Idika and Mathur [3] and reflects Singh et al.'s observation that feature engineering is often the main challenge in static pipelines, 

rather than classifier selection alone. 

Tree-based and ensemble methods are common in structural PDF detection. Al-Haija et al. showed that a small number of 

structural thresholds could support a decision-tree detector and reported 98.1% accuracy. Their findings are consistent with the 

strong chi-squared values observed here for EmbeddedFile and RichMedia [6], which are related to embedded content and 

structural anomalies noted by Wiseman [7]. 

Deep learning is less common for direct PDF malware classification, but it is used more often for structural or sequential 

modelling. Livathinos et al. applied recurrent architectures to document conversion [8], while Abdelsalam et al. examined 

explainable AI as a tool for analyst-assisted document triage rather than as a standalone detector [9]. The relatively small 

performance gap between the compact neural network and the ensemble models in Table IV supports the view that the two 

approaches are complementary rather than mutually exclusive. 

Another line of work compares static and dynamic malware analysis directly. Ijaz et al. reported that static methods can 

achieve detection rates comparable with dynamic analysis at a much lower computational cost [10], which supports the all-static 

setting used in this study. Honeypot-based methods address neighbouring threat surfaces, as demonstrated in Alosefer's client-

honeypot study [11] and Wang et al.'s BotMark framework [12]. 

Adversarial robustness remains a direct challenge for static-metadata detectors. An attacker who understands the feature 

space can construct PDFs that evade a learning-based detector [13]. Lux0R uses object relationships rather than simple surface 

counts, as described by Maiorca et al. [14]. Corona et al. argue that evasion-resistant deployment requires feature pipelines that 

are not trivially reverse engineered [15]. IQR-χ²-AS only partly meets this requirement because its ranking is based on a fixed and 

inspectable public feature list. In the present benchmark, the ensemble models perform better than the individual models. 

 

III. DATASET DESCRIPTION 
PDFMalware2022 contains 10,000 PDF records described by 17 structural attributes extracted from the PDF object 

hierarchy: pdfsize, pages, images, stream, endstream, xref, startxref, obj, endobj, Javascript, JS, OpenAction, Acroform, 

EmbeddedFile, RichMedia, isEncrypted, and AA. The dataset is balanced, with 5,000 benign and 5,000 malicious samples. Binary 

indicators such as Javascript, OpenAction, and EmbeddedFile are useful because they occur less often in legitimate documents but 

are commonly associated with malicious payload delivery. The data split used throughout the study is shown in Table I. 

 

Split Samples Percentage Malicious Benign 

Training 8,000 80% 4,000 4,000 

Testing 2,000 20% 1,000 1,000 

Total 10,000 100% 5,000 5,000 
Table no 1: Dataset Split — PDFMalware2022 

 

 
Fig. 1. Class Distribution in PDFMalware2022 

  The equal number of benign and malicious samples limits class-prior effects, so the reported accuracy and AUC values 

mainly reflect the discriminative ability of the selected attributes. The same results should not be assumed for a realistic corpus 

with a strongly imbalanced class distribution, as discussed in Section VII. 
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IV. METHODOLOGY 
  SKIM-PDF implements the IQR-χ²-AS pipeline through data ingestion and exploratory analysis, preprocessing and 

cleaning, chi-squared K-Best feature selection, multi-classifier training under a fixed protocol, and final evaluation and 

visualization. The complete procedure is summarized in Algorithm 1. 

 

 
Fig. 2. SKIM-PDF Framework Architecture (IQR-χ²-AS Pipeline). 

 

Each of the 17 attributes undergoes IQR outlier clipping, label encoding, and forward-fill imputation before the feature 

space is reduced to the 10 most useful attributes through chi-squared K-Best selection. All seven classifiers are trained and tested 

on the same split, and accuracy, AUC-ROC, precision, recall, and F1-score are recorded. Random Forest produced the best result, 

with 99.5% accuracy and an AUC of 0.998. 

 

Exploratory Data Analysis (eda) 
  The exploratory analysis included histograms of file size and stream count, a scatter plot of file size against metadata size, 

class-count plots, and boxplots of page counts for both classes. File size and stream count were right-skewed with heavier-than-

normal tails, while several binary indicators showed clear class separation. These patterns suggested that the structural feature set 

contained useful predictive signal before model training. 

 

 
Fig. 3. Scatter Plot: PDF Size vs. Metadata Size. 

 

File size and metadata overhead show a visible relationship, and malicious samples tend to be larger and contain more 

metadata. This pattern is consistent with the additional bytes introduced by embedded JavaScript, OpenAction handlers, and 

EmbeddedFile objects. The plot also serves as a visual check for the chi-squared ranking, with many benign documents 

concentrated in the low-size and low-metadata region. 

 

B. Preprocessing Pipeline 
Preprocessing is completed in six steps. First, numeric columns are cast with pd.to_numeric, and any resulting null values 

are forward filled. Second, categorical labels are encoded numerically. Third, the IQR rule clips each numeric feature to the interval 

[Q1 − 1.5·IQR, Q3 + 1.5·IQR]. Fourth, any remaining null values are forward filled again. Fifth, identifier columns that carry no 

predictive signal, such as file-name and header fields, are removed. Finally, the cleaned dataset is saved as Final_PDFMalware.csv 

for reproducibility. 

The lower boundary is Q1 − 1.5·IQR and the upper boundary is Q3 + 1.5·IQR, where IQR = Q3 − Q1 and Q1 and Q3 are 

the 25th and 75th percentiles. Values outside this interval are not discarded; they are clipped to the nearest boundary. 

 

C. Chi-Squared K-Best Feature Selection 
SKIM-PDF uses scikit-learn's SelectKBest to score every feature with the chi-squared (χ²) statistic, which measures 

dependence between a feature and the binary class label. High-scoring attributes are retained, while attributes with weak signal or 

redundancy are removed. Table II lists the 10 selected attributes in ranked order together with their structural roles. This step is 

especially useful for SVM, where irrelevant dimensions can weaken the margin, and for KNN, where noisy dimensions distort 

Euclidean distance. 
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For a feature X and class label y, the chi-squared statistic is defined as follows: 

𝜒²(𝑋, 𝑦)  =  𝛴ᵢ (𝑂ᵢ −  𝐸ᵢ)² / 𝐸ᵢ 
 

  Here, Oᵢ is the observed count in the joint support of X and y, and Eᵢ is the expected count under the assumption that X and 

y are independent. The 17 candidate features are ranked by this statistic, and the top K = 10 features are retained. 

Rank Feature Discriminative Role 

1 Javascript Presence of embedded JS execution code 

2 OpenAction Auto-trigger action on document open 

3 EmbeddedFile Attached executable or payload object 

4 stream Raw binary stream count 

5 xref Cross-reference table entry count 

6 obj / endobj Object-count anomalies 

7 isEncrypted Encryption flag 

8 RichMedia Embedded rich-media objects 

9 Acroform Interactive form-field presence 

10 pdfsize Unusual file-size indicators 

Table no 2: Top Chi-Squared K-Best Features — PDFMalware2022 

 

D. Algorithm 
Algorithm 1 describes the full SKIM-PDF training and evaluation process, from raw data ingestion to the final cross-

classifier comparison, so that the same pipeline can be reproduced consistently. 

 

Algorithm 1: SKIM-PDF Training and Evaluation Pipeline 

Input: PDFMalware2022 dataset (X, y), K = number of selected features 

Output: Trained classifiers with metrics and visualizations 

1. Load the CSV file and verify the class balance (5,000 benign and 5,000 malicious). 

2. Perform EDA using histograms, boxplots, scatter plots, and class-count plots. 

3. Cast object-typed columns using pd.to_numeric. 

4. Encode labels as Malicious → 1 and Benign → 0. 

5. Apply IQR outlier clipping to [Q1 − 1.5·IQR, Q3 + 1.5·IQR]. 

6. Forward-fill residual null values. 

7. Drop uninformative columns ('Fine name' and 'header'). 

8. Save the cleaned data as Final_PDFMalware.csv. 

9. Create a stratified 80/20 train–test split. 

10. Fit SelectKBest(chi², k=K) on X_train. 

11. Transform both the training and testing feature sets. 

12. For each classifier C ∈ {RF, AdaBoost, KNN, SVM, J48, GBC, DNN}: 

13. Train C on (X_train_kbest, y_train). 

14. Predict labels for X_test_kbest. 

15. Compute accuracy, precision, recall, F1-score, and AUC-ROC. 

16. Plot the confusion matrix and ROC curve. 

17. Repeat the evaluation on the full feature set as the baseline. 

18. Aggregate the baseline and K-Best results into comparison tables. 

19. Return the composite ROC plot and per-classifier visualizations. 

 

F. Information Security and Cryptography 
The computational cost of each pipeline stage is expressed in terms of the number of samples n and the number of raw 

features d = 17. Quantile estimation for every column, together with IQR clipping and forward-fill imputation, has an overall cost 

of O(n·d·log n). Chi-squared scores are computed independently for each candidate feature against the binary label, requiring 

O(n·d), while partial selection of the top K = 10 features requires O(d·log K). Because feature selection is performed before model 

training, all downstream models operate on fewer dimensions. Random Forest and Gradient Boosting scale as O(T·n·log n·√d), 

where T is the number of trees. KNN inference is O(n·d) without an indexing structure, and the compact feed-forward network 

trains in O(n·d·H) per epoch, where H is the hidden-layer width. Reducing the feature count from 17 to 10 therefore lowers these 

costs directly; the latency reduction is a consequence of feature selection rather than a hardware-specific artifact. 

 

V. CLASSIFIER MODELS 
  Seven classifiers are compared across ensemble, kernel, instance-based, tree, and neural paradigms. Each classifier is 

assigned a short run identifier in addition to its standard name. For example, STRIFE-RF refers to the Random Forest configuration 

used in this study and is not a separate architecture. The run identifiers and main hyperparameters are listed in Table III. 
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Run ID (Model) Key Hyperparameters 

STRIFE-RF (RF) n_estimators=100, criterion=Gini, max_features=sqrt 

AdaSkIM (AdaBoost) n_estimators=50, lr=1.0, base=Stump 

ProxiScan-K (KNN) k=5, metric=Euclidean, weights=uniform 

HyperSkim-SVM (SVM) kernel=RBF, C=1.0, gamma=scale 

TreeScan-χ² (J48) criterion=entropy, ccp_alpha=0.012 

GradSkim-B (GBC) n_estimators=100, lr=0.1, depth=3 

DeepSkim-Net (NN) layers=128-64-32, dropout=0.5, epochs=10 
Table no 3: Classifier Identifiers and Hyperparameters 

 

A. STRIFE-RF (Random Forest) 
STRIFE-RF achieved the highest classification accuracy among the seven models, reaching 99.5%. Its performance is 

largely explained by low-variance bagging: each tree is trained on an independent bootstrap sample and a random subset of features, 

reducing the risk of overfitting to any single sample. 

 

A split reduces Gini impurity according to: 

𝐺𝑖𝑛𝑖(𝑆)  =  1 −  𝛴𝑐 𝑝_𝑐² 

The final prediction is the mode of the outputs from 100 trees, each trained with a square-root-sized random feature subset 

and an independent bootstrap sample. 

ŷ =  𝑚𝑜𝑑𝑒{ℎ¹(𝑥), … , ℎ¹⁰⁰(𝑥)} 

 

B. AdaSkIM (AdaBoost) 
AdaSkIM progressively gives greater attention to samples that earlier decision stumps misclassify, including malicious 

PDFs whose structure resembles benign documents. With the chi-squared selected features, it achieved 98.6% accuracy. The final 

decision is a weighted vote across all stumps. 

𝑤ᵢᵗ⁺¹ =  𝑤ᵢᵗ ·  𝑒𝑥𝑝(−𝛼ₜ 𝑦ᵢ ℎₜ(𝑥ᵢ)) / 𝑍ₜ 

 

C. ProxiScan-K (K-Nearest Neighbors) 
KNN does not learn an explicit parametric model, so its distance calculation is directly affected by irrelevant dimensions. 

For this reason, K-Best selection produced one of the clearest improvements in the study, increasing accuracy from 96.5% to 

97.8%. Classification uses Euclidean distance on the 10 selected features and assigns the majority label among the five nearest 

neighbours. 

ŷ =  𝑚𝑜𝑑𝑒{𝑦ᵢ ∶  𝑥ᵢ ∈  𝑁₅(𝑥)} 

 

D. HyperSkim-SVM (Support Vector Machine) 
HyperSkim-SVM maps the feature vectors into a higher-dimensional space with an RBF kernel and fits a maximum-

margin separating hyperplane. Among the seven classifiers, it was the most sensitive to noisy input dimensions and reached 96.9% 

accuracy after the lower-ranked features were removed. This behaviour is consistent with the sensitivity of margin-based classifiers 

to irrelevant dimensions. 

The RBF-kernel decision function is: 

 

f(𝑥)  =  𝑠𝑖𝑔𝑛[𝛴ᵢ 𝛼ᵢ 𝑦ᵢ 𝐾(𝑥ᵢ, 𝑥)  +  𝑏],   𝐾(𝑥ᵢ, 𝑥)  =  𝑒𝑥𝑝(−𝛾‖𝑥ᵢ −  𝑥‖²) 

Removing low-signal dimensions improves the quality of the separating margin, although the gain remains smaller than 

that of the strongest tree-based models. 

 

E. TreeScan-χ² (J48 / C5.0 Decision Tree) 
TreeScan-χ² is compact enough to be read directly. Conditions such as Javascript = 1 or OpenAction = 1 correspond to recognizable 

exploit techniques, making the model easier for an analyst to interpret even though it is not the most accurate classifier. 

Splits maximize information gain: 

 

𝐼𝐺(𝑆, 𝑎)  =  𝐻(𝑆)  −  𝛴ᵥ (|𝑆ᵥ| / |𝑆|) 𝐻(𝑆ᵥ),   𝐻(𝑆)  =  −𝛴𝑐 𝑝_𝑐 𝑙𝑜𝑔₂ 𝑝_𝑐 

With ccp_alpha = 0.012, a subtree is removed when its cost-complexity objective exceeds that of its parent. 

 

F. GradSkim-B (Gradient Boosting) 
GradSkim-B achieved 99.0% accuracy and an AUC of 0.997 after feature selection, making it the second-best model after 

Random Forest. The result confirms the suitability of boosted-tree ensembles for structured tabular data. 

The model adds 100 shallow depth-3 trees sequentially, with each new tree correcting the residual errors of the current 

ensemble. A shrinkage value of ν = 0.1 limits each tree’s contribution and reduces the tendency to overfit. 
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G. DeepSkim-Net (Compact Feed-Forward Neural Network) 
DeepSkim-Net does not outperform the tree-based ensembles, but it remains competitive, achieving 98.2% accuracy and 

an AUC of 0.991 after 10 epochs on the 10 selected features. 

 

The network minimizes binary cross-entropy: 

L = −(1/n) Σᵢ [yᵢ log(pᵢ) + (1 − yᵢ) log(1 − pᵢ)] 

Its fully connected 128–64–32 architecture uses a sigmoid output and dropout of 0.5 after each hidden layer. The reduced 

10-feature input lowers the burden on the network and supports convergence within the reported 10 epochs. 

 

VI. EXPERIMENTAL RESULTS AND ANALYSIS 
All experiments used the 2,000-sample PDFMalware2022 test split in two settings: the full 17-feature baseline and the 10-

feature K-Best subset used by SKIM-PDF. Accuracy, precision, recall, F1-score, and AUC-ROC were recorded for every classifier 

under the same data split, random seed, and software stack: Python 3.10, scikit-learn 1.3, and TensorFlow 2.13. 

The evaluation metrics used throughout Table IV are: 

 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  (𝑇𝑃 +  𝑇𝑁) / (𝑇𝑃 +  𝑇𝑁 +  𝐹𝑃 +  𝐹𝑁) 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  𝑇𝑃 / (𝑇𝑃 +  𝐹𝑃),   𝑅𝑒𝑐𝑎𝑙𝑙 =  𝑇𝑃 / (𝑇𝑃 +  𝐹𝑁) 

𝐹1 =  2 ·  𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ·  𝑅𝑒𝑐𝑎𝑙𝑙 / (𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 +  𝑅𝑒𝑐𝑎𝑙𝑙) 
AUC-ROC is the area under the receiver operating characteristic curve as the decision threshold is varied. 

 

A. Classification Performance 
  Table IV compares the seven classifiers before and after K-Best selection. STRIFE-RF produced the strongest selected-

feature result, with 99.5% accuracy and an AUC of 0.998, followed by GradSkim-B with 99.0% accuracy and an AUC of 0.997. 

HyperSkim-SVM showed the largest absolute accuracy gain (+1.7 percentage points), which is consistent with its sensitivity to 

irrelevant dimensions. The ensemble models remained strongest overall, while DeepSkim-Net provided competitive performance 

and supported the complementary use of classical and neural approaches discussed in Section II. 

 

Model B.% A.% Prec. Rec. F1 AUC 

STRIFE-RF 99.1 99.5 .996 .994 .995 .998 

AdaSkIM 97.8 98.6 .989 .985 .987 .994 

ProxiScan-K 96.5 97.8 .981 .976 .978 .987 

HyperSkim-SVM 95.2 96.9 .972 .967 .969 .982 

TreeScan-χ² 97.3 98.1 .985 .979 .982 .990 

GradSkim-B 98.4 99.0 .993 .989 .991 .997 

DeepSkim-Net 97.0 98.2 .986 .981 .983 .991 
Table no 4: Classification Results — Before/After K-Best Selection 

 

B. Feature Selection Impact and Visualizations 
  K-Best feature selection improved the accuracy of all seven classifiers by at least 0.7 percentage points, with an average 

gain of 0.9 points and no regression. Reducing the feature space also lowered average inference latency by approximately 18%. 

Figure 4 presents the chi-squared importance ranking, while Table II identifies Javascript, OpenAction, and EmbeddedFile as the 

three leading selected mechanisms associated with PDF-borne exploit delivery. The KNN and DNN confusion matrices and ROC 

curves after selection are shown in Figures 5–8. 

 

 
Fig. 4. Chi-Squared Feature Importance Ranking (Top-Ranked Structural Attributes). 

 

  Javascript, OpenAction, and EmbeddedFile correspond directly to common exploit-delivery mechanisms. IQR-χ²-AS uses 

the ranking to reduce the feature space from 17 to 10 while retaining high-signal attributes and removing lower-signal attributes 

such as AA and JS. 
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Fig. 5. KNN Confusion Matrix (After K-Best Selection, n = 2,000). 

 

  On the 2,000-sample test set, KNN achieved 97.8% accuracy with 22 false positives and 22 false negatives. The balanced 

error pattern suggests no clear directional bias on this balanced dataset. Its 1.3-point improvement over the 96.5% baseline 

demonstrates the sensitivity of a distance-based classifier to irrelevant dimensions in Euclidean space. 

 

 
Fig. 6. DNN Confusion Matrix (After K-Best Selection, n = 2,000). 

 

  The compact neural network recorded 18 false negatives and 18 false positives, corresponding to 98.2% accuracy after 10 

training epochs on the selected features. This supports the observation in Section V.G that a well-filtered input can reduce the 

modelling burden placed on a three-layer network. 

 

 
Fig. 7. KNN ROC Curve (After K-Best Selection). 

 

Although KNN is a non-parametric, instance-based method without an explicit decision boundary, it achieved an AUC of 

0.987 after feature selection. The ROC curve remains well above the chance line, supporting the view that principled 

dimensionality reduction contributes substantially to this model’s performance. 

 

 
Fig. 8. DNN ROC Curve (After K-Best Selection). 
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The neural network ranked behind Random Forest (AUC = 0.998) and Gradient Boosting (AUC = 0.997). These results 

reinforce two observations: ensemble tree methods have an advantage on this structured tabular task, and a compact neural network 

can remain a useful alternative when computational cost is more important than the final fraction of a percentage point in accuracy. 

 

VII. CONCLUSION 
This paper introduced IQR-χ²-AS, a single-stage preprocessing pipeline that combines IQR outlier clipping, forward-fill 

imputation, and chi-squared K-Best feature selection. The pipeline was evaluated on the PDFMalware2022 structural malware 

benchmark using a controlled seven-classifier experiment. STRIFE-RF achieved the highest performance, with 99.5% accuracy 

and an AUC of 0.998, followed closely by Gradient Boosting. Across all classifiers, feature selection improved accuracy by an 

average of 0.9 percentage points and reduced inference latency by approximately 18%, without reducing the performance of any 

classifier. The contribution is not a new classifier architecture, but the unified pipeline and the like-for-like benchmark it enables. 

The findings should be interpreted in light of the study’s limitations, particularly the use of one balanced dataset and the absence 

of cross-validation. Future work includes k-fold validation and significance analysis, evaluation on imbalanced samples, 

adversarial-robustness testing, and integration with a YARA-based signature engine. 
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