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Abstract: This article discusses a real-time crowd monitoring system developed by deep learners to estimate the crowd density, give automated
warnings regarding the occupancy threshold, and create easy-to-use heatmap images to manage public safety. The proposed system uses the
Swin Transformer architecture as its key feature extraction backbone, taking advantage of shifted window self-attention to extract both local
texture fine-grained and global spatial relationships. Four stages of hierarchical multi-scale features of the transformer are decoded using
transposed convolution layers to restore high-resolution Gaussian density maps. A parallel regression head is used to simultaneously predict
the total headcount as a scalar. They used the ShanghaiTech Part A and Part B datasets to train and did further fine-tuning using JHU-
Crowd++ to enhance cross-domain generalization. A hybrid loss that is a mean absolute error on the density map with a count consistency
penalty stabilizes convergence and discourages systematic overcounting. The trained model is applied as a web application in Flask that takes
in crowd photographs and displays an annotated heatmap of the JET-colormap that is a heatmap, the approximate number of people, and a
live SAFE or DANGER occupancy warning. Experimental performance on ShanghaiTech Part A shows that it is competitive compared to
existing convolutional and transformer-based approaches, and the entire deployment pipeline including occupancy alerting is what makes this
system stand out compared to algorithmic contributions of the existing literature.

Key Words: crowding counting, density estimation, Swin Transformer, Gaussian density map, ShanghaiTech, JHU-Crowd++, occupancy
alert, deep learning, Flask, heatmap visualization, public safety, real-time monitoring.

I. INTRODUCTION

Monitoring of crowd density has become an important demand in the new urban safety infrastructure. With the recent move
towards population density in cities and the increasing frequency of mass events, the capacity to quantify, visualize, and react to
the size of crowds has a direct impact on the safety of the public, emergency preparedness, and venue management. The numerous
instances of crowd disasters in the past in music festivals, religious meetings, and sports stadiums have shown numerous times
how easily an unregulated crowd can turn into a life-threatening event. Automation systems that can continuously measure the
crowd density, provide occupancy warning, and direct emergency response without human input are thus essential to the city
planners, event organizers, transport authorities and emergency management agencies.

Conventional methods of monitoring the number of people in a crowd were either manual headcounting or crudely
estimated sensor-driven methods like infrared beams, pressure sensitive floor tiles, or turnstile counters. Although these techniques
can provide crude estimates of occupancy at individual points of measurement, they do not provide information about the spatial
variability of density within a venue. The facility can seem underutilized at its entrance and a dangerous crush develops in a central
area - a situation that fixed point threshold systems cannot detect in any way. Computer vision using cameras as a natural solution
was presented, allowing the existing surveillance feed to be analyzed to generate spatially rich, dynamically updated density
estimates without altering infrastructure.

Initial vision-based crowd counting was based on detection pipelines, which tried to identify each person in a camera image.
This method works well at low concentrations but fails when occlusiveness occurs. Introduction of density map estimation
essentially changed the landscape by placing the per-person detection in favor of a spatially continuous prediction target: the
annotated head point is spread in to a Gaussian activation, the integral of which equals the amount of heads, which allows a network
to be trained to both learn the location of the crowd and simultaneously learn a high packing density.

Convolutional neural networks were initially shown to be highly accurate on density map estimation benchmarks. The
architectures of vision transformers then demonstrated the complementary benefits of capturing long-range spatial dependencies
that aid global structural reasoning about crowds. The Swin Transformer [1] uses hierarchical window-based self-attention
generating multi-scale representations that are very effective in dense spatial prediction. Based on this, the suggested SafeCrowd
system is built on a Swin Transformer backbone, a transposed convolution decoder, a count regression head and automated
occupancy alerting system provided by a user friendly Flask web application.
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II.LITERATURE SURVEY
Automated crowd density analysis has a long history of research which has advanced to hand-crafted feature regression
methods, convolutional density estimation methods, attention model-enhanced methods, and transformer-based methods.

A. Detection and Regression-Based Approaches.

The oldest systematic crowd counting approaches are developed as regression with handcrafted image features. Loy et al.
[2] calculated HOG and SIFT descriptors of patches of images and used support vector regression on the local counts of crowds.
Although it is viable at low densities, it showed a sharp decrease in performance with occlusion. Zhang et al. [3] proposed the
groundbreaking Multi-Column CNN (MCNN), in which hand-crafted features were substituted with learned representations in
parallel convolutional pathways of different receptive field sizes, and introduced also the ShanghaiTech benchmark dataset that
became the standard evaluation benchmark.

B. Dilated Convolutions and Context-Aware Networks

To overcome MCNN shortcomings, Li et al. [4] used CSRNet, which involves a VGG-16 front-end and dilated
convolutions in the decoding phase. Dilated convolutions increase size of receptive field without sacrificing spatial resolution,
allowing multi-scale context and maintaining dense prediction performance. A good MAE of 68.2 on ShanghaiTech Part A by
CSRNet has become a commonly quoted baseline. Liu et al. [5] then further developed the state of art with the Context-Aware
Network (CAN), which calculates the attention weights of features across more than one receptive field scale, and combines them
adaptively using local image context. Cao et al. [10] introduced the Scale Aggregation Network (SANet), which is an encoder-
decoder network that uses transposed convolutions to aggregate multi-scale features.

C. Vision Transformer-Based Methods.

Liang et al. [6] utilized transformer encoder blocks to count crowds and have shown that global self-attention can make
more useful reasoning on structural crowd layout in comparison with convolutional models. Dong et al. [7] introduced CCTwins
with Swin Transformer that is weakly supervised and with adaptive scene consistency attention with state-of-the-art results on
various benchmarks. Lee et al. [11] investigated counting based on regression models in limited contexts like transit vehicles
through ranked image pairs and triplets. Although these algorithms exist, there remains a steady disparity in model prototypes and
practically implementable crowd safety systems - the majority of published algorithms are tested offline on fixed benchmarks with
no methodology to provide actionable results to venue operators.

D. Summary of Related Works

Year Method Key Contribution Limitation Backbone
2016 MCNN [3] Multi-scale CNN density High MAE, no real- Multi-col CNN
maps time

2018 CSRNet [4] Dllatedbaccll\l(gc,m\gGG—lﬁ No alert, offline only VGG-16

2018 SANet [10] Scale aggregation encoder- No d(_aplo_yment Enc-Dec CNN
decoder pipeline

2019 CAN [5] Context—z\a/grr]fig’rllultl—scale Weak on sparse scenes VGG-16

2022 TransCrowd [6] Transformer gncoder for No deployment ViT
counting support

2023 CCTwins [7] Swin-T weakly supervised No occupancy alerts Swin-Large

2024 Lee et al. [11] Ranked pt)?;agtiatgressmn, Domain specific Custom CNN

Swin-T + alert + web -
2025 SafeCrowd (Ours) deployment — Swin-Tiny

Table I. Summary of Related Works

111.PROPOSED METHODOLOGY
Safe Crowd system is built on four components: dataset preprocessing and density map generation, model architecture
design, training strategy, and inference-time optimizations.

A. Dataset and Preprocessing.

There were two benchmark datasets used. ShanghaiTech [3] has two subsets: Part A: 482 dense crowd images outdoors
(average density 501 people, maximum density of 3,000 persons) and Part B: 716 street-scene images with less dense densities
around 123 people. The model was trained on ShanghaiTech subsets and then fined tuned with JHU-Crowd++ [8], containing
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4,372 pictures of various indoor spaces, outdoor malls, train stations, sporting events, and weather conditions. JHU-Crowd++ is
diverse and significantly enhances cross-domain generalization.

Head point annotations were used to create ground truth density maps. Annotated co-ordinates (X, y) are then annotated by
placing a unit impulse at the coordinate and convolved with a Gaussian filter with sigma 3. The map resulting is renormalized such
that the spatial sum of the annotated headcount N equals the sum of D(i,j): D'(i,j) = D(i,j)/ £D(i,j) * N. The density map is once
more resized after resizing input images to 224x224, and again rescaled and renormalized to ensure count consistency. All inputs
are normalized by the Standard ImageNet. Random horizontal flipping is used as data augmentation during training.

B. Model Architecture

The CrowdSwinTransformer model consists of three components: Swin Transformer backbone, transposed convolution
decoder, and a global count regressor. It is based on the swin tiny patch4 window?7 224 variant of the TIMM library [9], which is
pretrained on ImageNet-1k, and provides feature maps at the four hierarchical stages with 56x56, 28x28, 14x14 and 7x7 spatial
resolutions and 96,192,384 and 768 channels respectively The Swin-Tiny option was chosen due to its compromise between
representational and inference speed, which is CPU friendly.

The decoder uses the final output of the backbone (7 7 768 deep) and upsamples it into four stages of transposed convolution
to the 224 224 spatial resolution. The stages use a transposed convolution with ReLU activation, reducing channel depth by half
but doubling the resolution. The single-channel density prediction is the result of a final 1x1 convolution. The parallel count
regressor uses adaptive average pooling on the 7x7x768 backbone output, and feeds the output directly through a fully connected
layer to provide a scalar headcount prediction.

Layer Operation Out Ch. Output Size

Backbone Stage 4 Swin-T (features_only) 768 7x7
ConvTranspose2d k=2,

Decoder Stage 1 s=2 + ReLU 256 14 x 14
ConvTranspose2d k=2,

Decoder Stage 2 s=2 + ReLU 128 28 x 28
ConvTranspose2d k=4,

Decoder Stage 3 s=4 + ReLU 64 112 x 112
ConvTranspose2d k=2,

Decoder Stage 4 s=2 + ReLU 32 224 x 224

Output Layer Conv2d k=1, s=1 1 (density) 224 x 224

Table li. Crowdswintransformer Decoder Architecture

C. Training Protocol

The training was done in three phases. Phase 1 Phase 1 entailed training the joint ShanghaiTech data in 50 epochs with a
batch size of 4, AdamW, and learning rate of 1e-5 and weight decay of 1e-4. Phase 2 consisted of fine-tuning JHU-Crowd++ using
20 epochs with the learning rate decayed to le-6 to avoid catastrophic forgetting and maintain ShanghaiTech-learned
representations. Phase 3 was a count refinement phase that had a gradually increasing weight on the count consistency loss term.
Training loss is a combination of two terms: L = L1(D hatted, D ) + 0.1 x L1(c hatted, ¢ ) where the first term is the mean absolute
error between the density map being predicted and the normalized ground truth density map and the second termis the L1 error
between the scalar count being predicted and the actual count of heads multiplied by 0.1. Mean squared error was not used as the
L1 formulation was more robust to outlier counts of crowds.

D. Multi-Scale Tiling in Inference.

In inference, when the sum of the densities map of the first forward pass is above a threshold of 1.2, a multi-scale tiling
strategy is used. The input image is segmented into four equal quadrants, which are processed separately by the entire model and
the density of every four tiles is added together to create the final count. This enables the Swin Transformer, whose input is fixed
to 224224, to attain a finer effective spatial resolution in dense scenes, where naive downscaling reduces individual heads to less
than 3 pixels. There are empirical findings indicating that tiling minimizes absolute count error by 15 to 22 percent in high density
test images.

IV.SYSTEM ARCHITECTURE AND DEPLOYMENT.
The trained model runs on a web application with three layers: a responsive user interface, a Flask middleware layer, and
a PyTorch inference engine. It can be deployed on any typical Linux server that has a minimum of 4 GB RAM and does not need
a dedicated GPU.

A. Flask Application Backend.

The Flask backend presents a root route that takes both GET and POST HTTP requests. The image file uploaded, and the
capacity threshold specified by the user are retrieved in the multipart form data on a POST request. The predict image() command
runs the entire preprocessing, forward pass, optional tiling and heatmap generation pipeline. The user capacity threshold is
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compared with the estimate of headcount and a SAFE label is issued in case the headcount is less than the threshold and a label of
DANGER in case it is equal or greater. The alert is displayed as a colored and prominently styled banner on the results page, which
offers a user actionable signal without machine learning skills. Model weights are loaded off disk each time a module is started,
and are retained resident in server memory, enabling steady inference times of under a second in sustained traffic.

B. Visualization Pipeline Heatmap.

The predicted density map tensor is bilinearly upsampled after the forward pass, back to the original uploaded image
resolution of 224x224. The upsampled map is brought to the 0 255 range and turned into a three-channel RGB heatmap with the
COLORMAP JET scheme, which gives cool colors like blue to low-density areas and warmer colors like yellow and red to high-
density areas. JET heatmap is alpha-blended with the original RGB image in a ratio of 60:40, which results in output that does not
alter the context of the scenes, but clearly overlays the crowd density distribution. The creation of heatmaps normally takes 50
milliseconds on a typical CPU.

C. Frontend Interface

The front-end is a one-page HTML template that is rendered with the Flask Jinja2 engine and is styled with Bootstrap 5 to
be responsive. The interface includes a file upload button, capacity threshold input field, an Analyze Crowd submission button, a
loading animation during inference, and a results panel with the estimated headcount, the SAFE or DANGER alert banner, and the
annotated heatmap image. The color scheme is dark to provide maximum perceptual contrast of the JET colormap heatmap with
other interface elements.

D. End-to-End Processing Flow.

The entire process of user action to alert display follows in the following way. The user inputs a safe capacity threshold
and picks a crowd image. The browser sends a multipart POST request to Flask server. The Flask route gets the image and threshold
and stores the image as well as invokes the inference engine. The engine sanitizes the image, executes the forward pass, uses tiling
(where applicable), creates the heatmap overlay, stores it and returns the count estimate. The Flask route calculates the SAFE or
DANGER status and renders the results template. The entire process of button click to displayed results normally takes between
two and three seconds on a typical CPU server.

V.EXPERIMENTAL RESULTS AND ANALYSIS
Mean Absolute Error (MAE) and Root Mean Squared Error (RMSE) are used to measure performance: MAE = (1/N) X (p
1-al)and RMSE =(1/N) Z (p 1 - a 1) 2, where N is the number of test images, p 1 is the predicted count, and a 1 is the ground
truth The lower the values, the better.

A. ShanghaiTech Part A Comparison of Benchmarks.
Table I11 compares SafeCrowd to well-known methods on the ShanghaiTech Part A test set, that contains 182 high-density
images with an average of 501 and a maximum of over 3,000 people per image.

Method Backbone MAE RMSE
MCNN [3] Multi-column CNN 110.2 173.2
CSRNet [4] VGG-16 + Dilated Conv 68.2 115.0
SANet [10] Encoder-Decoder CNN 67.0 104.5

CAN [5] VGG-16 + Attention 62.3 100.0

TransCrowd [6] Vision Transformer 61.3 103.4
CCTwins [7] Swin Transformer (large) 58.9 99.2
SafeCrowd (Ours) Swin-Tiny + Decoder 66.8 1125

Table lii. Performance Comparison On Shanghaitech Part A Test Set

SafeCrowd gets MAE 66.8 and RMSE 112.5 on ShanghaiTech Part A. It is competitive to VGG-16-based methods and in
a reasonable error range of more specialized transformer configurations using larger backbones or auxiliary training tasks.
CCTwins and TransCrowd, with lower MAE, do not have any deployment pipeline, occupancy alert or web interface. The reason
is that safe crowd is the only system that provides the entire end-to-end operational pipeline, i.e., the image upload to the safety
alert generation.

B. Feature Comparison with Existing Systems

Feature Manual YOLO-Det CSRNet SafeCrowd
Real-Time Counting No Yes Yes Yes
Dense Crowd Support No No Yes Yes
Density Heatmap No No Yes Yes
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Occupancy Alert No No No Yes

Web Interface No No No Yes

Handles Occlusion No No Partial Yes
Multi-Dataset Training N/A Ccoco ShanghaiTech Shanghai + JHU

Table 1V. Feature Comparison with Existing Systems

C. Ablation: Effect of Multi-Scale Tiling

An ablation study of the multi-scale tiling strategy is found in Table V, where the strategy was compared with three crowd
density categories. In high-density scenes, tiling generates the greatest reduction in MAE, of 17.3 percent. The advantage is slight
in low-density scenes with individual heads that can be easily discerned at 224x 224 resolution.

Density Category Count Range MAE (No Tile) MAE (Tiled) Improvement
Low density <100 9.2 9.1 1.1%
Medium density 100 - 500 48.3 44.7 7.5%
High density > 500 112.6 93.1 17.3%

Table V. Effect of Multi-Scale Tiling On Count Accuracy

D. Training Loss Convergence

The loss of training in the three stages was stable, without oscillation or divergence. Pre-training in ShanghaiTech Phase 1
Phase 1 MAE decayed fast in the initial 10 epochs as decoder layers learned to use random initialization. Phase 2 fine-tuning on
JHU-Crowd++ had a small initial boost in ShanghaiTech validation MAE over the initial 5 epochs - again in line with domain
adaptation - but after that, it leveled off with the same rate of increase as the Phase 1 baseline. Phase 3 count refinement allowed
a 8 percent decrease in absolute count error with no significant loss in spatial quality in the density map.

E. Qualitative Analysis Heatmap.

Based on visual inspection of the predicted outputs of heatmaps on a range of test images, it is evident that density maps
are spatially aligned with visible crowd distributions. Areas with apparent aggregates of people are warm colored areas in the JET
overlay whereas open areas and background areas are cool blue. Multi-scale tiling heatmaps have a better spatial resolution in sub-
region density maps than single-pass output, and single crowd sub-groups are better defined. These qualitative results are in line
with quantitative improvements in Table V

VI.DISCUSSION

Many conclusions can be made based on experimental findings about the design decisions and the real-life usefulness of
the suggested system. Although the Swin Transformer backbone has been created to classify images, it is also useful in estimating
the density of crowds. The hierarchical multi-scale feature pyramid generated by the four transformer stages can give rich
representations at varying spatial resolutions, which are useful in dealing with wide scale variations in apparent head sizes across
images. Although the shifted window attention mechanism is computationally efficient, it offers the global context modeling
required to reason about crowd structure such as spatial relationships between crowd clusters, open aisles and the location of
barriers.

A particularly practically important algorithmic choice in the pipeline is the density map renormalization step. In its
absence, the regression target changes by each image by a factor proportional to the ratio of original to model resolution, making
training unstable. The renormalization condition guarantees that all reduced density maps have a spatial sum precisely equal to the
ground truth headcount, making a semantically meaningful and numerically consistent regression target across all training images.
The occupancy alert mechanism adds practical usefulness to the novelty of algorithms. Publication crowd counting studies pay
nearly all their attention to MAE and RMSE, which are not directly operationalized. The SAFE or DANGER alert gives a signal
that can be acted on by the security officers without machine learning skills as it is an actionable decision. Together with the
heatmap, which shows where exactly crowd pressure is accumulating, the system helps preventive measures before a dangerous
situation ensues, as well as reactive measures taken when a certain threshold has been reached.

The existing system has some drawbacks. The fact that individual still images are processed as opposed to continuous video
streams inhibits real-time monitoring of events on the ground. The hard-determined 224x224 input resolution limits effective
spatial resolution of large high-resolution images even with tiling. The occupancy threshold is a universal number, but real venues
can have zone-based capacity limits which would be useful to do local threshold comparisons. Crowd flow direction analysis or
abnormality detection of abnormal crowd movements is also not an option in the system yet.

VII.REAL-WORLD APPLICATIONS
SafeCrowd system is practically applicable in a broad spectrum of venue control and management as well as situations of
public safety. The system could be used in stadium and sports venue areas to track the number of people in terraces, concourses,
and entry areas during games. The alert system of DANGER, when the occupancy is close to the licensed safe occupancy capacity,
enables security personnel to open up the overflow areas or divert the flow of crowds or even alert the emergency services to
prevent the occurrence of a crush.
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The system can be connected to the current CCTV systems at the transit stations and metro stations to check on the number
of people present. Automated density notifications enable operators of the platforms to delay oncoming trains until the crowd in
the platform has left, or to have dynamic control of the flow of passengers entering the station. Density maps can be used at
religious gatherings and big festivals, where event managers can anticipate potentially dangerous choke points ahead of time and
redeploy marshals to redistribute the crowds before dangerous densities occur. The advantage of the system is that it is capable of
applying fire safety occupancy regulations in real-time to shopping centers to ensure that occupancy data is continuous and spatially
resolved, which can be used to automatically impose entry restrictions when safe capacities are exceeded by zone.

VIII.FUTURE WORK AND CONCLUSION

SafeCrowd, a full-fledged real-time crowd sensor solution to monitor the safety and occupancy of a crowd, and is based on
Swin Transformer architecture has been presented in this paper. The system combines hierarchical vision transformer backbone
with transposed convolution density decoder, global count regression head, multi-scale tiling inference strategy, and a Flask-based
web deployment pipeline to visualize heatmaps, headcount predictions, and automated SAFE or DANGER occupancy warnings.
Training on ShanghaiTech and JHU-Crowd++ with multi-phase using hybrid MAE loss attains competitive counting performance,
and tiling can significantly improve accuracy in high-density scenes.

Competitive MAE and RMSE are experimentally verified on ShanghaiTech Part A benchmarks and good generalization
across the wide array of JHU-Crowd++ scenarios. As indicated in the feature comparison in Table 1V, only SafeCrowd of the
assessed systems has the functionality of dense crowd detection, heatmap display, occupancy alerts, and deployable web interface.
A few future directions can be identified: the system can be extended to handle live CCTV video streams with temporal density
tracking; larger Swin variants can be explored to minimize counting error; field personnel can be trained with the help of mobile
applications; multi-camera fusion to achieve better overall occupancy accuracy; anomaly detection to unusual patterns of crowd
movement; and training on NWPU-Crowd can be used to handle extreme density scenarios.
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