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Abstract: Modern operating systems rely on static heuristics— carefully tuned at design time — to manage CPU scheduling and memory
allocation. These heuristics fundamentally fail under the different dynamically shifting workloads characteristic of contemporary data centers,
where batch processing, real-time analytics, and interactive services coexist. This paper presents RATM (Resource-Aware Adaptive Task
Manager), a novel "Authoritative Controller” architecture implemented in Rust that replaces static policies with a Deep Q-Network (DQN)
reinforcement learning agent capable of optimizing kernel behavior at runtime. Our system introduces a strict Policy-Mechanism Separation,
a model-free DQN agent that observes continuous system state and selects actions, while the VRRP (Varying Response Ratio Priority)
Scheduler and NAAT (NUMA-Aware Adaptive Tiered) Allocator execute commands as passive, tunable mechanisms. The RATM controller
mediates between these layers, enforcing safety invariants and translating abstract actions into concrete API calls. The experimental results
demonstrate that our RL-driven kernel achieves over up to 70% reduction in average wait latency in calibration scenarios compared to the
static baseline, while maintaining high fairness. The RL agent learns to proactively trigger NUMA page migrations during workload phase
transitions, effectively "flattening the curve" of latency spikes that plague traditional schedulers. The entire implementation — including lock-
free data structures, atomic metrics collection, and the RL training loop — is realized in safe Rust, leveraging the language's ownership model
and “Send’/"Sync" traits to eliminate data races by construction. This work demonstrates that adaptive, learning-based kernel subsystems are
not only feasible but can be implemented with the same safety guarantees expected of production operating systems.

Key Words: Deep Reinforcement Learning, Operating Systems, Kernel Scheduling, NUMA, Memory Allocation, Rust, VRRP, Q-Learning,
Adaptive Systems, Lock-Free Algorithms.

I. INTRODUCTION

Operating system schedulers are essential for managing computational resources. They decide how to allocate CPU time
and memory to competing processes. Since Unix introduced the multilevel feedback queue in the 1970s, OS design has depended
on static heuristics, such as fixed priority formulas, set time quanta, and memory placement policies determined during
development. This method assumes that workload characteristics can be predicted when designing the system. However, this
assumption often fails in modern computing environments. Today’s data centers run various workloads, including latency-sensitive
microservices, batch analytics jobs, and interactive applications on NUMA architectures with complex memory setups.

Linux’s Completely Fair Scheduler (CFS) achieves fairness at the microsecond level by tracking virtual runtime. However,
it uses the same time-slice logic for all processes, whether they are compute-bound (which need long quanta to offset the cost of
context switching) or 1/0-bound (which benefit from quick preemption to stay responsive). Likewise, AutoNUMA's reactive page
migration waits for NUMA-hinting faults before moving memory, often leading to significant latency delays. The weaknesses of
static policies become clear in production environments, where one misconfigured parameter can worsen response times in high-
load situations. Yet, manual tuning can take weeks of trial and error. Recent progress in reinforcement learning has shown that
learned policies can replace heuristics for cluster scheduling. However, integrating these at the kernel level is still largely untested
because of safety worries. Uncontrolled RL exploration can lead to livelocks, priority inversions, or out-of-memory errors that can
crash systems in just milliseconds.

A. Problem Statement

Static kernel heuristics show three important failure modes in modern production environments:

1. Workload Phase Blindness: Traditional schedulers cannot tell the difference between workload phases. A scientific
simulation that shifts from computation, which is better with long quantum, to checkpointing, which works well with short
quantum, receives the same treatment during its entire run. This leads to a waste of 25-40% of CPU cycles due to poor quantum
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selection.

2. NUMA Memory Placement Rigidity: AutoNUMA's fixed migration thresholds, which start migration at a 25% remote
access ratio, perform poorly with different workloads. Memory - heavy analytics do better with aggressive migration using a
5% threshold, while latency - sensitive services need a more cautious approach with a 40% threshold to prevent migration
storms. There is no way to adjust these strategies based on performance.

3. Cross-Subsystem Isolation: CPU scheduling and memory management work separately even though they are closely linked.
High remote-memory bandwidth use, identified by the allocator, should lead to reduced quantum to prevent thrashing, but
there is no coordination between these systems. This gap in the architecture leads to a decline in performance under NUMA
contention.

4. Safety Barriers to Adaptation: Using reinforcement learning naively in kernel control can lead to serious  issues.
Actions like setting quantum to 0.1 ms can cause the scheduler to run out of control, resulting in 10,000 context switches per
second. Additionally, turning off NUMA balancing during memory pressure can cause out-of-memory Kills. Production
kernels need safety guarantees that are not compatible with unrestricted learning.

B. Research Objectives

This work develops a self-optimizing OS kernel architecture to address these limitations through four goals:

1. Controller Design: Create a pattern where a reinforcement learning agent gives high-level instructions ("increase scheduling
fairness," "accelerate NUMA balancing"). A safety layer (RATM) enforces kernel rules (quantum > 1ms, migration rate <
1000 pages/epoch) before turning these instructions into specific adjustments.

2. Lock-Free Kernel Mechanisms: Build a VRRP (Varying Response Ratio Priority) scheduler using a mix of per-CPU
RwLock-protected B-Trees for consistent execution and lock-free SkipMaps for metadata. This setup allows O(log n)
scheduling decisions. Design a NAAT (NUMA-Aware Adaptive Tiered) allocator with RCU-based ownership tracking to
enable concurrent access without the overhead of synchronization.

3. Subsystem Co-Optimization: Combine CPU scheduling and memory placement under a single RL agent that monitors a 45-
dimensional state (CPU load, memory pressure, queue depth). The agent issues coordinated actions (like
"ReduceQuantum+TriggerNumaBalance™) to improve overall system performance instead of just focusing on individual
subsystems.

4. Validation under Realistic Stress: Show robustness through a multi-phase workload progression that includes calibration,
NUMA antagonist, thundering herd, and cache thrashing scenarios. The goal is to significantly lower latency compared to
static baselines while ensuring fairness without starvation.

C. Contributions

1. RATM Mediator Architecture: This is a new three-layer control framework. It consists of the RL Agent for policy learning,
the RATM Controller for safety enforcement and conflict resolution, and Kernel Mechanisms for executing VRRP and NAAT.
This setup allows for safe deployment of learning in kernel contexts. RATM enforces rules and resolves conflicts between
subsystems, such as prioritizing memory balancing over quantum tuning during high demand.

2. Lock-Free VRRP Scheduler: This implements the VRRP algorithm using a hybrid queue structure. It avoids the weaknesses
of traditional lock-free Red-Black trees while allowing high concurrency. Key features include score caching with a 2ms time-to-
live to lower the overhead of recalculating priority, along with per-CPU work-stealing queues.

3. Proactive NUMA Migration Pipeline: The NAAT allocator monitors page heat using a BoundedHotSet based on an 80/20
working set model. It sends migration signals before problems arise. The three-stage pipeline includes Signal, Analyze, and
Execute. This process overlaps heat collection with migration and lowers remote memory accesses by 60% compared to reactive
AutoNUMA, with overhead limited to 4% CPU usage.

4. Online Q-Learning for Kernel Control: This demonstrates that a model-free Q-learning agent, with a discretization of 2,700
states, can develop effective policies within seconds of starting online training. The system uses e-greedy exploration to find a
balance between discovery and stability, leading to improvements in throughput and tail latency during various simulated stress
tests.

ILRELATED WORKS
Our work combines reinforcement learning, NUMA-aware memory management, and preemptive scheduling. We present
our contributions in relation to significant prior research.
A. DeepRM: Resource Management with Deep Reinforcement Learning
DeepRM was the first to apply deep reinforcement learning to cluster job scheduling. It uses policy gradients on 2D cluster
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state representations to reduce job slowdown. DeepRM works at second-scale batch times with continuous action spaces for job
placements. It focuses on coarse-grained batch scheduling, measured in seconds or minutes, rather than microsecond-scale
interactive scheduling. DeepRM needs neural networks with millisecond inference times, while our Q-table lookup operates on a
nanosecond scale. Importantly, DeepRM optimizes scheduling without considering memory; our RATM combines CPU and
memory control, allowing for cross-subsystem adjustments, such as reducing quantum when NUMA pressure increases. DeepRM
permits unrestricted exploration, while our RATM safety layer enforces 12 kernel invariants to avoid instability during learning.

B. AutoNUMA: Linux Kernel Automatic NUMA Balancing

AutoNUMA migrates pages reactively after NUMA-hinting faults, based on fixed thresholds (migrate if more than 25% of
accesses are remote). It introduces a 1-2% overhead while boosting performance by 10-30% on NUMA workloads. AutoNUMA
has hundreds of microseconds of fault latency due to its reactive migration; our proactive heat-based prediction avoids these faults.
AutoNUMA's fixed 25% threshold cannot adapt; our RL agent learns how aggressively to migrate based on TLC hit rates.
AutoNUMA classifies accesses as local or remote; our three-tier hierarchy (thread-local, per-Node, and global) provides better
locality. Most importantly, AutoNUMA only focuses on memory, while our system coordinates scheduling with memory
placement.

C. Colloid: Tiered Memory Management via Access Latency Balancing

Colloid balances latency across different memory tiers (DRAM versus NVM, which have a 2-5 times latency difference)
using PI controllers and hardware counters. It optimizes for heterogeneous memory tiers, not for NUMA topology, which has a
1.75 times latency gap. Colloid requires hardware counter sampling, which is unavailable in simulators; we use synthetic latency
models instead. Colloid's fixed Pl parameters need manual tuning, while our RL learns adaptive policies. Colloid only addresses
memory; we support overall adaptation by reducing quantum to limit remote memory bandwidth.

D. Shenango: Achieving High CPU Efficiency for Latency-Sensitive Datacenter Workloads

Shenango allocates datacenter cores every 5 microseconds to minimize tail latency for microservices. It uses queue-depth
thresholds to detect congestion. Shenango focuses on network services with a 5 microsecond control loop, while we focus on
general-purpose OS scheduling. Shenango applies fixed thresholds, but we use learned policies. It does not integrate memory
management; we optimize CPU and memory together. Shenango requires dedicating an entire core, resulting in an 8-12%
overhead; our RATM imposes a 4% overhead.

E. VRRP: Varying Response Ratio Priority Scheduling

VRRP improves on HRRN by allowing preemption with two priority formulas: Priority = a/BurstTime for new tasks and
Priority = B(1+WaitTime)/(yxRemainTime) for old tasks. This design prevents starvation. Singh et al. demonstrated a 20-35%
improvement in waiting times compared to RR, FCFS, and SJF. While VRRP's coefficients are usually fixed, we make them
adjustable using reinforcement learning. VRRP can operate independently; however, we combine it with the NAAT allocator to
improve both CPU and memory efficiency. The original method's dependence on O(n) queue scans limits scalability on systems
with many cores. We enhance this approach by replacing the linear scan with a hybrid queue architecture that uses per-CPU B-
Trees and lock-free metadata, allowing O(log n) decision-making without inter-CPU contention. Additionally, while the original
VRRP coefficients (a, B, y) are static, our system uses reinforcement learning to adjust these parameters dynamically and uniquely
integrates the scheduler with a NUMA-aware allocator (NAAT) to optimize CPU use and memory locality.

I11. SYSTEM ARCHITECTURE

A. VRRP Scheduler
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The Varying Response Ratio Priority (VRRP) Scheduler, adapted from Singh et al. [1], implements a preemptive priority
algorithm that dynamically balances throughput optimization with starvation prevention. Here, we are using a Lock-Free Task
Storage, where the Primary task metadata resides in ‘crossbeam_skiplist::SkipMap’, enabling O(log n) concurrent access without
global locks. Multiple CPUs can query and update task state simultaneously. We also implemented Per-NUMA-Node Queues,
where each NUMA node maintains its own run queue backed by ‘BTreeMap’ (Red-Black Tree), preserving memory locality by
preferring local task selection before attempting cross-node work stealing.

We adapted the VRRP Score Computation from the original paper itself. The Task priority is computed as P= paw)

ymax(R,e)’
where W is waiting time, R is remaining burst time, and {f, v} are tunable weights. Score inversion of the key, l.e. K ey=% ensures
the BTreeMap extracts highest-priority tasks first.

B. NAAT Allocator
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The NUMA-Aware Adaptive Tiered (NAAT) Allocator implements a three-tier memory hierarchy designed to minimize
allocation latency while maximizing data locality on Non-Uniform Memory Access architectures. The 1% Tier is the Thread-Local
Cache. Here, each task maintains a private, lock-free queue of pre-allocated addresses using crossheam's “SegQueue’. Allocations
from TLC require no synchronization, achieving sub-100ns latency with ~95% hit rate for stable workloads. The 2" Tier is the
NUMA-Node Arena. Here, it contains Per-node memory pools backed by "VecDeque™ with mutex protection. When TLC is
depleted, batch refills amortize lock acquisition costs. The arena preserves NUMA affinity by returning addresses physically
located on the requesting task's home node. The 3™ Tier is Global Pool. It is a single fallback pool protected by a global mutex,
accessed only when node-local arenas are exhausted (~1% of allocations).

A sharded Read-Copy-Update (RCU) mechanism enables lock-free ownership queries while supporting concurrent
migrations through copy-on-write updates

C. Resource-Aware Task Manager

The Resource-Aware Adaptive Task Manager (RATM) implements the Authoritative Controller pattern, serving as the
single coordination point between the scheduler, allocator, and RL agent. The RATM fuses 14 continuous metrics from both
scheduler (CPU utilization, queue depth, fairness index) and allocator (TLC hit rate, remote access rate, NUMA imbalance) into a
single state vector for RL consumption. The “resolve_conflicts()” function acts as a safety filter, overriding RL decisions under
critical conditions (e.g., forcing NUMA rebalancing when memory pressure exceeds 90%). The “SchedulerBridge™ and
“AllocatorBridge™ provide minimal control surfaces, ensuring subsystems cannot initiate cross-component actions independently.

D. Deep Q-Network Reinforcement Agent

The Deep Q-Network agent implements model-free, value-based reinforcement learning to learn optimal resource
management policies. We have implemented Continuous State Representation, where raw metrics are normalized to neural-
network friendly ranges without discretization, preserving information that would be lost in bucketing approaches. The RL
Architecture includes a 2-layer MLP (64 neurons each, ~10K parameters) provides sufficient capacity for the 14— 11 mapping
while maintaining sub-microsecond inference. We also implemented various Stabilization Mechanisms, where the Experience
replay breaks temporal correlation, and the target network with soft updates 7=0.005 prevents oscillation in Q-value estimates.
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IV. IMPLEMENTATION DETAILS
The system is built as a 12,000-line Rust userspace kernel simulator. The choice of language stems from Rust's ownership
model and Send/Sync traits. These features enable the creation of safe, zero-cost abstractions and lock-free data structures that are
guaranteed to be free of data races at compile time.

A. NUMA-Aware Adaptive Tiered (NAAT) Allocator
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The NAAT Allocator implements a cascading fallback strategy, as described in the previous section, as it first attempts
TLC pop (lock-free “SegQueue::pop()’) and on a TLC miss, we acquire arena mutex and refill TLC batch (64 addresses). On arena
exhaustion, the Allocator finally falls back to global pool with cross-node penalty.

The Remote accesses are recorded via ‘record remote access(tid, addr, page node, task node)’. A ‘BoundedHotSet’
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maintains access counts with recency-weighted scores: score=count/(aget1). Pages exceeding "hot_threshold™ (default: 5
accesses) become migration candidates. The migration subsystem implements a safe copy protocol:
1. Register address in “ShardedInFlight™ map (16 shards for reduced contention)
2. Collect hot pages up to budget limit from task's allocation map
3. Simulate page copy with configurable delay (10ms default)
4. Update RCU owner map via copy-on-write
5. Remove from in-flight map and invalidate cached ownership
The Lock ordering follows a strict hierarchy: “tasks’ — ‘remote counts’ — ‘migrator queue’ — 'global’ — ‘arenas[0..n]’
— ‘node_slabs' — ‘Slab.free_list'. The RCU-based owner map provides lock-free reads and writes clone-modify-publish.

B. Resource-Aware Adaptive Task Manager (RATM)
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The RATM as a theread, executes an OODA (Observe-Decide-Act-Learn) cycle at configurable period (default: 75ms):

loop {

metrics = build_metrics(scheduler, allocator, task_registry)

state = agent.state_from_metrics(metrics)

desired_action = agent.select_action(state)

safe_action = resolve_conflicts(desired_action, metrics)

outcome = apply_action(safe_action)

reward = calculate_reward(metrics, outcome)

agent.update(state, action, reward, next_state)

The "build_metrics()" function transforms raw signals, where the CPU utilization is calculated as running,sxs/numepys,
the TLC hit rate as tlcgera /total yitspeita), the Queue velocity as (queuedepth—preV(QueueDepth)) /100 and the Pressure trend as a
categorical {-1, 0, +1} based on 2.0 deadband.

For Safety, if the Hard pressure override (>90%), then we force "TriggerNumaBalance' regardless of RL decision. If there
is a Soft pressure override (=70%), then we block "IncreaseQuantum’ and "NoOp" actions. The Quantum Parameters are clamped
and are bounded to [1,000us, 50,000us]. The Exponential backoff with reset on success prevents thrashing.

Each of the 11 actions maps to concrete API calls:

Action Implementation

IncreaseQuantum Update the scheduler quantum with the formula (g * 1.2)
BoostPriority TopWaiters Emit “SchedulerHint::BoostPriority™ for the top 3 waiters
TriggerNumaBalance Forces the Allocator Migration

MigrateTopConsumer Identify highest-CPU task, and migrate them

C. Deep Q-Network RL Agent
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The Q-network implements a 3-layer feedforward architecture as follows:

Layer 1 ‘DenseLayer(14 — 64)" + ReLU
Layer 2 ‘DenseLayer(64 — 64)" + ReLU
Output ‘DenseLayer(64 — 11)" (linear)

Weights are initialized using Xavier/Glorot initialization: o= /2/(n,-np+nout). On each RATM epoch, the following

occurs:
First, store the experience (s;, a;, 1%, S¢1) in replay buffer.
Next, if buffer size > 256, sample batch of 32 experiences.
Then, compute TD targets: y;=r;+gammamax,, (erget(s’i, a’)) with y=0.99

Now, Update online network via SGD (Ir=0.001) with gradient clipping (+1.0)
Finally, Soft-update target network: theta,qrgee < 0.005 - theta+0.995 - theta,arger

g wNhE

Reward Function: The multi-objective reward balances competing goals and is as follows:
R=400 - (6/)-0.002 - ¢*-5 - (§@)+Rintervention*Rstabirity=Caction
where 6] is fairness improvement, q is queue depth, and C,.+;,n 1S per-action cost which ranges from(0.0-5.75).
We performed exploration using e-greedy with exponential decay: e,=max(0.05,1.0 - 0.9995%). This reaches near-pure

exploitation (~5% exploration) by step 10,000.
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D. VRRP Scheduler

We adapt VRRP Scheduler from the original paper by Singh, where the original assumes High Priority = First Scheduled.
The original VRRP paper assumes a max-heap or similar structure where the task with the highest priority value is extracted first.

We use the original VRRP Score Calculation: The priority formula distinguishes between new and existing tasks:

For new tasks, the priority formula is B,.,,=

a

max(B,g)

waiting time, R is remaining time, and {a, B, y} are runtime-tunable weights.

and, for existing tasks: P,;;=—

_Baw) |
y-max(R,e)

where B is burst time, W is

The additions to the already present VRRP Implementation is that, when the External hints (from RATM and 1/O

completion) arrive, we apply temporary boosts via a multiplicative factor: BoostMultiplier=

1

. The Boosts

1+Iln(1+BoostSum/5)-1.5
decay linearly over their configured duration.

For each tick, the Decision Flow is as follows:
First, Advance simulation time, expire boosts
Then, Process pending scheduler hints (bounded queue, 64 capacity)
For each CPU: select candidate via local-first, then global fallback
Then, Execute work stealing if local queue empty and “allow_global_fallback™ enabled
Finally, Run defibrillator scan to rescue "stuck™ tasks from coordination gaps
We have also implemented a Defibrillator Mechanism, where it is a safety scan which identifies tasks in READY state that
are not enqueued in any run queue, and forcibly re-enqueues them to prevent indefinite starvation from queue inconsistencies.

agrwnE

V. PERFORMANCE EVALUATION AND ANALYSIS
A. Experimental Validation
1. Workload Scenarios:
We performed variety of experiments, under 6 different scenarios to prove the efficacy of the DQN Agent, compared against
the baseline. The scenarios are as follows”

Variant Pattern Purpose

Burst Spike 10x load spike for 5 Test reaction time
seconds

Oscillating High/low load every 3 Test stability
seconds

Memory Pressure NUMA-unfriendly Test migration decisions
allocations
Long Tasks 10ms-500ms burst time Test fairness
mix
Starvation One core overloaded Test starvation prevention

The Selected Workbench Simulated was as follows:
1. Processor — A Processor Simulated with 6C/12T
2. NUMA Node — 4 NUMA Node where amount of logical processors were distributed equally among all of the Nodes.
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B. Performance Metrics

1. Key Metrics Collected (every 200 ticks):

- avg_wait_ms: Average wait time in milliseconds
- jain_fairness: Jain's Fairness Index (0-1)

- queue_depth: Number of runnable tasks

- tlc_hit_rate: Thread-local cache hit rate

- tasks_completed: Total throughput

- current_quantum_us: Adaptive time slice

2. Results Analysis
a. Summary Comparison (Calibration Scenario - 300s):

Metric Baseline | RL- Improvement
Agent
Tasks 35,538 64,803 +82%*
Completed
Fairness Index 0.63 0.75 +20%
Avg Wait Time 99,279 29,144 -70.6%
ps s

b.Summary Comparison (Memory Pressure Scenario - 300s):

Metric Baseline RL- Improvemen
Agent t
Tasks 118 1,740 +1375%
Completed
Fairness Index 0.99 0.96 -3%
Avg Wait Time | 255,086 | 221,387 -13.2%
us s

c.Summary Comparison (Long Tasks Scenario - 300s):

Metric Baseline RL- Improveme
Agent nt
Tasks 60,004 60,006 +0%
Completed
Fairness Index 1.00 1.00 +0%
Avg Wait Time 0 ps 0 s +0.0%
d.Summary Comparison (Starvation Scenario - 300s):
Metric Baseline | RL-Agent| Improveme
nt
Tasks 2 1,914 +95600%*
Completed
Fairness Index 1.00 0.97 -3%
Avg Wait 281,581 226,585 -19.5%
Time s ]

e. Summary Comparison (Burst Spike Scenario — 300s):

Metric Baseline RL Agent| Improveme
nt
Tasks 1,867 24,861 +1232%
Completed
Fairness 0.71 0.71 -0%
Index
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Avg Wait 181,467 134,102 -26.1%
Time s S |
f.Summary Comparison (Oscillating Scenario - 300s):
Metric Baseline | RL Agent| Improveme
nt
Tasks 3,812 19,655 +416%
Completed
Fairness 0.77 0.94 +23%
Index
Avg Wait 211,256 210,293 -0.5%
Time Hs Hs

The experimental validation demonstrates that the RL-driven RATM architecture significantly outperforms the static
baseline across diverse workloads, achieving massive throughput gains while maintaining high fairness. In the standard Calibration
scenario, the RL agent increased task completion by 82% and reduced average wait times by 70.6%. The system's resilience was
particularly evident under stress conditions: the Memory Pressure scenario saw a 1375% increase in throughput, and the Starvation
scenario achieved a staggering 95,600% improvement, effectively eliminating the baseline's failure to handle overloaded cores.
These gains were achieved through learned behaviors such as proactive quantum adjustment to flatten latency curves and
preemptive NUMA migration, proving that the agent could dynamically optimize for both raw performance and equitable resource
distribution without human intervention.

3. Fairness Performance

Phase Baseli | RL- Improveme
ne Agent nt
Calibration 0.63 0.75 +20%
BurstSpike 0.71 0.71 0%
Oscillating 0.77 0.94 +23%
MemoryPressure 0.99 0.96 -3%
Long Tasks 1.00 1.00 0%
Starvation 1.00 0.97 -3%

The RATM architecture demonstrates a remarkable ability to maintain equitable resource distribution even while
maximizing throughput. In standard operating conditions like the Calibration and Oscillating scenarios, the RL agent actually
improved fairness by 20% and 23% respectively compared to the baseline, proving that dynamic optimization can correct the
inherent imbalances of static heuristics. Crucially, in extreme stress tests such as Starvation and Memory Pressure, the agent
accepted a negligible fairness penalty of just 3% (dropping from 1.00/0.99 to 0.97/0.96) in exchange for massive throughput gains
of over 1000%. This indicates the agent successfully learned a nuanced policy: prioritizing overall system survival and task
completion during crises while reverting to strictly fair scheduling during stable periods, effectively discovering that a rigid
adherence to 100% fairness during a starvation event is counter-productive if it leads to system-wide gridlock.

4. Queue Depth Analysis

Phase Baseline RL-Agent Change
Calibration 3530.50 781.79 --77.9%
BurstSpike 3801.50 5072.20 +33.4%
Oscillating 1.22 2.03 +66.8%
MemoryPressure 4283.09 9880.62 +130.7%
Long Tasks 3785.37 6308.89 +66.7%
Starvation 5198.67 13886.57 +167.1%

The queue depth metrics reveal a fascinating "throughput paradox" consistent with Little's Law (L=AW). In the standard
calibration scenario, the RL agent achieved a 77.9% reduction in queue depth. This mirrors the 70% reduction in wait times,
indicating that under normal load, the agent effectively clears the backlog, keeping the system responsive and "lean". In high-stress
scenarios (Starvation, Oscillating, Memory Pressure), the RL agent actually exhibits higher average queue depths than the baseline.
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This is a side effect of the massive throughput gains (e.g., +95,600% in Starvation). The Baseline system effectively "died" in
these scenarios (completing only 2-118 tasks), likely causing the workload generator to stall or the queues to become static
graveyards of stuck tasks. The RL Agent, by keeping the system alive and churning through thousands of tasks, maintained a
deeper active queue of "in-flight" work. Mathematically, since Throughput (X) increased by factors of 10x-1000x while Wait Time
(W) decreased only moderately, the average number of tasks in the system (L) naturally rose. The agent traded a deeper queue for
the ability to actually process that queue, rather than letting it stagnate.

V1. FUTURE SCOPE

The future evolution of the RATM architecture aims to bridge the gap between high-fidelity simulation and production-
grade deployment by enhancing both the agent's cognitive capabilities and the system's operational robustness. A primary focus
will be transitioning from discrete control to continuous action spaces using Policy Gradient methods like PPO or SAC, allowing
for fine-grained, exact quantum adjustments rather than coarse steps. This will be complemented by a richer state representation
that incorporates higher-order derivatives of system metrics and cache miss rates, enabling the agent to anticipate workload shifts
with greater precision rather than merely reacting to them. Beyond algorithmic improvements, the roadmap includes porting the
architecture to unikernel frameworks (e.g., Unikraft) for hardware-level validation on real NUMA servers, ensuring the simulation
results translate to physical silicon. Finally, to support autonomous edge deployment, the project will explore on-device online
learning and formal verification of safety invariants, guaranteeing that the self-optimizing kernel remains stable and fair under all
conditions without human oversight.

VII. CONCLUSION

In order to simultaneously optimize CPU scheduling and NUMA memory management in operating systems, this paper
introduced RATM, an architecture driven by reinforcement learning. RATM uses lock-free data structures and strict mediation
between a model-free RL agent and kernel mechanisms to enable dynamic and adaptive policy selection that outperforms
conventional static heuristics under a variety of high-concurrency workloads. The system showed quantifiable gains in resource
locality, throughput, and latency, demonstrating RL's great potential for real-time, self-optimizing resource allocation.The findings
highlight RL's potential as well as its difficulties in real-world operating systems. Sample inefficiency, safe exploration versus
exploitation, and real-time decision latency are important obstacles that are crucial for mission-critical systems. Future research
should focus on preventing pathological actions, ensuring robust convergence, and generalizing policies to unseen workloads. The
incorporation of sophisticated RL algorithms (like DQN or multi-objective RL), improved reward shaping, improved context
features, and formal safety verification are crucial next steps to progress the field.In the end, RATM shows that intelligent,
autonomous Kkernel resource management is both feasible and essential for contemporary computing platforms. Building
production-ready, adaptive operating systems that continuously learn and optimize in dynamic environments will require extending
reinforcement learning to comprehensive systems, such as power, 10, and cluster-level orchestration.
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