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I. INTRODUCTION 

The prediction of concrete compressive strength from mix proportions is among the most intensively studied applications 

of machine learning in civil engineering. Almost the entire literature is trained and evaluated on a single dataset: the 1030-record 

compilation published by Yeh in 19981 and distributed through the UCI Machine Learning Repository2. Successive studies have 

applied progressively more elaborate estimators to it, reporting coefficients of determination between approximately 0.90 and 0.96, 

with improvements over prior work commonly claimed in the third decimal place. 
This paper addresses a prior question that the accumulation of methods has left unexamined: whether the evaluation 

protocol under which those coefficients are obtained measures what it is taken to measure. We argue that it does not fully do so, 

and that a quantifiable component of the reported accuracy is an artefact of the internal structure of the dataset. 
The argument rests on a single structural observation. The 1030 records do not describe 1030 distinct concretes. They 

describe 427 distinct mix proportions, each batched once and then tested at one or more curing ages, so that records occur in 

families sharing every property except age. When such records are partitioned at random into training and test subsets, as they are 

in the overwhelming majority of published work, an estimator may be trained on some ages of a mix and evaluated on others. It is 

then not required to learn how composition governs strength; it need only recognise a previously encountered composition and 

interpolate along the strength–age curve. The resulting score rewards memorisation of a batch-specific effect and will not transfer 

to the genuinely new compositions a practitioner must assess. 
This form of information leakage is recognised in other data-intensive sciences3,4, where grouped partitioning, which keeps 

all records of one patient, subject or site on the same side of the split, is standard practice5. It is not standard in concrete modelling, 

although the structure of the benchmark requires it. The contributions of this paper are as follows. 
1. The replication and distributional characteristics of the Yeh benchmark are quantified exactly, including the sensitivity of the 

mix count to the rounding rule, and the provenance of the copy analysed is fixed by a content checksum. 

Abstract: The 1030-record dataset compiled by Yeh is the de facto benchmark of the concrete strength-prediction literature, and coefficients 
of determination reported on it routinely exceed 0.90. This study shows that part of that reported accuracy reflects the internal structure of 
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2. Five estimators spanning a range of flexibility are re-evaluated under a conventional random protocol and a leakage-aware mix-

grouped protocol, with ten repetitions so that the size of each gap can be compared with its variability. 
3. It is shown that the inflation is differential rather than uniform: it is negligible for rigid estimators and material for flexible ones, 

so that the benchmark overstates the marginal value of model complexity. 
4. The inflation is shown to be concentrated in the high-strength region, which is both the most sparsely sampled and the most 

heavily replicated. 
5. The mechanism is confirmed by a controlled experiment on synthetic data with a known generative law and a tunable per-mix 

batch effect, and it is argued that corrected evaluation, rather than synthetic augmentation, is the appropriate response. 
 

II.RELATED WORK 
The literature bearing on this study falls into three groups: the strength-prediction studies built on the benchmark, the 

treatment of data quality within that body of work, and the wider methodological literature on leakage and grouped evaluation. 

 
Origin of the benchmark: The dataset was introduced together with an artificial neural network relating eight composition and 

age variables to compressive strength1 and was later deposited in the UCI Machine Learning Repository2, from which most 

subsequent authors have obtained it. 

 
Successive estimators: The dominant thread applies successively more powerful regressors to the same data and compares them. 

Chou et al.6 compared data-mining techniques on the benchmark and found ensembles superior to single learners; the same group 

later extended the comparison across national datasets and reported that model ranking was not stable across sources7. Elhishi et 

al.8 evaluated eight families, namely linear, ridge and LASSO regression, decision trees, random forests, extreme gradient boosting, 

support-vector machines and neural networks, and reported tree ensembles strongest. A parallel thread hybridises kernel or 

evolutionary estimators with optimisers: Cheng et al. proposed a time-weighted evolutionary fuzzy support-vector machine9 and 

the Genetic Weighted Pyramid Operation Tree, which searches for an explicit algebraic formula10; Mousavi et al. applied gene-

expression programming to the same end11; and Castelli et al. reported that alignment-based genetic programming outperformed 

earlier semantic methods on this benchmark12. The procedurally significant feature common to these studies, and central to the 

present argument, is that reported scores are obtained under random partitioning of records, or k-fold cross-validation with random 

fold assignment, without regard to the mix from which each record derives. 

 
Treatment of data quality: Data-quality treatments applied to this benchmark include removal of duplicated rows, transformation 

of skewed variables, and enlargement of the data by interpolation or SMOTE-type oversampling13. To the authors' knowledge, mix 

replication across curing ages has not been identified as a source of evaluation leakage, and prior results have not been re-evaluated 

under a partitioning that treats the mix as the unit of independence. Augmentation by interpolation is of particular concern, because 

interpolating between records of a single mix manufactures further siblings and can raise a random-split score without any 

improvement in learning. 

 
Leakage and grouped evaluation: Outside civil engineering, leakage between training and test partitions is a well-documented 

cause of over-optimistic performance estimates3 and has been shown to undermine published findings across many fields that use 

machine learning4. Where records cluster by a unit such as a patient, subject, site or batch, grouped or blocked cross-validation is 

the standard remedy5. The contribution of the present paper is to identify the concrete benchmark as an instance requiring this 

treatment and to measure the consequence of its absence. 
  

III. MATERIAL AND METHODS 

Dataset and provenance: The dataset comprises 1030 records with eight predictors, namely the masses of cement, blast-furnace 

slag, fly ash, water, superplasticiser, coarse aggregate and fine aggregate in kilograms per cubic metre together with curing age in 

days, and compressive strength in megapascals as the response1,2. Because public copies of the file differ, the copy analysed is 
identified by a SHA-256 checksum of its content with all values rounded to two decimal places (44d52939fa952f24…; full value 

in the supplementary notebook). This copy contains 25 rows identical across all nine fields and a further 21 rows that share all 

eight predictors with another row but differ in recorded strength. A second public copy examined by the authors contained no exact 

duplicates but 34 rows sharing predictors and not the response. The difference is small in magnitude but material in principle: the 

nominally identical benchmark is not identical across studies. 

 
Mix identification: A mix is defined by the vector of the seven constituent masses, each rounded to 1 decimal place (0.1 kg/m³, 

the recording precision of the source data), with curing age deliberately excluded so that specimens of one mix at different ages 

receive a common identifier. The count is insensitive to rounding at 0.1 or 0.01 kg/m³ (427 mixes in both cases) but falls to 355 if 
masses are rounded to whole kilograms, which merges nearly identical mixes; the rounding rule must therefore be reported with 

any grouped evaluation. 

 
Evaluation protocols: Two protocols are compared, and the dataset, the estimators and the metric are held fixed so that any 

difference in score is attributable to the protocol alone. The random protocol is 5-fold cross-validation with records assigned to 

folds at random, corresponding to the practice of the great majority of the literature. The mix-grouped protocol is 5-fold cross-

validation in which the 427 mixes, rather than the 1030 records, are assigned to folds at random, so that every record of a mix falls 

within one fold and no mix contributes to both training and testing. Each protocol is repeated 10 times with different random seeds. 
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Out-of-fold predictions are pooled within each repetition to compute R² and the root-mean-square error (RMSE); results are 

reported as the mean and standard deviation across repetitions, and the leakage gap ΔR² is the random-protocol R² minus the 

grouped-protocol R². 

 
Estimators and settings: Five estimators are selected to span the range of flexibility present in the literature and are ordered, 

before any result is computed, by their capacity to fit local structure: ordinary least squares (a single global linear surface); k-

nearest-neighbours regression with k = 5 (local averaging with a fixed neighbourhood); support-vector regression with a radial 

basis kernel (C = 100, ε = 1.0 MPa, γ set by the scale heuristic); a random forest of 300 trees (bagged, fully grown trees); and 
histogram gradient boosting with default settings (sequentially fitted trees). The distance- and kernel-based estimators are applied 

to standardised predictors, with the scaler fitted within each training fold. All estimators use the eight raw predictors, and 

hyperparameters are held fixed across both protocols, since the object is not to optimise any estimator but to compare each with 

itself under the two protocols. 

 
Strength-band analysis: To locate where the inflation arises, the pooled out-of-fold predictions are divided into four bands of 

measured strength (below 20, 20 to below 40, 40 to below 60, and 60 MPa and above), and the RMSE in each band is compared 

between the protocols. For each band, the share of records belonging to a replicated mix and the mean number of records in a 

record's mix are also reported. 

 
Controlled synthetic diagnostic: To establish that any observed gap is attributable specifically to per-mix replication, a synthetic 

dataset with a known generative law is constructed. 200 mixes are drawn with water–cement ratio w/c uniform on 0.30–0.70 and 

binder content uniform on 280–520 kg/m³ (an uninformative predictor), and each mix is evaluated at 3, 7, 28, 56 and 90 days. 

Strength follows an Abrams-type law in water–cement ratio14 multiplied by the ACI 209 age function15: 
fc = A · B−(w/c) · t / (4 + 0.85 t) + bm + ε  (1) 

with A = 96.5 MPa, B = 7, t the age in days, ε a specimen-level error with standard deviation 1.5 MPa, and bm a batch effect: a 

constant offset shared by all specimens of mix m and drawn from a normal distribution with standard deviation σ. The batch effect 

is the leakable quantity. It is shared within a mix and unknown between mixes, so an estimator that has seen some specimens of a 

mix can recover it for the remainder under a random split but not under a grouped one. Setting σ to 0, 2, 5, 8 and 12 MPa allows 

the gap to be predicted and then measured; histogram gradient boosting, the most flexible estimator, is used, with 10 repetitions 

per value of σ. 

 
Software and reproducibility: All computations use Python 3.12.3 with NumPy 2.4.4, pandas 3.0.2, SciPy 1.17.1 and scikit-learn 

1.8.016; mix-grouped folds are produced with GroupKFold after a random permutation of mix labels. A single Google Colab 

notebook supplied as supplementary material regenerates every number, table and figure in this paper, together with an Excel 

workbook in which all charts are editable. 
 

IV.RESULT 

Structure of the benchmark: Grouping records by mix yields 427 distinct mixes. The mean number of records per mix is 2.41, 

the most heavily replicated mix appears 20 times, and 784 records (76.1 per cent) share their proportions with at least one other 

record. Replication is concentrated in a minority of mixes: 246 mixes (57.6 per cent) contribute a single record, while the remainder 

contribute the large majority of records (Figure no 1a). These are not errors but the intended structure of the underlying 

experiments; they become consequential only at the point of evaluation, and only when the partitioning ignores them. Several 
variables depart markedly from normality (Table no 1).  

 

Variable Unit Min Max Mean SD Skewness Excess kurtosis Zero fraction (%) 

Cement kg/m³ 102 540 281.2 104.5 +0.51 -0.52 0.0 

Blast-furnace slag kg/m³ 0 359.4 73.9 86.3 +0.80 -0.51 45.7 

Fly ash kg/m³ 0 200.1 54.2 64.0 +0.54 -1.33 55.0 

Water kg/m³ 121.8 247 181.6 21.4 +0.07 +0.12 0.0 

Superplasticiser kg/m³ 0 32.2 6.2 6.0 +0.91 +1.40 36.8 

Coarse aggregate kg/m³ 801 1145 972.9 77.8 -0.04 -0.60 0.0 

Fine aggregate kg/m³ 594 992.6 773.6 80.2 -0.25 -0.11 0.0 

Curing age days 1 365 45.7 63.2 +3.26 +12.10 0.0 

Compressive strength MPa 2.33 82.6 35.8 16.7 +0.42 -0.32 0.0 
Table no 1: Distributional statistics of the benchmark variables (n = 1030). 

 

Curing age is the most severe, with skewness of +3.26 and excess kurtosis of +12.1: the distribution is dominated by a 

mode at 28 days, which accounts for 425 of the 1030 records, with a sparse tail extending to one year (Figure no 1b). The 

supplementary cementitious materials and the superplasticiser are structurally zero-inflated, being absent from 46, 55 and 37 per 

cent of records respectively. The response is moderately skewed (+0.42) and unevenly sampled: 44 per cent of records lie between 

20 and 40 MPa, while only 9 per cent reach 60 MPa or more (Figure no 1c). The high-strength region, which is of greatest interest 

for modern high-performance concretes, is the most sparsely sampled. 
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Figure no 1: Structure of the benchmark: (a) distribution of records per mix (427 mixes); (b) right-skewed curing age dominated by the 28-day 

mode; (c) unevenly sampled response with a sparse high-strength tail. 

 

The inflation is substantial and differential: Every estimator scores lower on average under the mix-grouped protocol, 

confirming that the random protocol is optimistic, but the reduction is far from uniform (Table no 2, Figure no 2). For ordinary 

least squares (0.002 ± 0.002) and k-nearest neighbours (0.004 ± 0.012) the gap is no larger than its repetition-to-repetition 
variability and is positive in only 7 and 6 of ten repetitions respectively. For support-vector regression (0.029), the random forest 

(0.043) and gradient boosting (0.054) it is several standard deviations above zero and positive in every repetition, and it rises in 

the a priori order of flexibility. 
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The mechanism is straightforward. A rigid, globally smooth estimator has little capacity to memorise a per-mix offset and 

therefore gains little from leakage. A k-nearest-neighbours estimator gains little for a different reason: the siblings of a test record 

differ from it in age, so averaging them mixes strengths from different points on the strength–age curve. Flexible, locally adaptive 

estimators can infer the offset of a mix from a subset of its specimens while still modelling the effect of age, and reuse that offset 

for the remaining specimens; they gain most. The conventional protocol therefore does not inflate every score by a constant; it 

inflates the apparent difference between simple and complex estimators. The R² advantage of gradient boosting over ordinary least 

squares falls from 0.323 under the random protocol to 0.271 under the grouped protocol, so the marginal value of model 

complexity, as inferred from this benchmark, is overstated by 19.2 per cent, or about one fifth. 
 

Estimator R² random R² grouped ΔR² 

Repetitions 

with ΔR² > 

0 

RMSE 

random 

(MPa) 

RMSE 

grouped 

(MPa) 

Ordinary least squares 0.606 ± 0.002 0.604 ± 0.002 0.002 ± 0.002 7/10 10.49 10.51 

k-nearest neighbours (k = 5) 0.712 ± 0.008 0.708 ± 0.008 0.004 ± 0.012 6/10 8.96 9.02 

Support-vector regression 

(RBF) 
0.877 ± 0.005 0.848 ± 0.008 0.029 ± 0.009 10/10 5.85 6.51 

Random forest 0.911 ± 0.004 0.868 ± 0.007 0.043 ± 0.007 10/10 4.99 6.07 

Histogram gradient boosting 0.929 ± 0.004 0.875 ± 0.005 0.054 ± 0.005 10/10 4.45 5.89 

Table no 2: Re-evaluation of five estimators under the random and mix-grouped protocols (mean ± SD over 10 repetitions of 5-fold cross-
validation). 

 

 
Figure no 2: Leakage gap ΔR² by estimator, ordered by flexibility (error bars: ± 1 SD over ten repetitions). OLS: ordinary least squares; kNN: 

k-nearest neighbours; SVR: support-vector regression; RF: random forest; HGB: histogram gradient boosting. 
 

Concentration in the high-strength region: The replication and the distributional skew compound one another. Replication is 

not spread evenly across the response: records in the high-strength band are the most heavily replicated, with 84 per cent belonging 

to a shared mix and a mean of 7.4 records per mix, against 73 per cent and 3.9 in the densely sampled 20–40 MPa band (Table no 

3). A record in the sparse high-strength tail therefore usually has several siblings in the training data under a random split, and the 

random protocol supplies the most leaked information precisely where genuine data are scarcest. Correspondingly, the grouped 

protocol raises the RMSE of the tree ensembles most in this band, by 41.7 per cent for the random forest and 43.9 per cent for 

gradient boosting, against 7.7 and 20.7 per cent in the 20–40 MPa band (Figure no 3). The changes for ordinary least squares are 

below one per cent in every band, and those for k-nearest neighbours are mixed in sign. An evaluation reporting a single pooled 

coefficient of determination conceals this pattern entirely, although the high-strength region is where a practitioner most requires 
a trustworthy estimate. 

 

Strength band 

(MPa) 
Records 

Records in 

shared mixes 

(%) 

Mean 

records per 

mix 

OLS (%) kNN (%) SVR (%) RF (%) 
HGB 

(%) 

< 20 197 78.2 3.39 0.0 -5.4 +17.0 +1.4 +21.3 

20–40 454 73.1 3.92 0.0 -8.1 +3.4 +7.7 +20.7 

40–60 285 76.8 4.47 +0.1 +3.3 +6.0 +26.1 +39.8 

≥ 60 94 84.0 7.39 +0.9 +14.5 +29.3 +41.7 +43.9 

Table no 3: Replication and increase in RMSE under the mix-grouped protocol, by band of measured strength. 
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Columns OLS to HGB give the percentage increase in RMSE (grouped relative to random). Mean records per mix is 

averaged over the records in each band. 

 

 
Figure no 3: Increase in RMSE under the mix-grouped protocol by strength band. The penalty for the flexible estimators is largest in the 

sparsely sampled, heavily replicated high-strength band. 
 

Confirmation of the mechanism: When the per-mix batch effect is absent, the two protocols agree: the gap is -0.001, within noise 

of zero (Table no 4, Figure no 4). Nothing is then shared within a mix beyond what the predictors already encode, and there is 

consequently nothing to leak. As σ increases, the random protocol continues to report a high coefficient of determination (0.851 at 

σ = 12 MPa), recovering the batch effect from siblings, while the grouped coefficient declines steeply (0.279 at σ = 12 MPa); the 

gap grows monotonically from 0.027 at σ = 2 MPa to 0.572 at σ = 12 MPa. This establishes the causal claim that observation of 

the real data alone cannot: the gap is produced specifically by per-mix batch structure. On the real benchmark that structure is a 
physical reality rather than a modelling fiction, since one batch of concrete, cast and cured together, transmits a common component 

of its strength to every specimen taken from it. 
 

Batch effect σ (MPa) R² random R² grouped Leakage gap SD of gap 

0 0.981 0.982 -0.001 0.001 

2 0.972 0.945 +0.027 0.003 

5 0.937 0.779 +0.158 0.018 

8 0.896 0.554 +0.342 0.040 

12 0.851 0.279 +0.572 0.067 

Table no 4: Controlled diagnostic on synthetic data with a known generative law (histogram gradient boosting; mean over 10 repetitions). 
 

 
Figure no 4: Synthetic diagnostic: R² under the two protocols as the per-mix batch effect σ increases. The curves coincide at σ = 0 and diverge 

monotonically as σ grows. 
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V.DISCUSSION 

A natural response to a dataset that is small, skewed and unevenly sampled is to enlarge it by synthesis, through 

interpolation, oversampling or a generative model, and several published studies do precisely this. Whatever its merits for other 

purposes, synthesis is not a remedy for the problem identified here, and applied naively it aggravates it. 
The first difficulty is circularity. A synthetic sample generated by a model fitted to the benchmark carries the regularities 

of the benchmark, including those it has learned imperfectly. A predictor subsequently trained and evaluated on augmented data 

may score well by recovering the generator rather than the underlying behaviour of concrete, and coverage of the true relationship 

cannot be inferred from such a result. Validation against real held-out mixes remains necessary, and once it is performed the 

augmentation serves no evaluative function. 
 The second difficulty is that synthesis inherits and may amplify the skew it is intended to relieve. An oversampler that 

interpolates between existing records generates most densely where records are already dense, reinforcing the mid-strength 

concentration; and it interpolates along the age axis within what are, unknown to it, single mixes, manufacturing additional siblings 
and thereby increasing the very leakage measured here. The finding that the high-strength records are already the most heavily 

replicated makes this risk acute in exactly the region augmentation is usually meant to help. 
 The third difficulty is that synthesis cannot create information the benchmark does not contain. The high-strength tail is 

sparse because few such specimens were cast, and no resampling of existing records adds a genuine observation there. The 

appropriate responses to a sparse region are to acquire real data within it, or to constrain the estimator with physical knowledge 

valid where data are absent. Synthesis is therefore legitimately employed, as in the diagnostic above, where ground truth is known 

by construction; it is not legitimately employed as a substitute for real observation in the training and validation of a model whose 

accuracy on real concrete is to be claimed. 
 Two limitations qualify these findings. The estimators were evaluated with fixed hyperparameters, and tuning them within 

each protocol could change the absolute scores, although tuning under a random protocol would itself be exposed to the same 

leakage. More fundamentally, the study rests, as does the literature it examines, on a single dataset; establishing that the effect 
persists across independent concrete datasets, through leave-one-source-out evaluation, is the natural next step, and one that the 

mix-grouped procedure supports directly. 
 

VI.CONCLUSION 

The reported accuracy of machine-learning models on the Yeh concrete benchmark is inflated by an evaluation protocol 

that disregards the replication of mixes across curing ages. Under a mix-grouped protocol the coefficient of determination declines 

on average for every estimator examined, negligibly for ordinary least squares and k-nearest neighbours and by 0.029 to 0.054 for 

the flexible estimators. Because the inflation grows with flexibility, the benchmark overstates the marginal value of model 

complexity, by about one fifth in the comparison between gradient boosting and ordinary least squares, and the overstatement is 

concentrated in the high-strength region. A controlled experiment on synthetic data with a known generative law confirms that the 

gap arises from per-mix batch structure and vanishes in its absence. Three practical recommendations follow. 
1. Reported accuracies on this benchmark should be interpreted in light of the leakage they contain, and comparisons between 

methods evaluated under random partitioning should be treated with particular caution where the methods differ in flexibility. 
2. Future evaluations should partition by mix rather than by record, should state the rounding rule used to define a mix, should 

report variability across repeated splits and errors by strength band, and should identify the exact copy of the dataset by a  

checksum. 
3. The deficiencies of the benchmark should be addressed by real observation in its sparse regions and by physical constraint 

rather than by synthetic augmentation, which compounds the leakage and cannot supply information the data do not contain. 
 

Data and Code Availability: The dataset is available from the UCI Machine Learning Repository2; the exact copy analysed is 

identified by its content checksum in the supplementary notebook. The supplementary Google Colab notebook 
(Supplementary_Yeh_Leakage_Analysis.ipynb) implements both protocols, the five estimators, the strength-band analysis and the 

synthetic diagnostic, and regenerates every table and figure, including an Excel workbook with editable charts. 
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