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Abstract: In recent years there has been an increase in use of multimodal artificial intelligence (Al) systems, i.e., Al systems processing
heterogeneous inputs simultaneously; they have proven effective empirically in many real-world applications, especially those related to safety
critical tasks like disaster classification. However, there is a structurally underexplored failure mode in these systems which is the position
bias. This paper reviews the existing research done on position bias in multimodal systems for disaster triaging and identifying the research
gap that motivates the companion experimental paper. A detailed search was performed covering peer-reviewed publications from 2018 to
2025 and approximate total of 55 articles were reviewed completely based on their relevance to the four thematic areas (multimodal learning
for disaster response, position and order bias in neural networks, consistency regularization, and fairness evaluation metrics). According to
the results, while each thematic area has been independently studied, none of them specifically addresses the issue of positionally unstable
multimodal disaster Al systems. Research into disaster triage methods commonly do not evaluate the fairness or stability of triage models. The
literature on fairness in machine learning defines bias solely as demographic bias and does not take into consideration the sensitivity to modality
contributions. Variance-based consistency regularization loss functions have been developed primarily for semi-supervised and contrastive
learning paradigms and have yet to be implemented effectively in multimodal fusion paradigms where the ordering of input modalities vary
during inference time.

Key Word: Consistency regularization, disaster response, fairness in machine learning, multimodal learning, position bias,
robustness.

I. INTRODUCTION

A. Multimodal Learning in Al

Multimodal Al systems now handle a variety of data inputs simultaneously (i.e., text, image and/or audio). The
combination of this multi-source data creates more robust decision-making. Multimodal Al is being used in various ways to solve
complex real-world problems. For example, medical diagnosis, autonomous vehicles and disaster response are applications where
multimodal Al provides superior results compared to unimodal (single modality) Al. Multimodal learning research has grown
exponentially over recent years. The models described in references[1], [2] and [3] provide state-of-the-art results on both visual
and language-based tasks. Many studies have focused on developing effective methods for combining data from two or more
modalities into a single output. Examples include Early-Fusion, Late-Fusion and Cross-Modal Attention.

B. Disasters, Emergency Response and Safety-Critical Systems

Disaster response is an application space that multimodal Al can dramatically impact lives. In flood, earthquake or building
collapse emergencies, emergency responders must be able to move fast. The first step they have to take is triage — identifying
which locations will require assistance first. Manual triage is time-consuming whereas Al can analyse thousands of reports within
seconds. Recently there have been studies that look at combining satellite imagery with field reports to aid in disaster classification
[4]. These systems classify a disaster into three levels (minor, moderate, or severe) based on which level of classification,
emergency responders deploy their resources. The consequences of misclassifying a disaster could mean delayed rescue efforts;
delayed rescue efforts can lead to loss of life. Most all prior approaches were concerned with increasing the accuracy of
classification rather than questioning if the Al was stable under differing deployment scenarios. As such, there are some major
concerns regarding the development of safety-critical applications.

C. The Problem: Position Bias

If you combine two different modalities (e.g., images & text), then there is a "modality weight" that determines how much
to rely upon each individual modality. Ideally, the overall prediction output shouldn't be too heavily influenced by this "weight".
Ultimately, the "disaster" remains the same, whether or not the model relies heavily upon the image versus the text. However, this
isn't always the case. The main focus of this paper is position bias. Position bias exists if the model predicts differently based upon
the value of the modality weight -- while all input data remain unchanged. What would be considered to be a major disaster
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classification at one weight level may be considered minor at another weight level. This can pose serious risks in actual
deployments. Previous work has identified this problem [5], but previous work did not provide a systematic analysis of the issue;
nor have prior studies provided definitions for metrics of the issue; nor did they provide solutions to address this particular problem
— specifically in disaster response contexts

D. Gaps in the Literature

Multimodal Disaster Al, as noted above, lacks research concerning both fairness and stability. Demographic Bias in
Machine Learning is typically considered by researchers when studying Fairness. However, none of that research considers how
sensitive models are to changes in their Modality Weights. Although Consistency Regularization has been researched for use with
Semi-Supervised Learning; it has never been utilized to correct Position Bias in Multimodal Fusion Systems. Research into each
of these topics has occurred independently. No one has combined all three into an effort to develop solutions to this specific
problem.

E. Contributions of This Paper

This paper conducts a Systematic Review of four related bodies of work: Multimodal Disaster Response Al, Position and
Order Bias in Neural Networks, Consistency Regularization Techniques, and Metrics Used to Evaluate Fairness. The purpose of
this paper is to provide a detailed study of the current body of literature and to clearly define the Research Gap. This research gap
is addressed in a companion experimental paper. That paper introduces Variance-Based Consistency Regularization Losses and
shows that the proposed methodology results in a 12.36% increase in accuracy and a 14.18% improvement in position-invariant
performance

Il. REVIEW METHODOLOGY
A. Search Strategy
The approach adopted here is a systematic and replicable search protocol to find suitable literature over four different topic

categories including:

(1) Multimodal Learning for Disaster Response;

(2) Position and Order Bias in Neural Networks;

(3) Consistency Regularization Techniques; and

(4) Fairness Evaluation Metrics.

Four large databases, namely IEEE Xplore, Google Scholar, ACM Digital Library, and arXiv were searched using a broad
and inclusive search strategy that included all publications since January 2018 through December 2025 to reflect state-of-the-art
developments in multimodal deep learning. The following collections of keywords were used as part of the search strategy:

e Multimodal Learning Disaster Response
Position Bias Al or Order Sensitivity Neural Networks
Modality Fusion Bias or Modality Weight Sensitivity
Fairness Multimodal Models or Multimodal Fairness Metrics
Consistency Regularization Deep Learning
Satellite Image Text Fusion Classification
Disaster Severity Classification Al
Robustness Multimodal Systems
Use of Boolean operators allowed for intersectional searches of the different themes. For example, some representative
queries are as follows:
e (“Multimodal Learning”) AND (“Disaster Response”) AND (“Fairness” OR “Bias”)
e (“Consistency Regularization”) AND (“Multimodal” OR “Fusion™)
o (“Position Bias”) AND (“Neural Network” OR “Deep Learning”)
These strategies provided an equal opportunity for searching each theme and how they overlap with other themes.

B. Inclusion/Exclusion Criteria

Prior to screening clear inclusion/exclusion criteria have been developed.
Inclusion Criteria:

o Journal/conference paper published peer-review.

Language of publication = English.

Date of publication = January 2018 - December 2025.

At least one of the four themes addressed.

Machine learning/deep learning technique(s) employed.

Exclusion Criteria:

Non-English language publications.

Non-peer review source (i.e. blog post/unreviewed report).
Publication does not relate to Al/machine learning.
Duplicated entries across many databases.
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C. Screening and Selection Process

Approximately 310 candidate papers were found after the initial search. After that a two-stage screening process was
then used to select papers relevant to the research objectives.
Stage 1: Title & Abstract Screening : Based on titles and abstracts of the 310 candidate papers clearly non-relevant studies were
removed thereby resulting in a reduced number of potential studies being considered. Approximately 120 papers remained after
Stage 1. Figure 1 illustrates the PRISMA-style paper selection flow diagram
Stage 2: Full-Text Screening : After conducting full-text analysis it has been determined that all remaining 55 papers meet
requirements of at least one thematic area. As such these studies have been selected for inclusion in this study. Table | provides a
summary of the screening process and represents a PRISMA style flow.

Selection Stage Description Papers Remaining
Initial search Database queries ~310
Remove duplicates Remove irrelevant papers ~265
Screen titles/abstracts Remove irrelevant papers ~120
Screen full text Remove non-relevant or low-quality papers ~55
Final inclusion Include papers in this review ~55

Table no 1: PRISMA-Style Paper Selection Flow

D. Quantitative Distribution of Included Papers Across All Themes
Define set Pp as the collection of included papers, i.e.

[P| = 55.
Define
Pk c P pk

As the collection of papers related to theme k. Were,

Ke{1,23 4}

Table Il shows the distribution of papers by theme.

Therefore, it can be inferred that:
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Theme Thematic Area Number of Papers
1 Multimodal learning for disaster response 14
2 Position and order bias in neural networks 11
3 Consistency regularization techniques 13
4 Fairness evaluation metrics in Al 17
Total — 55

Table no 2: Distribution of Included Papers by Theme

E. Qualitative Analysis of Selected Study Quality

Selected studies were analysed against three sets of criteria:

¢ Relevance: how closely does the study align to one or more of the four thematic areas?

¢ Reproducibility: are there enough methodological details available about the study so that another researcher could replicate the
methodology? (i.e. What dataset did they use? What evaluation metrics did they use? What were the hyperparameters?)

o Recency: when possible, preferential treatment was given to studies published recently, especially studies published since 2022.

F. Limitations

One of the constraints is that this paper only searched for studies that are written in English. This could potentially limit
the ability to find valuable information from non-English language researchers. A second limitation is based on how queried studies
are found with predetermined keywords. Some studies might use different terminology than "position bias" (for example, they
may use the term "modality preference™) so those studies would be missed by the searches. Lastly, this study constrains the time
period for this search to studies published in 2018 through 2025 to represent the new era of multimodal deep learning models.

The older studies have not been included because their architectures and methodologies are significantly different from
today's research

I11. BACKGROUD AD TAXONOMY

A. Multimodal Learning

Multimodal learning is an area of research where Al systems are able to use input coming from many different data
modalities (such as text, images, audio, etc.) to create one final prediction. Using the strengths of various modalities to make a
single prediction can lead to higher accuracy than relying on just a single modality when creating a prediction [6]. Advancements
in transformer models and large-scale training have made rapid developments in multimodal learning possible [2], [3], [7].
Satellite imagery combined with either written reports or social media data are two common ways multimodal systems are used for
disaster response. This allows for better situational awareness and severity assessment of disasters. These systems allow for the
combination of both visual and contextual data resulting in more educated decision making [8] Multimodal fusion methods can be
divided into the categories of early fusion, late fusion, and hybrid fusion.

Image Input Text Input
Vision Text Encoder
Encoder(CNN) (Transformer)
Feature
Representation

|

Multimodal Fusion

|

Classifier

l

Disaster Severity
Output

Figure 2: General architecture of a multimodal Al system.
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1. Early Fusion: This category includes combining raw or low-level feature(s) from the individual modalities prior to model
processing.

2. Late Fusion: Each modality is processed individually and then fused at the decision point.

3. Hybrid Fusion: This category includes fusing multiple modalities at several levels. Typically, this involves some form of
attention-based method or a transformer type architecture Generally speaking, hybrid fusion has been demonstrated to yield higher
accuracies because they are able to represent complex intermodular relationships between modalities [7]. A general architecture
of a multimodal learning system is illustrated in Figure 2.

B. Bias in Artificial Intelligence

Bias in Artificial Intelligence (Al) is essentially about how Al models are making biased decisions. The bias in these
decisions causes a systemic error that results in unfairness to one group over another. These biases can occur anywhere along the
machine learning process such as during the data collection, feature generation, and/or model development.
There are three main types of biases:
o Bias in Data Collection: An imbalance in your training data.
o Bias in Model Development: A bias caused by either your model's design or how you train it.
o Biases in Representation: The features maybe incomplete or misrepresented.

The majority of current research has been focused on Demographic Bias. This type of bias happens when an Al model
performs better for some populations than others

C. Fairness in Machine Learning

Fairness in machine learning is meant to create fair model predictions meaning they should be consistent, unbiased, and
there should be no arbitrary differences in their results. A number of formal definitions were proposed in the literature as follows:
1. Demographic parity: prediction does not depend on a particular attribute.
2. Equal opportunity: equal true positives regardless of group membership.
3.Equalized odds: same true and false positive rates
The above fairness definitions represent quantitative evaluation methods for assessing bias in machine learning models [8].

D. Position Bias in Multimodal Systems

Multimodal system bias (i.e., "position" bias) occurs due to a model's sensitivity to the position of or an ordered weighting
of different input modalities. When a model exhibits a significant change in predictions based on changing contributions from
input modalities while the original input data remain constant, it is referred to as having position bias.

Position bias has strong relationships with order sensitivity seen in Neural Architectures; specifically in NLP and
Transformer architectures that include positional information within the structure of their input and utilize positional encodings in
their model behaviour [9]. There are also examples of this type of effect occurring in Vision-Language Models; for example, the
dominant modality being used in a model's predictions could be determined by the way that the input was formatted or structured
[10]. In multimodal disaster response systems, such inconsistencies in the level of severity classification, resulting from position
bias, can result in decision making problems in high-risk safety-critical situations. The concept of position bias in multimodal
systems is illustrated in Figure 3.

Same Input (Image

+ Text)
Modality Weight = 0.8 Modality Weight = 0.3
(Image Dominant) (Text Dominant)
Severe Disaster Minor Disaster

I |
!

Position Bias

Figure 3: Illustration of position bias in multimodal systems.

E. Distinction from Traditional Bias
Position bias is distinct from traditional concerns about fairness in several key ways:

Position bias does not depend upon a person's demographic characteristics. Instead, it arises solely as a result of how inputs
are configured. Position bias reflects the lack of stability or reliability within an individual model prediction, not differences
between populations. Position bias is influenced by how data is fused and by interactions among modalities (e.g., how a speech
recognition system will respond to a visual image).Traditional fairness metrics evaluates the disparities between different
population subgroups whereas the position bias measures the consistency of a model's output under a variety of modalities. The
differences defined above are critical in high-stakes applications like disaster response systems

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 207 |Page



Position Bias in Multimodal Disaster-Response Systems: A Systematic Review and Research Gap Analysis

IV. MULTIMODAL LEARNING FOR DISASTER RESPONSE

A. Overview of Multimodal Disaster-Response Systems

The use of multimodal Al to support disaster response efforts has become much more common. This is due to its ability
to provide a better understanding of how many different types of disaster-related data (such as satellite imagery, aerial photos and
social media) can be combined into one system for disaster-related situational awareness and damage assessments. Additionally,
multimodal provides the capability to accurately predict the potential outcomes of disasters by combining both visual and textual
information, enabling much more accurate and contextual predictions than unimodal prediction systems [11] [12].
Many early studies related to multimodal Al were based on analysis of singular modalities; specifically, remote sensing imagery
was used for detection of damage to structures or for monitoring of environmental changes. These unimodal approaches lacked
critical contextual information regarding the extent and effect of disasters. Thus, more recent studies have investigated multimodal
fusion architectures that include a combination of visual signals and textual information that may come from social media or field
reports [13] [14].

B. Vision—Language Models for Disaster Classification

Several research studies have applied vision — language models to classify disasters based on images and/or texts.
Multimodal datasets like Crisis MMD are being used to develop models for categorizing crisis related content in areas such as the
amount of damage to infrastructures; humanitarian need; and level of severity [13].
The deep learning architecture that has been most commonly used to process this type of information includes CNNs to process
images and RNN/Transformer style models to encode text [14] [15]. Some newer approaches have also included a multimodal
Transformer model with an attention mechanism which captures cross-modal interaction resulting in improved classification
performance [11].Although the above-mentioned models produce high empirical results (accuracy/F1-score), the current
evaluations do not consider robustness or fairness.

C. Remote Sensing and Social Media Fusion

A major area of study within the disaster response Al arena is also incorporating remote sensing data with social media.
Remote sensing (satellite) provides broad, high-level views of an area impacted by a disaster. Social media, however, provide
timely, local views of what has happened at the ground level during a disaster event.The studies have demonstrated significant
improvement when both sources of data are used together for several applications including detecting floods, assessing earthquakes
damage, and monitoring wildfires [14] [16]. When combining satellite images with tweets tagged to their geographic location or
textual accounts from people reporting on disasters, models can then assess disaster events based upon both a top-down view and
a bottom-up view.
Even though using multiple data streams (i.e., multi-modal) can produce positive results for this type of application; most use
predetermined methods for fusing the two types of data streams. These predetermined methods usually include fixed architecture's
that don't allow for variability of each individual modality. Therefore, the output of many Al systems will be dependent upon how
each modality is fused.

D. Limitations of Existing Approaches

Most studies concerning multi-modal emergency response systems have shown encouraging results; however, there are a
number of significant limitations with regard to their design.
1. Most studies that exist today concentrate on enhancing the prediction performance of the system, while ignoring the issue of the
instability and robustness of the modelling process. The evaluation of the system's performance is generally based upon common
performance metrics (e.g. accuracy, precision, recall), which do not take into account how the predictions will be affected by
differences in input.
2. Fairness has been largely ignored for this type of application. Most of the work being done in fairness, at least in the context of
machine learning applications, concentrates on demographic-based biases, whereas the biases exhibited by multi-modal systems
can occur through interaction among modes and thus would not be measured by fairness metrics in use today [17].
3. There is no explicit consideration given to position-bias, which means how sensitive the output of the system is to changes in
the ordering or weights assigned to each mode. For example, when deploying these types of systems, variations in pre-processing,
format, etc., could result in differing outputs.

E. Summary and Research Gap

The reviewed literature indicates that multimodal learning has greatly enhanced the capabilities of disaster response Al
through its ability to combine multiple types of data. Three significant gaps are identified from this analysis:
1. Evaluation of both stability and robustness of multimodal models
2. An absence of a fairness evaluation specific to multimodal systems
3. There is no systematic study of position bias in multimodal disaster-response applications

While multimodal architectures can provide better predictive accuracy than unimodal architectures, it does not assure
consistent model behaviour across different modality combinations. Thus, there exists a motivation to investigate position bias
within multimodal disaster response systems as described in later sections, and is used as the foundation for the proposed solution
presented in the companion research paper.
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V.BIAS AND FAIRNESS IN ARTIFICIAL INTELLIGENCE SYSTEMS

A. Overview of Bias in Artificial Intelligence

The term "bias" in artificial intelligence (Al) means systematic errors within an Al's prediction models which result in the
Al making unfair or irrational decisions. This bias may be present in a number of different areas of the machine learning process.
For example, it could occur during the stage of collecting data for use in the development of the model; it could occur during the
stage of developing representations of features based on the collected data; or it could occur as part of optimizing the model itself
[17].Biases in Al are typically classified into one of three categories. The first type is Data Bias, which occurs when there are
imbalances or distortions in the data used to train the Al, causing the Al to behave irrationally. The second type is Algorithmic
Bias, which occurs due to either how the model was designed, how it was trained, or through the use of particular methods or
techniques in its optimization.The third type is Representation Bias, which occurs when the representation of certain aspects of
the data does not accurately represent all possible ways that those aspects of the data may vary. Of these, researchers have focused
on data bias as their primary focus area with respect to research on this topic [17].

B. Fairness Definitions and Evaluation Metrics

Fairness in Machine Learning provides a means by which an artificial intelligence system can produce a fair (i.e., unbiased)
result based upon its output. Definitions of fairness exist in several forms; including:
1. Demographic parity: A classifier makes no decision dependent upon protected attributes.
2. Equal opportunity: Each class has an equal probability of being classified when the class is actually present (a.k.a. each class
has an equal "true positive" rate).
3. Equalized odds: Each class has an equal chance of being classified correctly when it is actually present (i.e., both classes have
equal "true positives") AND incorrectly when it is not actually present (i.e., both classes have an equal number of "false positives')
The fairness definitions outlined above provide quantitative measures to evaluate bias in classification systems[8]. These
definitions primarily focus on evaluating biases at the group level with respect to demographics (e.g., race, gender, etc.) using
disparity metrics defined over these categories.Beyond these fairness definitions, other fairness evaluation methods include
statistics metrics (precision, recall, f1-score, etc.), used to evaluate how well an Al model predicts outcomes.However, while these
metrics help measure predictive accuracy, they are insufficient for measuring fairness related concerns.

C. Bias Mitigation Techniques

Several methods have been developed to counteract bias within machine learning models. There are several ways to group
them.
1. Methods Pre-Processing: Change the training data used to train the model so that less biased is produced when sampling, re-
weighting, etc.
2. Methods In-Processing: Include fair standards within the model training process.
3. Methods Post-Processing: Make changes to what a model produces based on pre-defined standards of fairness
They have proven successful in many different types of systems including but not limited to; health care, financial, recruitment.
While this has shown success in all of the above systems there has been very little research conducted using these same ideas in
developing Multimodal Systems.

D. Limitations of Existing Fairness Approaches

Although many advances have been made in fairness as it relates to developing fair systems, there are many challenges
associated with applying these fairness definitions to systems that include multiple modes of information (multimodal). Most
fairness definitions look at demographics and exclude other forms of discrimination based on how different types of modalities
interact. Multimodal models predict based on how their inputs are weighted and ordered together. Therefore, they cannot capture
all potential types of fairness using standard fairness metrics. Multimodal system fairness evaluations done today are generally
performed statically (as if input conditions were always going to be the same) since fairness is typically evaluated at a single point-
in-time. However, multimodal systems will often experience changes in what type(s) of data is available; what order those
modalities appear; and/or varying levels of emphasis placed on each modality once deployed.

E. Implications for Multimodal Disaster-Response Systems

In disaster-response scenarios, the limitations of current fairness methods have a much greater impact than in other uses
for fairness. A multimodal system (satellite image, text report, social media) must perform reliably across various input conditions.
If model predictions are modality-dependent, then there will be variability in how severe a disaster is classified; therefore, variable
classifications may affect emergency decision-making. Traditional fairness metrics do not capture these types of variances since
they are focused on demographic disparities.

F. Summary and Research Gap
There are a number of major findings from the assessment of bias and fairness in Al:
o The majority of current work in fairness is focused upon demographic bias.
o The current evaluation metrics fail to evaluate modality interactions.
o The available methods for mitigating bias were not developed with multimodal fusion systems in mind.
o A lack of understanding exists as it relates to the stability and consistency of predictions made by these systems.
In this context, the shortcomings identified above suggest that existing fairness paradigms may be insufficient for assessing

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 209|Page



Position Bias in Multimodal Disaster-Response Systems: A Systematic Review and Research Gap Analysis

multimodal systems; specifically, they will likely fail to account for "position™ bias (i.e., when model predictions change based on
changes in the relative contribution of different modalities). Therefore, there exists a need for novel evaluation and mitigation
methodologies which address both fairness and stability within multimodal learning systems.

VI.POSITION BIAS AND ORDER SENSITIVITY IN MULTIMODAL SYSTEMS

A. Position Bias in Neural Networks

Positional bias is defined as an NLP model's tendency to be affected by the order/structural organization of its input pieces
instead of just what each piece means. Positional bias has been demonstrated with many NLP models that generate different levels
of importance for tokens depending on their placement within the tokenized string [9].
Positional encoding and attention mechanisms used in transformer models provide both a way to utilize contextual relationships
between tokens and a source of potential biases towards certain positions/token sequences [10]. The reason being, while positional
encoding and attention mechanisms allow models to take into account context, they also cause models to produce different output
values for identical inputs.

B. Position Bias in Multimodal Learning

The position bias in multimodal systems has an additional aspect, which refers to how sensitive these systems are with
respect to the respective contributions of different types of modalities (e.g., text and image). Multimodal systems are based on
mechanisms for fusing modality-specific feature representations into a single one. In other words, the respective influence of each
modality is usually not explicitly defined within the model architecture; rather it depends on how much weight is given to them
through the learned weights. As well as being influenced by the architecture itself, small differences in the weights assigned to
each modality have a substantial impact on the predictions made by the system; this occurs even when the input data does not vary
atall. This is specifically important in disaster response applications. Within those applications both the visual aspects and textual
aspects are crucially important in order to classify tasks.

C. Order Sensitivity in Multimodal Fusion

The order of processing for different modalities can impact how a model predicts results. Models with a specific order (for
example, text first then image) can have varying emphasis on the content of the text versus the visual content. Because these types
of models use a specific order to create a predicted output, they are order-dependent. Therefore, the ability to predict outputs will
be impacted by the specific order used.

D. Empirical Observations from Existing Studies

Existing literature has documented evidence that multimodal models will occasionally produce unreliable performance for
small changes in an input's configuration. As a result of this issue, slight variations in modality weighting (as well as, for example,
slight differences in how features are scaled) or input ordering could produce vastly different results with respect to model output
classification on identical data sets [9] [18]. Further, as noted above, there is also an indication in vision-language models that
sometimes one modality can dominate the decision-making in the model at hand, thereby limiting the contributions of the other
modality(ies). In addition to potentially producing variable levels of inconsistency in model output due to varying degrees of
modality domination. As evidenced by the previous statements regarding existing research and analysis, most prior work has
evaluated models in fixed condition(s), without conducting systematic analyses examining the variance associated with prediction
using varying modality configurations.

E. Limitations of Current Approaches
Multimodal learning frameworks currently do not include a specific approach to either position bias or order sensitivity.
Therefore, the following challenges have been identified:
e Inadequate standardization with respect to metrics used to measure sensitivity of individual modalities to their respective
positions;
e Lack of testing protocols that evaluate the performance of multimodal models in response to variable modality configurations;
e The limited attention paid to both prediction consistency and robustness;
e And lack of inclusion of position-based constraints as part of model training objectives.
Therefore, these are indications that position-bias continues to represent an open problem in multimodal-Al systems.

F. Implications for Disaster-Response Systems

Positional bias has practical consequences that are quite serious in the area of disaster response. In cases where the weight
of modalities affects how models make their predictions; it is possible that the same disaster event could receive a different
classification depending upon which configuration is being used. This lack of reliability in prediction could cause individuals
making decisions during emergencies (such as emergency responders) to delay or inadequately respond to an emergency situation.
Therefore, in order for Al multimodal systems to be deployed effectively into areas where there is potential risk, they must produce
reliable and predictable classifications.

G. Summary and Research Gap
Key takeaways from the examination of position bias and order sensitivity include:
e The multimodal system is influenced by both the weight and ordering of the modalities.
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o A majority of existing research study lacks systematic assessment of position bias.
o Standard performance metrics do not consider prediction consistency.
¢ No single framework exists that provides a mechanism to assess and mitigate position bias.

These results indicate an important void within the body of literature. To address the identified gap, there needs to be the
development of position aware performance metrics as well as position aware training methods. These two aspects will serve as
the basis for the methodology outlined in the accompanying experimental study

VII.CONSISTENCY REGULARIZATION IN MULTIMODAL LEARNING
A. Overview of Consistency Regularization
Consistency regularization is a common method in machine learning to enforce the ability of models to generate the same
output on different inputs (i.e., predict consistently) after a minimal transformation (e.g. adding noise, augmenting data or
transforming features)[19]. The method can be useful for improving the robustness of models against noisy inputs and reduce
overfitting; it was also proven to be effective in semi-supervised training with limited labelled data, especially because the method
enables generalization from incomplete information.

B. Applications in Semi-Supervised Learning

The idea of consistency regularization is employed in a number of semi-supervised learning models that are based on
enforcing agreement in the output produced by the model for labelled and unlabelled samples. Techniques like Mix Match [19]
and Mean Teacher [20] use this property to achieve improved generalized performances.In these methods, generally, a given input
will be transformed into several augmented forms of the same input. Then the differences among the different outputs of the model
will be minimized. In doing so, the model will learn to generate consistent outputs when there are variations in the input space.

C. Extensions to Multimodal Learning

Recent studies on multimodal systems have looked into how consistency regularization can be used for tasks such as cross-
modal alignment, and representation learning; which involve ensuring a high degree of consistency among multiple different
modalities' representations of the same thing — i.e. all modality representations should be similar. In other words, when using
multimodal contrastive learning, researchers are trying to create consistent alignments of input features from different modalities.
For instance, they want to minimize the similarity of related inputs (image-text pairs). This technique has been successful at
improving the quality of representations, and also improving the ability to understand across modalities.

D. Limitations in Addressing Position Bias

Although Consistency Regularization (CR) has proven successful for improving the performance of many models across
several domains, it has yet to be applied as an explicit method for addressing Position Bias in Multimodal Systems. Currently, all
of the existing approaches that attempt to reduce position bias in multimodal systems rely upon one of the three main strategies
listed below:
e Data Augmentations; i.e., Data Perturbation (Image Transformations & Text Perturbations)
o Cross-Modal Representation Alignment
e Semi-Supervised Learning

None of these current strategies take into account the variability associated with modality contribution or ordering — both
of which are critical factors in understanding Position Bias. Therefore, at present, CR based solutions do not ensure stability of
model prediction when either Modality Weights or Fusion Configurations change during Inference.

E. Potential for Addressing Position Bias

The use of consistency regularization as a potential solution to position-bias problems in multimodal applications is
promising. Consistency regularization encourages models to generate consistent output given different modality configuration
weighting schemes or permutation sequences. Models can therefore be trained to minimize differences among their predictions
with respect to:
o Different probability distributions over modalities
o Alternatives to how to fuse modalities
o Different permutations of the order in which the modalities are ordered

Consistency regularization directly addresses the lack of stability caused by position bias and will generally make
multimodal systems more robust.

F. Summary and Research Gap
The review of consistency regularization has some main points that are very interesting:

Consistency regularization can improve the performance of models for both robustness and generalization. The technique
is widely used in semi-supervised and contrastive learning. All existing methods use either input perturbation or other types of
variability (not modality) as the primary source of variability. Currently, there are no known ways to apply consistency
regularization to reduce positional variation in multimodal fusion. These observations suggest an important open area of research:
the current set of consistency-based approaches cannot provide for stability with regard to instability caused by interactions among
modalities.

This motivate the creation of new types of variance-based consistency regularization techniques whose goal will be to
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enforce the stability of predictions made by models when given various modality configurations. This work serves as the basis for
the proposal for the solution described in the experimental companion paper

VIII. EVALUATION METRICS FOR MULTIMODAL FAIRNESS AND ROBUSTNESS

A. Traditional Performance Metrics

The usual evaluation method for multimodal model's performance involves standard classification metric measures of
accuracy, precision, recall and F1 score. These metrics measure how well a prediction was made (correctness) and the rate at which
errors occur [21].
1. Accuracy: This metric calculates an average level of all correct predictions.
2. Precision: This metric determines the ratio of true positive predictions made by a model.
3. Recall: This metric assesses the capacity of a model to identify relevant examples.
4. F1-score: This metric represents the harmonic mean of both precision and recall.
While these metrics are commonly applied when evaluating the performance of predictive models; these metrics do not reflect the
fair or stable characteristics that are also important.

B. Fairness Evaluation Metrics

Several fairness-specific metrics to assess bias in machine learning models have been proposed. Most of these measures
use statistical parity and group level comparison methods [8] that include:
1. Demographic Parity Difference.
2. Equal Opportunity Difference.
3. Equalized Odds Difference.

Each measure is a method of quantifying how much model performance varies among different demographic groups. As
such, each measure assumes that all inputs are static. Therefore, these metrics are most appropriately used with unimodal/structured
data sets.

C. Robustness and Stability Metrics
Evaluating robustness examines how a model's predictions will be affected by perturbing an input (data). The common
ways to assess this are as follows:
1. Adversarial robustness is evaluated as performance on adversarial data.
2. Noise sensitivity is assessed as variance for each output given noise added to each input.
3. Prediction consistency can be viewed as stability when predicting outputs from both original inputs and augmented inputs.
Robustness metrics offer insights to the reliability of models however they don't address variability with modalities'
contribution to fused models.

D. Limitations of Existing Metrics for Multimodal Systems

Existing evaluation metrics have several shortcomings when used in conjunction with multimodal systems. These existing
evaluation metrics are unable to take into consideration the interactions of modalities. The current existing evaluation metrics
cannot be used to evaluate models based on fixed modality combinations. Currently, there is no ability to measure how sensitive a
model is to modality weightings or orderings. Current evaluation metrics also do not allow for measuring the variability due to
position bias and prediction instability. Therefore, even though a model achieves high accuracy, it can produce very inconsistent
predictions depending upon which modalities are being evaluated.

E. Need for Position-Aware Metrics

To accurately assess multimodal systems, it will be necessary to develop measures for predicting system behaviour with
respect to various modality configurations (i.e., "multimodality"), which specifically quantify the variation in predictions generated
by models under varying modality weights, model stability when using differing fusion techniques, sensitivity to modality order
and represent fairness as well as robustness simultaneously. Thus, developing position aware assessment metrics are critical for
evaluating the dependability of multimodal Al systems within real world use cases.

F. Summary and Research Gap
The analysis of evaluation metrics shows the following conclusions:
1. Current evaluation methods for traditional metrics focus solely on prediction quality.
2. Evaluation using fairness metrics can be used to evaluate demographics but cannot assess other types of biases.
3. Evaluation using robustness metrics does not account for variation at the level of modalities (i.e., images, audio, etc.).
4. There is currently no standard method available to evaluate position bias as part of system evaluation.
This limitation indicates that there is a large deficiency in evaluating multi-modal systems. To address this deficiency, it
will be necessary to develop evaluation methodologies based on both position awareness and consistency

IX.RESEARCH GAP ANALYSIS
A. Comparative Analysis of Existing Studies
The systematic review was analysed to show how research gaps were identified using the four themes: Multimodal Learning
for Disaster Response, Position and Order Bias in Neural Networks, Consistency Regularization Techniques, and Fairness
Evaluation Metrics, as shown in Table I1l. This table provides an overview of the authors” main focus and identified limitations
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. . . Position
. Disaster Fairness Consistency . Lo
Ref. Multimodal . . . . Bias Key limitation
Domain Consideration Techniques Addressed
Focus on
[13] v v X X o performance only
No robustness
[11] v v X X o evaluation
Ignores modality
[17] v v X X X interaction
Limited to NLP
[9] X X X X v domain
Not applied to
[10] v X X X v disaster Al
[19] X X X v X Not multimodal
[20] % % X v % Semi supervised
only
No stability
[22] v X X v X evaluation
Only demographic
(8] X X 4 X X yfairnegs P

Table no 3: Comparative Analysis of Existing Studies

B. Key Observations
A number of key points emerge from the comparative study.
1. Multimodal disaster response systems (MDRS) generally place primary emphasis on predictive performance, while robustness
and fairness receive relatively little attention
2. Studies investigating position bias are largely focused on either single-modal systems or NLP based systems
3. Methods for consistency regularisation have been developed for ensuring the stability of multimodal fusion but none of them
address this issue directly
4. Research into fairness is heavily weighted toward demographic bias and does not consider the potential for inconsistencies driven
by different modalities

In general, these results indicate that the current body of work has significant fragmentation and therefore offers no unified
method for handling instability in MDRS.

C. ldentified Research Gap

A fundamental gap in the research of a unified framework for the evaluation and mitigation of Position Bias in Multimodal
Disaster Response Systems exists as indicated by the results of this study. Specifically, there are few methods to measure how
sensitive the predictions of multimodal systems are to the individual modalities and there are few frameworks used to evaluate
whether the predictions made by multimodal systems are consistent when they are configured differently (i.e., different modalities).

D. Implications for Future Research
To address the identified gap in research, it needed to develop new methodologies that include:
o Position-Aware Evaluation Metrics
o Stability-Based Consistency Regularization Techniques
¢ Robust Multimodal Fusion Methods
o A Unified Framework That Combines Fairness and Stability
The above areas are foundational to the experimental companion paper, which develops a variance-based consistency
regularization technique with an emphasis on improving position invariant performance as well as accuracy

X. DISCUSSION AND FUTURE RESEARCH DIRECTIONS
A. Summary of Key Findings
Four major categories of research were reviewed systematically in this systematic review paper. Multimodal learning for
disaster response, position and order bias in neural nets, consistency regularized methods for improvement of robustness in semi-
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supervised and contrastive learning, and evaluation of fairness for use with disparate groups are the categories. While much has
developed in each category separately, they appear as separate disciplines in the current body of work. Evaluation of multimodal
system performance is mostly based on accuracy measures for the task of disaster classification. Research on fairness, has
concentrated mainly on disparity by demographics, and has failed to address the issues of inconsistencies that arise due to modality.
Robustness improvements through consistency regularization methods in semi-supervised and contrastive learning have yet to be
used to improve stability of multimodal fusion.

B. Implications for Multimodal Al Systems

Findings from this study clearly show an important shortcoming of today's multi-modal systems as it relates to their ability
to perform stably with varying inputs; input configurations will generally vary significantly during use in real world environments
such as in response to disasters. The occurrence of position bias means that model prediction can still change when no underlying
information is changing. This further adds to issues regarding reliability of Al systems within safety-critical domains by creating
potential inconsistencies in decisions made based on the models' predictions.Therefore, robustness within multi-modal systems
should now include not only resistance to "noise" in the input data, but also invariance to configurations of modalities used to
obtain input.

C. Integration of Fairness, Robustness, and Multimodal Learning
One of the primary observations made by this review was a need to integrate aspects of fairness, robustness and multimodal
learning into an overarching framework. Much current work on each of these subjects is performed independently which leads to
incomplete evaluation processes.
The overall assessment process will require:
o Expand upon fairness definitions such as demographic-based bias to include modality-based inconsistency.
o Integrate robustness methods designed to measure the predictive stability with respect to variability in modalities.
o Development of the fusion mechanisms that are inherently invariant with regard to positions.
This integration is critical for development of reliable multimodal Al systems that can operate effectively in variable environments.

D. Limitations of the Present Study

The major limitation of this review is that it restricts its literature search to English language journals. The possibility exists
that a number of important studies were omitted because they were written by researchers who write in languages other than
English. In addition to this limitation, the review could also be limited by the use of pre-defined keywords. It is possible that some
authors used different wording when referring to the same concept as those authors who used the predetermined key words.

E. Concluding Remarks

The results of this research provide evidence that an overall paradigm shift is needed to evaluate and develop multimodal
Al systems. In addition to developing systems with high predictive performance, there is an increasing expectation that future
multimodal Al systems will be consistent, robust, and fair regardless of how they are used. Developing reliable and trustworthy
multimodal Al systems requires addressing issues like position bias, especially when these systems are going to be applied to high-
risk areas (i.e., disaster response).

XI1.CONCLUSION & FUTURE SCOPE

The studies found that whilst multimodal models provide very good performance, they are not robust/stable when tested
against variability of configuration changes within each modality. Current research mainly concentrates upon increasing the
accuracy of multimodal models, or reducing demographic bias and ignoring how interaction amongst modalities can affect the
overall behaviour of the model. Consequently, the results also show that current evaluation methodologies do not accurately identify
inconsistent behaviours generated by position bias. A significant omission in the literature was identified; namely the lack of a
common framework for identifying/quantifying prediction instability within multimodal systems. Specifically, it is believe that
what is needed are position aware metrics/training mechanisms that would be able to consistently predict model behaviour
regardless of weighting scheme used, and/or ordering used. Therefore, in order to address these gaps, future research will investigate
ways of combining consistency regularisation with multimodal fusion techniques to produce position invariant predictions.

Based on the areas where a gap was found, the study has multiple potential approaches to be investigated further:

1. Position-Aware Metrics: Development of metrics which capture variability of predictions produced by model at varying levels
of weighting and ordering of input modalities.

2. Consistency-Based Training Methods: Extensions of consistency-based training methods to ensure stability is maintained when
using different configurations (i.e. weighting/ordering) of modalities.

3. Mechanisms For Adaptive Multimodal Fusion: Model development that dynamically adjusts weights of contribution from each
modality as needed based upon context.

4. 4.Datasets For Testing Robustness to Variability in Modal Configurations: Creation of datasets specifically designed to
evaluate how well multimodal systems are able to function in a variety of modality configuration scenarios.

5. Evaluation Of Real-World Disaster Response Use Cases: Use cases such as those related to real-world disaster response will
provide an opportunity to study the long-term reliability of multimodal systems.
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