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I. INTRODUCTION  

 
 Chest radiography and computed tomography are widely used for the assessment of respiratory disorders. However, 

interpretation may be difficult when different diseases produce similar radiological patterns. The project material identifies COVID-

19, pneumonia, and tuberculosis as particularly challenging categories because of overlapping imaging characteristics and 

variability in patient presentation. 

Deep learning has become an important approach for automated medical-image analysis. Nevertheless, many diagnostic systems 

are developed as image-only classifiers. Such systems may not exploit complementary information contained in age, sex, symptoms, 

medical history, disease severity, and imaging modality. The uploaded study explicitly identifies limited integration of clinical 

information as a major research gap and also highlights the black-box nature of many deep learning models. 

Multimodal learning provides a mechanism for combining heterogeneous evidence. In the proposed system, the imaging modality 

supplies visual information while structured clinical metadata supplies patient context. EfficientNet-B3 is used for image 

representation learning and a three-layer Clinical MLP is used for metadata representation. The representations are then fused before 

classification. 

Explainable artificial intelligence is incorporated through Gradient-weighted Class Activation Mapping (Grad-CAM). Grad-CAM 

generates a class-specific localization map from gradients entering the final convolutional layer and can be used to visualize regions 

associated with a model prediction [21]. Recent medical-imaging research also emphasizes that visual explanations are useful for 

auditing whether models attend to plausible anatomical regions, although explanations themselves should not be treated as proof of 

clinical correctness [22]. 

The main contributions of this research are: 

• An integrated multimodal framework combining chest imaging and structured clinical metadata. 

• EfficientNet-B3-based extraction of high-level visual features. 

• A three-layer Clinical MLP for structured patient information. 

• Feature concatenation followed by a fully connected fusion network. 

• Four-class classification of Normal, COVID-19, Pneumonia, and Tuberculosis. 

• Grad-CAM-based visual explanation of image-driven predictions. 

• Flask-based real-time deployment for prediction and clinical decision support. 

Abstract:Early and reliable identification of pulmonary disease is important because several respiratory conditions exhibit overlapping 

clinical and radiological characteristics. This research presents a multimodal deep learning framework for classifying Normal, COVID-

19, Pneumonia, and Tuberculosis by jointly learning from chest X-ray/CT images and structured clinical information. The proposed 

architecture uses EfficientNet-B3 to extract a 1536-dimensional visual representation and a three-layer Clinical Multi-Layer Perceptron 

(MLP) to transform patient metadata into a 64-dimensional representation. The two representations are concatenated and processed by a 

fully connected fusion network that generates a 128-dimensional multimodal representation for Softmax classification. Grad-CAM is 

incorporated to visualize image regions contributing to the predicted class, while a Flask-based web interface provides real-time 

prediction, confidence, probability distribution, and explanation. The reported evaluation achieved 98.49% test accuracy, 98.50% 

precision, 98.49% recall, and 98.48% F1-score. Class-wise F1-scores were 98.03% for Normal, 98.56% for COVID-19, 97.74% for 

Pneumonia, and 99.60% for Tuberculosis. The results indicate that multimodal fusion can provide strong multiclass classification 

performance while explainability improves transparency. However, external validation on independent multi-center clinical datasets is 

required before clinical use. 
 

Keywords:Multimodal deep learning; lung disease classification; chest X-ray; computed tomography; EfficientNet-B3; clinical 

metadata; explainable artificial intelligence; Grad-CAM; COVID-19; pneumonia; tuberculosis. 
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II. LITERATURE REVIEW 

 

Research on automated lung disease diagnosis has progressed from conventional image classification toward transfer learning, 

explainable AI, multimodal learning, and integrated clinical decision-support systems. The literature supplied with the project 

provides a useful progression of these approaches. 

 
2.1 Image-Based Deep Learning for Lung Disease 

Brunese et al. investigated explainable deep learning for pulmonary disease and COVID-19 detection from X-ray images, 

demonstrating the value of combining diagnostic performance with interpretability [20]. Gasca Cervantes and Chan examined 

LIME-enabled investigation of CNN predictions for COVID-19 chest X-ray detection, emphasizing the importance of examining 

model behavior rather than reporting only classification labels [18]. Bhandari et al. extended explainability to classification of chest 

X-rays into COVID-19, pneumonia, and tuberculosis using deep learning and XAI methods [14]. These studies established the 

importance of explainable image classification but remained primarily dependent on imaging information. 

 
2.2 Multiclass Lung Disease Classification 

Al-Sheikh et al. developed a multiclass deep learning architecture for lung disease classification from chest X-ray and CT images 

[11]. Ukwuoma et al. proposed a hybrid explainable ensemble transformer encoder for pneumonia identification from chest X-rays 

[12]. Chen, Wan, and Pan investigated advanced deep-learning networks for multi-disease diagnosis using chest X-rays in real-

world data [13]. These studies demonstrate the effectiveness of deep learning for multiclass respiratory diagnosis, while also 

indicating the need to address generalization, interpretability, and multimodal information. 

 
2.3 Multimodal Learning 

Yang, Wan, and Pan investigated a multimodal chest X-ray framework that integrates clinical history to refine attention, directly 

motivating the integration of visual and patient-level information [1]. Zhang, Xu, Liang et al. investigated multimodal diagnosis 

using domain knowledge, providing evidence that heterogeneous information can be jointly represented [17]. Tan et al. combined 

radiomics, pathology, and clinical information for lung adenocarcinoma invasion assessment, illustrating the broader potential of 

multimodal clinical prediction [6]. Other studies have investigated respiratory audio with simulated biomarkers and MRI-based 

multimodal lung-disease analysis [2], [3], showing that multimodality can extend beyond conventional radiography. 

 
2.4 Recent Explainable AI Developments 

Recent literature continues to investigate explainability for chest radiography. A 2025 Scientific Reports study used Grad-CAM to 

visualize disease-relevant regions in a hybrid explainable transformer framework for multiclass lung disease classification [23]. A 

2026 review of AI for chest radiography notes that Grad-CAM is widely used for lesion localization but also emphasizes 

generalization, data bias, and the limits of interpreting saliency maps as complete explanations [22]. These observations support the 

use of Grad-CAM in the present framework while reinforcing the need for external validation and explanation auditing. 

 
2.5 Literature Comparison and Research Gap 

Table 1 compares representative studies based on their primary modality, major contribution, and limitations. Existing approaches 

mainly focus on image-based classification, explainable AI, or multimodal learning using specific clinical or auxiliary information. 

The proposed MCX-Net framework integrates chest imaging with structured clinical metadata and combines EfficientNet-B3, a 

Clinical MLP, multimodal feature fusion, Grad-CAM-based explanation, and web-based deployment. This integration addresses 

the identified research gap while providing an end-to-end framework for four-class lung disease classification. 

 
Table no 1 Comparative analysis of existing lung disease diagnosis approaches and the proposed MCX-Net framework. 

 
Study Primary Modality Main Contribution Limitation Relative to 

Present Work 

Yang et al. (2025) [1] CXR + clinical history 
Multimodal clinical-history 

integration 

Requires structured clinical 

history; different architecture 

Saky et al. (2025) [2] 
Respiratory audio + 

biomarkers 

Explainable multimodal 

learning 

Uses respiratory 

audio/simulated biomarkers 

Alanazi (2025) [3] MRI 
Multimodal lung-disease 

learning 

MRI is less representative of 

routine CXR screening 

Veeramani et al. (2025) [4] CXR Transfer learning + XAI No clinical metadata fusion 

Sarker et al. (2024) [7] CXR Deep learning + XAI Image-centered approach 

Al-Sheikh et al. (2023) [11] CXR + CT 
Multiclass lung disease 

classification 

No structured clinical 

metadata fusion 

Bhandari et al. (2022) [14] CXR 
COVID-19/Pneumonia/TB + 

XAI 
Image-only approach 

Present work CXR/CT + clinical metadata 

EfficientNet-B3 + Clinical 

MLP + fusion + Grad-CAM + 

deployment 

Requires larger external 

clinical validation 
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The resulting research gap is the need for a unified framework that combines visual and clinical evidence, provides interpretable 

predictions, and is sufficiently modular for real-time deployment. The explicitly identifies these three requirements: multimodal 

integration, explainability, and deployability  

 
III. PROBLEM STATEMENT AND RESEARCH OBJECTIVES 

 

Manual interpretation of chest X-ray and CT images can be time-consuming and may be affected by diagnostic variability. Image-

only AI systems may overlook patient-level context, while black-box predictions may be difficult for clinicians to interpret. The 

proposed study therefore addresses the problem of developing an accurate, multimodal, explainable, and deployable framework for 

four-class lung disease classification. 

The research objectives are: 

• To combine chest X-ray/CT images with structured clinical metadata. 

• To extract robust visual representations using EfficientNet-B3. 

• To encode patient metadata using a three-layer Clinical MLP. 

• To fuse image and clinical representations before classification. 

• To classify Normal, COVID-19, Pneumonia, and Tuberculosis. 

• To generate Grad-CAM explanations for model predictions. 

• To deploy the trained model as a Flask-based web application. 

IV. PROPOSED SYSTEM 

 

The proposed system is organized as a multimodal pipeline. Medical images are first standardized and processed through 

EfficientNet-B3. Clinical metadata are standardized and passed through the Clinical MLP. The resulting representations are 

concatenated and processed by a fully connected fusion network. The Softmax layer produces the final class probabilities. Grad-

CAM operates on the image branch to provide a visual explanation, and the complete inference pipeline is exposed through a Flask 

web interface. 

 

 
 

Figure 1. Proposed multimodal system architecture  
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4.1 Architecture Components 

Table 2 presents the major components of the proposed multimodal framework and their corresponding inputs, outputs, and 

functions. The image encoder uses EfficientNet-B3 to generate a 1536-dimensional visual representation, while the Clinical MLP 

transforms structured patient information into a 64-dimensional feature vector. These representations are concatenated and 

processed through the fusion network to obtain a 128-dimensional multimodal representation, which is subsequently used for four-

class classification. Grad-CAM provides visual explanations, while the Flask application enables real-time interaction with the 

trained model. 

 

Table no 2 Components and functional roles of the proposed MCX-Net architecture. 

 

Component Input Output Purpose 

Image Encoder CXR/CT image 1536-D vector 
Deep visual feature extraction 

using EfficientNet-B3 

Clinical Encoder 
Age, sex, symptoms, 

severity, modality, etc. 
64-D vector 

Clinical representation using 3-

layer MLP 

Feature Fusion 1536-D + 64-D 128-D vector 
Joint representation of image and 

clinical evidence 

Softmax Classifier 128-D vector 4 probabilities Multiclass prediction 

Grad-CAM Image + target class Heatmap Visual explanation 

Flask Application Image + clinical data 
Prediction 

dashboard 

Real-time user-facing 

deployment 

 

 

V. RESEARCH METHODOLOGY AND WORKFLOW 

 

The complete workflow begins with data collection and continues through preprocessing, multimodal representation learning, 

fusion, classification, explanation, and deployment. The identifies image resizing to 224 × 224 pixels, pixel normalization, 

augmentation, and StandardScaler-based clinical-data normalization as the main preprocessing operations. 

 

 
Figure 2. Research workflow 

5.1 Data Collection 

The study uses chest X-ray/CT images associated with four target classes: Normal, COVID-19, Pneumonia, and Tuberculosis. The 

presentation lists public datasets for pneumonia, COVID-19 radiography, tuberculosis, and CT-based respiratory disease research. 

Because the presentation does not provide a single consolidated patient-level dataset size, the manuscript does not invent a sample 

count. 

 
5.2 Data Preprocessing 

• Resize images to 224 × 224 pixels. 

• Normalize image pixel values. 

• Apply data augmentation using Albumentations during training. 

• Standardize structured clinical metadata using StandardScaler. 

• Separate the data into training, validation, and test subsets. 
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Table 3 presents the division of the available data into training, validation, and testing subsets. The reported experimental 

configuration uses 70% of the data for training, 15% for validation, and 15% for testing. The training subset is used for model 

optimization, the validation subset is used for monitoring model performance and selecting the best model, and the held-out test 

subset is used for final performance evaluation  

Table no 3 Dataset Split 

Subset Proportion 

Training 70% 

Validation 15% 

Testing 15% 

 

5.3 Training Configuration 

 

The training pipeline uses EfficientNet-B3 for visual representation, a three-layer Clinical MLP for structured information, AdamW 

optimization, and Label Smoothing Cross-Entropy Loss. The best-performing model is retained for evaluation and deployment. 

 
VI. ALGORITHMS 

Algorithm 1: EfficientNet-B3 Image Feature Extraction 

• Input a chest X-ray/CT image. 

• Resize the image to 224 × 224 pixels. 

• Normalize the image. 

• Pass the image through EfficientNet-B3. 

• Apply global average pooling. 

• Generate a 1536-dimensional image feature vector. 

Algorithm 2: Clinical MLP Representation 

• Receive structured patient metadata. 

• Normalize the metadata using StandardScaler. 

• Process the normalized vector through three MLP layers. 

• Generate a 64-dimensional clinical feature vector. 

Algorithm 3: Feature Concatenation and Fusion 

• Receive the 1536-dimensional image representation. 

• Receive the 64-dimensional clinical representation. 

• Concatenate both vectors. 

• Process the concatenated vector through the fully connected fusion network. 

• Generate a 128-dimensional fused representation. 

Algorithm 4: Softmax Classification 

• Receive the 128-dimensional fused representation. 

• Calculate four class probabilities using Softmax. 

• Select the class with the highest probability. 

• Return the predicted class, confidence score, and probability distribution. 

Algorithm 5: Grad-CAM Explanation 

• Receive the input image and predicted class. 

• Calculate gradients associated with the final convolutional layer. 

• Weight activation maps using the target-class gradients. 

• Generate the class-specific heatmap. 

• Overlay the heatmap on the original image. 

 

VII. MATHEMATICAL FORMULATION 

 

Let the image input be X and the clinical metadata be M. The image encoder produces a visual representation: 

Fᵢ = E(X) 

where E(·) denotes EfficientNet-B3 and Fᵢ ∈ R¹⁵³⁶. 

The clinical encoder produces: 

F𝚌 = MLP(M) 

where F𝚌∈ R⁶⁴. 

The multimodal representation is obtained by concatenation: 
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F = [Fᵢ || F𝚌] 

The fusion network transforms F into a 128-dimensional representation H. The final class probability is: 

P(y=k|H) = exp(Hₖ) / Σⱼ exp(Hⱼ) 

for k ∈ {Normal, COVID-19, Pneumonia, Tuberculosis}. 

Classification performance is evaluated using accuracy, precision, recall, and F1-score based on true-positive, true-negative, false-

positive, and false-negative outcomes. 

 
VIII. RESULTS AND DISCUSSION 

 

The reported training and validation curves show stable convergence over 39 epochs, with high validation accuracy and relatively 

low validation loss. The paper describes the training behavior as exhibiting minimal overfitting. 

 

 
 

Figure 3. Training/validation loss and accuracy curves. 

 
 

Figure 4. Validation F1-score evolution  

 
 

Figure 5. Class-wise precision, recall, and F1-score  
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8.1 Overall Performance 

 

Table 5 reports the overall performance of the proposed framework using accuracy, precision, recall, and F1-score. The model 

achieves an accuracy of 98.49%, precision of 98.50%, recall of 98.49%, and F1-score of 98.48%, indicating consistently high 

classification performance across the four target categories under the reported experimental configuration. 

 

Table no 4 Overall Performance 

 

Metric Reported Value 

Accuracy 98.49% 

Precision 98.50% 

Recall 98.49% 

F1-Score 98.48% 

 

8.2 Class-Wise Performance 

 

Table 6 presents the classification performance separately for Normal, COVID-19, Pneumonia, and Tuberculosis. Tuberculosis 

achieves the highest F1-score of 99.60%, whereas Pneumonia records the lowest F1-score of 97.74%. The comparatively lower 

recall for Pneumonia indicates that some pneumonia cases are more difficult to distinguish from the other disease categories. 

 

Table no 5 Class-wise Performance 

 

Class Precision Recall F1-Score 

Normal 97.40% 98.68% 98.03% 

COVID-19 97.92% 99.21% 98.56% 

Pneumonia 99.19% 96.33% 97.74% 

Tuberculosis 99.47% 99.74% 99.60% 

 

 
Figure 6. Class-level confusion visualization  

 

 
Figure 7. Confusion matrix of the proposed multimodal framework. 
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Figure 8. ROC analysis  

The class-wise results show consistently high performance across all four classes. Tuberculosis achieved the highest reported F1-

score (99.60%), while Pneumonia recorded the lowest (97.74%). The lower pneumonia recall of 96.33% indicates that some 

pneumonia cases were more difficult to distinguish from the other categories. COVID-19 achieved a recall of 99.21%, while Normal 

achieved a recall of 98.68%. 

 
IX. EXPLAINABILITY AND WEB DEPLOYMENT 

Explainability is implemented using Grad-CAM. The method is designed to highlight image regions that contribute to the predicted 

class. Such visualization is useful for qualitative inspection and model auditing, particularly when evaluating whether the model is 

responding to plausible pulmonary regions. Recent medical-imaging literature supports Grad-CAM as a useful interpretability aid 

but also cautions that saliency maps can vary by architecture and may not fully explain clinical reasoning [21], [22], [24]. 

 

 
 

Figure 9. Prediction interface and Grad-CAM visualization  
 

 
 

Figure 10. Prediction dashboard showing model output and confidence information. 
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The Flask application accepts the medical image and clinical information, executes the trained model, and returns the predicted 

disease, confidence score, probability distribution, and visual explanation. This architecture demonstrates the transition from an 

offline model to an interactive decision-support prototype. 

 
X. DISCUSSION 

 

The principal strength of the proposed framework is the joint use of visual and clinical evidence. An image-only model can identify 

radiological patterns but cannot directly represent patient-level context, while clinical variables alone may not capture spatial 

information present in radiographs. Multimodal fusion therefore provides a mechanism for learning complementary representations. 

The reported performance is strong within the stated experimental configuration. Nevertheless, high accuracy on a development/test 

environment does not establish clinical generalizability. Public medical datasets can contain differences in acquisition protocol, 

patient demographics, disease prevalence, labeling practices, and imaging equipment. Recent reviews of chest-radiography AI 

emphasize distribution shift and data bias as important barriers to external performance [22]. 

The explainability component is valuable for model inspection, but Grad-CAM should be regarded as an interpretability aid rather 

than definitive evidence of the model's clinical reasoning. Future evaluation should combine classification metrics with expert 

assessment of explanation localization. 

 
XI. LIMITATIONS 

 

• The does not report a consolidated total patient/image count; therefore no sample size has been fabricated in this article. 

• The available clinical metadata are limited to the variables described in the project. 

• The reported evaluation is not an independent multi-center external validation. 

• Potential dataset imbalance, acquisition differences, and demographic variation may affect generalization. 

• Grad-CAM provides visual attribution but does not constitute a complete causal explanation of model reasoning. 

• Prospective clinical evaluation is required before routine clinical deployment. 

 

XII. FUTURE WORK 

 

• Expand the dataset using multi-center clinical data. 

• Integrate laboratory results, Electronic Health Records, and additional clinical variables. 

• Investigate Vision Transformers and hybrid CNN–Transformer architectures. 

• Evaluate alternative multimodal fusion strategies, including attention-based and gated fusion. 

• Perform patient-level external validation across different hospitals and geographic regions. 

• Conduct clinician-reader studies to assess whether explanations improve appropriate trust and decision quality. 

• Extend deployment to cloud and mobile platforms after appropriate security and clinical validation. 

XIII. CONCLUSION 

 

This study presents a multimodal and explainable deep learning framework for four-class lung disease classification. The 

architecture combines EfficientNet-B3 visual features with a Clinical MLP representation and integrates the two modalities through 

feature concatenation and a fully connected fusion network. Grad-CAM provides an additional interpretability layer, while the Flask 

implementation demonstrates real-time deployment feasibility. 

The reported test accuracy of 98.49%, precision of 98.50%, recall of 98.49%, and F1-score of 98.48% indicate strong performance 

under the described experimental configuration. The model also demonstrates high class-wise performance, with the highest F1-

score of 99.60% for tuberculosis. Despite these results, the system should be considered a research prototype and decision-support 

aid rather than an autonomous diagnostic instrument. External multi-center validation, rigorous bias analysis, explanation auditing, 

and prospective clinical studies are necessary to establish safety and generalizability. 
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