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I. INTRODUCTION 

 Anyone who's traded crypto options knows they don't behave like the textbooks say they should. The Black-Scholes 

framework assumes prices follow a nice, well-behaved random walk—constant volatility, no sudden gaps, continuous trading. In 

reality? Volatility clusters, prices jump on exchange outages, and momentum often runs hotter than any drift model would predict. 

I've watched BTC rip 10% in an hour while the "fair value" models sat there confused. 

 This project started with a simple question: can we train ML models on synthetic data and actually use them on real markets? 

Most academic papers stop at backtesting. I wanted something that could scan live options chains and tell me what to buy. So I 
built the whole stack—data generator, model trainer, backtester, and a live scanner that connects to Deribit's API. 

 What I didn't expect was how much the choice of training data would matter. The first version assumed Geometric 

Brownian Motion with risk-free drift—standard textbook stuff. It worked fine on calls during uptrends. But when I tried to find 

undervalued puts, the model kept flagging trades that went straight to zero. Turns out, assuming mean reversion in a momentum-

driven market is a great way to lose money. 

 This paper documents that journey—the wins, the face-plants, and what I had to change to make it work. The main 

contributions are: (1) a complete pipeline from synthetic generation to live trading signals, (2) a detailed failure analysis showing 

where classical assumptions break down, and (3) a momentum-aware redesign that actually catches the opportunities the first 

version missed. 

 

Material and Methods 
 Let me walk through how the system works. There are four main pieces: how I generated training data, what features went 

into the models, the model architectures themselves, and the trading logic that turns predictions into actual positions. 

 

Generating Synthetic Options Data 
 I needed a lot of data to train these models—tens of thousands of examples. Real options data is expensive and limited. So 

I built a synthetic generator that creates realistic-looking option chains from scratch. 

 The generator starts with GBM simulation: prices drift randomly with some volatility, then I price vanilla calls and puts 

using Black-Scholes at each step. For every option, I calculate the standard Greeks (Delta, Gamma, Vega, Theta). Each sample 

ends up with about 14 features: spot price, strike, time to expiry, option type, implied volatility, all the Greeks, and—crucially—

the "final price" from the simulated path, which becomes the prediction target. 

 I generated 40,000 samples initially, with spot prices around $100 to mimic equity options. Later, when I wanted to test on 

actual crypto, I regenerated data at BTC scale ($95k) and ETH scale ($3.2k). That rescaling step turned out to be more important 
than I expected—models trained at $100 spot predict complete nonsense when you feed them real BTC prices. 
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Feature Engineering  
 The original feature set was pretty standard: strike, spot, time to expiry, implied vol, the Greeks. That's what any options 

desk would look at. What I missed initially was any measure of price momentum or trend. 

 After watching the model fail repeatedly on puts, I added two things that made a huge difference. First, RSI—the Relative 
Strength Index—which captures whether an asset is overbought or oversold based on recent price moves. It's a bounded oscillator 

between 0 and 100; above 70 suggests overbought, below 30 oversold. Traders have used it for decades, but it's not something that 

shows up in classical options pricing. 

 Second, I added IV skew—the difference between call and put implied volatilities. When puts are significantly more 

expensive than calls that tells you something about market fear. The model can't see that from spot prices alone. These additions 

brought the feature count to 14 and, more importantly, gave the models a way to understand market context beyond pure pricing 

math. 

 

Model Architectures 
 I tested three different architectures to see what would work best on this problem. XGBoost was the baseline—it's fast, 

handles tabular data well, and gives you feature importance scores that help debug what's happening under the hood. The target 

variable is the underlying price at expiry, not the option premium itself. That way one model supports multiple strikes and both 
calls and puts. 

 I also built neural network variants: a simple MLP (Multi-Layer Perceptron) that takes the 14-feature vector and outputs a 

price prediction, plus CNN and LSTM models designed to handle the time-series aspect of price data. The LSTM in particular 

should theoretically capture longer-term dependencies in price movements—whether that actually helps in practice is something I 

tested. 

 

The Trading Logic 
 Raw predictions aren't trade signals. I needed a way to rank opportunities and filter out the noise. The core metric is what 

I call the "Value Ratio"—market price of the option divided by the model's predicted intrinsic value at expiry. If an option costs 

$50 but the model thinks it'll be worth $200 at expiry, that's a 0.25 ratio, or 75% "discount" to fair value. 

 I split trades into tiers based on this ratio. Diamond tier is anything below 20% (5x upside potential). Gold is 20-50% (2-
5x). Silver is 50-70%, and Bronze is 70-80%. Anything above 80% isn't interesting—the market's already pricing it close to fair 

value. I also filter by probability of finishing ITM, typically requiring 90%+ for the tightest scans. 

 

II.RESULTS 

Synthetic Data Performance 
 On the initial 40,000-sample synthetic dataset, the XGBoost model looked solid. Table 1 shows the headline 

numbers. 

  

Metric Value 

Mean Absolute Error $3.67 on $100 spot 

MAE Percentage ~3.7% 

ITM Classification Accuracy 84.5% 

Total Samples 40,000 

Table 1: Model Performance on Synthetic Data 

Source: Synthetic options dataset backtest 

 

 Not bad—getting within $3.67 on a $100 stock is reasonable, and 84.5% accuracy on ITM classification means the model's 

picking up real signal. The actual-vs-predicted scatter plots showed a tight cluster around the 45-degree line, which is what you 

want to see. 

I ran a naive backtest: buy every option the model predicted would finish ITM. Results in Table 2. 

 

Metric Value 

Total Capital Deployed $123,600 

Total Profit $6,922 

Return on Investment +5.60% 

Win Rate 48.9% 

Table 2: Trading Backtest on Synthetic Data 

Source: Author's backtest simulation 
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 Positive ROI, though not exactly stunning. The win rate's barely below 50%, which tells you the model's not identifying 

individual winners so much as finding slightly positive expected value across many trades. Real-world execution with slippage 

and fees would eat most of this edge. But it proved the concept: the model learned something non-trivial from the synthetic data. 
 

Going Live: Deribit BTC and ETH Scans 
 Here's where things got interesting. I retrained the model on BTC-scale data (spot around $91k) and pointed it at live Deribit 

options. The inference engine outputs three things per contract: predicted expiry price, probability of ITM, and estimated intrinsic 

value. Table 3 shows some sample predictions. 

Strike Type Current Spot Pred. Expiry ITM? Est. Value 

$91.9 Call $102.10 $103.78 Yes $11.88 

$94.2 Call $102.10 $103.75 Yes $9.55 

$101.0 Put $102.10 $103.46 No $0.00 

Table 3: Sample Live Predictions 

Source: Live prediction output from Deribit scan 

 I ran multiple scans with different filter settings. The 80% value threshold (buying at 80% or less of predicted intrinsic) 

found about 12 Gold-tier trades across BTC and ETH. No Diamond-tier stuff—markets aren't giving away 5x upside for free, 
which is what you'd expect. The January 2026 targeted scan in Table 4 shows what the model found for near-term expirations. 

 

Contract Strike Prob ITM Pred. Price Tier 

BTC-16JAN26-84000-C $84,000 99.3% $93,855 Gold 

BTC-15JAN26-87000-C $87,000 90.7% $92,271 Silver 

ETH-13JAN26-3000-C $3,000 95.6% $3,260 Gold 

Table 4: January 2026 Scan Results 

Source: January 2026 targeted scan output 

The Put Problem: Where Things Broke 
 Then came the January 13 settlement. I compared predictions against actual outcomes and found a clear pattern: calls did 

fine, puts got crushed. Table 5 tells the story. 

 

Contract Predicted Actual P/L Result 

ETH-13JAN26-3000-C $205 $178 +$65 WIN 

ETH-13JAN26-3050-C $165 $128 +$61 WIN 

ETH-13JAN26-3300-P $145 $0 -$56 LOSS 

BTC-13JAN26-94000-P $5,089 $0 -$890 LOSS 

Table 5: January 13 Scorecard — Predictions vs Reality 
Source: Settlement verification for Jan 13 expiries 

 

 The ETH calls made money—actual values were below predictions but still positive. The puts? Total wipeouts. The model 

had flagged them as "undervalued" based on expecting ETH to pull back from its rally. Instead, ETH kept climbing or held elevated 

levels, and the puts expired worthless. 
 This wasn't random noise. It was a systematic bias baked into the training data. My synthetic generator used GBM with a 

risk-free drift term. In that world, prices that move up quickly are "statistically extended" and likely to revert. In the real crypto 

market? Strong uptrends often keep going for days. The model was learning the wrong lesson: it saw every big move up as a 

selling opportunity, when in reality, momentum often persists. 

 

The Fix: Momentum-Aware Retraining  
 I had to redesign the data generation. Instead of pure random walks, I added explicit bull and bear regimes where drift could 

be strongly positive or negative for extended periods. I also added RSI and IV skew as input features, giving the model visibility 

into whether the market was trending or extended. 

Table 6 shows the asset baselines used for regeneration—crucial for proper scaling. 
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Asset Spot Baseline Synthetic Samples 

Bitcoin $95,497 5,000 

Ethereum $3,246 5,000 

Table 6: Asset Baselines for Retraining 

Source: Live settlement prices from Deribit 

 

 The real test: would the new model have caught the January 13 put failures? I ran the historical data through it with RSI set 

to 75 (bullish overbought territory, matching actual market conditions that day). Table 7 shows the difference. 

 

Contract Old Prediction New Prediction Change 

BTC-13JAN26-94000-P $5,089 intrinsic $2,479 intrinsic -51% 

Table 7: Retroactive Test — Old vs New Model 
Source: Retroactive analysis with RSI=75 injection 

 

 The new model slashed the predicted value by more than half. That put would have dropped out of Gold tier entirely, or at 

minimum gotten a "trend conflict" warning. The momentum features worked exactly as intended—they taught the model that in 

strong uptrends, cheap-looking puts are often traps, not opportunities. 

 

Real-Time Performance 
 After January 15 expiry, I ran daily scans to see how the improved system handled a deteriorating market. BTC had run up 

to $95k and started pulling back. Table 8 tracks the signals. 

 

Date BTC Price RSI Upside Prob Signal Action 

Jan 16 $95,300 65.2 58% BUY Diamond found 

Jan 19 $95,300 Overbought 42% WAIT Stay in cash 

Jan 21 $89,891 62.6 42% WAIT No catch falling knife 

Jan 23 $89,237 45.5 43% WAIT Wait for RSI<30 

Table 8: Daily Signal Evolution During BTC Pullback 

Source: Real-time production scan logs 

 

 What's interesting here isn't what the model bought—it's what it avoided. On January 19, with BTC looking extended, it 

told me to stay in cash. The 6% drop that followed would have crushed any calls bought at the top. By January 21, BTC had fallen 

to $89k, but RSI was still above 50. The model said wait—this wasn't oversold enough yet. That patience saved real money. 

 

The Contrarian Play That Worked 
 While the main model was saying "wait," I ran a separate scan using just the MLP to look for value regardless of timing. It 

found something interesting: ETH was trading around $2,930, but the model's fair value estimate was $3,108. That's a big gap for 

a liquid market. 

 

Contract Cost Pred. Value Value Ratio Potential ROI 

ETH-25JAN26-2925-C $32 $182 0.18 +469% 

ETH-27JAN26-3050-C $11 $58 0.19 +427% 

Table 9: Contrarian ETH Value Opportunities 

Source: MLP contrarian value scan, January 23 

 These are Diamond-tier setups—the kind the original model never found. The caveat: they're mean-reversion bets in a 

falling market. High potential return, but real risk that ETH keeps dropping. The enhanced model can now identify these 

opportunities; the trader still has to decide whether the risk-reward makes sense for their situation. 

 

III.DISCUSSION 
 There's a bigger lesson here about the gap between financial theory and trading reality. Black-Scholes and GBM are 

beautiful models—closed-form solutions, clear assumptions, elegant math. But those assumptions (continuous trading, no jumps, 

constant volatility, no momentum) are systematically violated in crypto markets. 
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 When your training data assumes mean reversion but the market exhibits momentum, you get exactly what I got: a model 

that identifies "value" in puts right before they go to zero. The fix wasn't better model architecture—it was better feature 

engineering that gave the model visibility into what was actually happening in the market. 

 The separation of "value" and "timing" turned out to be crucial. The value scan can identify mispriced options; the timing 
model can say whether this is the right moment to act. Sometimes you find value but the timing is wrong. Sometimes the timing 

is right but there's no value. Good decisions need both signals. 

 What would I do differently? A few things. Transaction costs and slippage weren't modeled in the backtests—that 5.6% 

ROI might disappear with realistic execution. I'd want to test across more regime types: bull markets, bear markets, high-volatility 

periods, the post-halving dynamics. And I'd want to ensemble the models more systematically rather than picking winners by hand. 

  

IV.CONCLUSION 
 This project proved that synthetic-to-real transfer learning is possible for options pricing, but it also showed how easily 

hidden assumptions in your training data can create systematic biases. The initial model worked fine on calls but failed badly on 

puts—not because the model architecture was wrong, but because the data generation process embedded a mean-reversion 

assumption that doesn't hold in momentum-driven crypto markets. 

 The fix was relatively simple: add momentum features (RSI) and cross-sectional signals (IV skew), regenerate training data 
with explicit trend regimes, and retrain. The enhanced model avoided the put traps that the original fell into and even surfaced a 

few genuine Diamond-tier opportunities during the market pullback. 

 For anyone building similar systems, the takeaway is: don't just focus on model architecture. Think hard about what your 

training data assumes about the world. Those assumptions will show up in your predictions, sometimes in ways you don't expect 

until you've lost real money on them. 
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