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Abstract: Sustainable approaches to molecular analysis can support the development of computational methods for early stage drug
discovery. This work explores whether combining quantum derived molecular representations with a classical regressor improves the
prediction of heat capacity, and considers what that might mean for drug-likeness assessment. The QM9 molecular dataset is first prepared
through numerical preprocessing, feature scaling, and dimensionality reduction, after which the resulting representations are encoded into
a quantum circuit to produce quantum-derived features. These are combined with conventional molecular descriptors and fed into an
XGBoost regressor to generate the final heat-capacity (Cv) predictions. To gauge whether this hybrid design offers any real advantage, its
output is compared directly against a purely classical model, using R2, MAE, and MSE as the basis for comparison. The hybrid configuration
reaches an R2 of approximately 0.947, versus roughly 0.923 for the classical model a gap that suggests quantum-derived representations
can meaningfully sharpen prediction of this thermodynamic property, at least under the conditions tested here. Overall, the framework
offers a computationally grounded approach that could support molecular screening and contribute to more sustainable early-stage drug-
discovery strategies.

Key Word: Quantum Machine Learning - Hybrid Quantum-Classical Learning - Molecular Property Prediction - Heat Capacity
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I. INTRODUCTION

Drug discovery involves the analysis of many molecular characteristics before a compound can be considered for further
investigation. When a large number of molecules are examined, relying only on experimental evaluation can require considerable
time, effort, and resources. For this reason, computational methods have become an important part of modern molecular research.
Machine learning (ML), in particular, can be used to learn relationships between molecular features and selected properties,
allowing potentially useful information to be obtained before extensive experimental studies are performed [18, 19]. More broadly,
this work aligns with the growing emphasis on applying artificial intelligence methods to solve domain specific engineering
problems, reflecting how machine learning continues to reshape scientific and technological practice. By using predictive models
at an early stage, researchers can obtain an initial assessment of molecular properties and potentially reduce the number of
compounds that require more detailed analysis. The usefulness of such approaches, however, depends on how molecular
information is represented and how effectively the selected learning method can identify meaningful patterns in the data.
Thermodynamic properties offer another perspective for characterizing molecular systems. One such property is the heat capacity
at constant volume, denoted by (Cv), which is associated with the variation of a system's internal energy with temperature. Values
of (Cv) are available for molecules in several computational chemistry datasets and can therefore be investigated using data-driven
prediction techniques. In the present work, (Cv) is used as the target variable for examining the effect of quantum derived
representations on molecular property prediction. The predicted values are considered as one component of the proposed
computational molecular assessment and are not treated as an independent or complete measure of pharmaceutical drug-likeness.
A variety of classical ML algorithms have already been applied to problems involving molecular and chemical data. Such methods,
including regression and ensemble learning techniques, are capable of modelling nonlinear associations between input descriptors
and molecular properties [16, 17]. These considerations have also motivated researchers to investigate computational
representations beyond conventional classical approaches. It is becoming an increasingly studied area in computational research
[1, 3]. Early research explored how quantum computing could affects in different ML jobs supervised and unsupervised approaches
[4, 11]. Later investigations *Corresponding author. extended these ideas to areas such as chemistry and molecular modelling,
including applications related to drug discovery [13, 23]. Quantum states can exploit phenomena such as superposition and
entanglement, providing mechanisms for constructing alternative forms of feature representation [5, 25]. Parameterized quantum
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circuits are consequently being explored as components for transforming or processing information within machine learning
models. Despite this interest, practical quantum computing is still subject to hardware and noise-related limitations. The present
NISQ (Noisy Intermediate-Scale Quantum) environment makes completely quantum based learning pipelines difficult to
implement for many practical applications. Hybrid quantum—classical methods provide one possible solution by assigning selected
processing or representation tasks to a quantum circuit while retaining classical algorithms for optimization and prediction [2, 12].
This arrangement makes it possible to investigate quantum-enhanced learning within workflows that continue to rely on established
classical computational techniques. The QM9 dataset is particularly useful for studying molecular property prediction because it
provides a large collection of small organic molecules together with quantum-chemically calculated properties [18]. The dataset
includes several molecular and thermodynamic characteristics, making it suitable for experiments involving both conventional and
quantum-assisted learning approaches. In this work, QM9 is used as the experimental basis for studying the prediction of molecular
heat capacity and for evaluating whether quantum-derived information can complement conventional molecular features. This
study accordingly builds and evaluates a hybrid quantum—classical pipeline for predicting molecular heat capacity from the QM9
dataset. The workflow moves through three stages: the molecular data is first cleaned and prepared using standard preprocessing
steps, the extracted features are fed into a trainable quantum circuit, which transforms them into representations that can be used
by the model, and finally these representations are merged with the retained classical descriptors before being handed to an
XGBoost regressor for the prediction task itself. To judge whether the quantum-derived features add anything meaningful, the
hybrid model is evaluated alongside a classical baseline. Rather than positioning this hybrid method as a substitute for experimental
drug evaluation, the intent here is narrower: to test its viability as one additional, ICT-supported computational tool one that could
support early-stage molecular analysis and feed into the broader push toward more resource-conscious drug discovery
methodologies [7, 10, 15].

II.LITERATURE REVIEW

Machine learning has become an established computational tool for analyzing chemical and molecular data. Its application
to drug discovery has enabled researchers to investigate relationships between molecular representations and properties of interest
without evaluating every compound experimentally. Researchers have applied a range of learning algorithms to problems including
predicting molecular properties, classifying compounds, and screening candidates virtually. These studies highlight how data-
driven approaches can help solve problems by learning useful patterns from available data, reducing the computational effort
associated with large scale molecular analysis [16, 17]. Classical machine learning approaches have also been investigated
extensively for predicting chemical and molecular properties. Regression methods are particularly relevant when the property of
interest is continuous, while ensemble techniques can capture nonlinear relationships among molecular descriptors. Consequently,
feature preprocessing and representation remain important considerations when developing predictive models for molecular
datasets. An important resource for molecular machine learning research is the QM9 dataset. Introduced as a benchmark for
quantum-chemical machine learning, QM9 provides information for a large collection of small organic molecules together with
several calculated molecular properties [18]. The dataset includes energetic, structural, electronic, and thermodynamic quantities,
making it suitable for investigating different molecular-property prediction problems [17, 18]. Because the properties are
computationally generated under a consistent framework, QM9 has been widely used for comparing machine learning methods in
computational chemistry. Quantum computing provides another approach to machine learning by representing data as quantum
states and processing it through quantum operations, with early studies covering both supervised and unsupervised settings [1, 11].
The development of parameterized quantum circuits has further enabled trainable quantum models in which circuit parameters can
be optimized according to a learning objective [6, 9]. These developments have established a foundation for using quantum circuits
as components within machine learning pipelines. Quantum-based methods have also attracted attention in chemistry because
molecular systems are fundamentally governed by quantum mechanical phenomena. Research in quantum computing for chemistry
has examined how quantum algorithms and quantum representations can be used to address chemical modelling problems [13,
14]. Although practical quantum hardware continues to face limitations, these studies have encouraged investigation into quantum
assisted approaches for molecular data analysis. The NISQ environment has further influenced the design of QML methods.
Because current quantum devices are affected by noise, limited qubit availability, and other hardware constraints, hybrid
architectures have received considerable attention [2, 12]. Applications of QML to molecular and pharmaceutical research have
subsequently emerged as an active area of investigation. Previous studies have explored quantum-assisted techniques for molecular
representation, chemical prediction, and drug-discovery related tasks [8, 21]. These investigations suggest that quantum
computational components can be incorporated into molecular learning workflows, although the effectiveness of such methods
depends strongly on the selected dataset, encoding strategy, circuit architecture, and classical learning procedure. Hybrid models
are particularly relevant when the available molecular data are classical in nature. Instead of replacing the complete classical
learning pipeline, a quantum circuit can be introduced as an intermediate feature processing stage. The resulting quantum-derived
information can then be combined with conventional molecular descriptors and processed using an established classical learner.
This approach provides a way to experimentally examine whether quantum-generated representations contribute additional
predictive information while retaining the practical advantages of classical machine learning [20, 27]. Despite the progress in QML
for chemistry and molecular modelling, the application of hybrid quantum-—classical approaches to thermodynamic molecular
properties remains an emerging research direction. Much of the existing work has focused on broader molecular property prediction
or quantum chemistry applications, while comparatively fewer studies have specifically investigated heat capacity prediction
within a hybrid learning framework. This creates an opportunity to examine the usefulness of quantum-derived representations for
a thermodynamic prediction task using a recognized molecular benchmark. The present study addresses this area by combining
dimensionality reduction, quantum feature processing, and classical regression for the prediction of molecular heat capacity. The
QMO dataset is used to provide the molecular information, while a hybrid quantum—classical pipeline is compared with a classical
machine learning baseline. The comparison is intended to determine whether incorporating quantum-derived features produces a
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measurable improvement in prediction performance under the experimental conditions of this study. An additional motivation for
this work is the potential use of computational molecular-property prediction in early-stage screening.

I1l. METHODOLOGY
This section lays out the two approaches compared in this study a classical baseline and a quantum-augmented pipeline
both built with early-stage pharmaceutical screening in mind.

Classical Machine Learning Approach

Heat capacity (Cv) prediction in the classical setting is carried out using XGBoost, chosen because gradientboosted
ensembles have repeatedly shown strong results on molecular property and drug-discovery prediction tasks [16, 17]. Before
training, the QM9 dataset was reduced to its numerical fields only, since categorical or identifier columns carry no predictive value
for this regression task. XGBoost builds its prediction additively: rather than fitting one large model, XGBoost builds a series of
small decision trees, where each new tree focuses on reducing the prediction errors made by the previous trees. The final output is
the sum of all trees' contributions rather than any single tree's prediction. This additive, error-correcting structure is what allows
the model to pick up on non-linear relationships between molecular descriptors and heat capacity that a simpler model would miss.
The mathematical expression used to generate predictions in the XGBoost model is shown below.

K

Yi=2 filxi) )
k=1

where J; is the predicted heat capacity, each fi is one of the K decision trees generated during boosting, and x; is the input
feature vector describing molecule i.

1.2 Hybrid Quantum-Classical Approach

XGBoost ceiling in the classical setting is that it only ever sees classical feature space it has no mechanism for capturing
correlations that a quantum representation might expose. To test whether such correlations add predictive value, a hybrid pipeline
was built on top of the classical baseline.

Variational quantum circuits paired with QML algorithms and working and practical fit for (NISQ-era) devices [2, 9],
which motivates their use here. The same classical preprocessing (normalization and dimensionality reduction) is applied first,
reducing the feature vector down to four components one per available qubit. The reduced feature vector is encoded into a trainable
quantum circuit containing four qubits rotation gates, with entangling layers inserted to let the qubits capture correlations that
classical rotation alone would not represent. Superposition and entanglement give the circuit a way to express the original data in
a richer, higher-dimensional representation than the classical input space allows.

The resulting quantum feature vector can be written in the following form:
¢(x) =(0| UM T (x,0) M U(x, 6) | 0) )

here U(x, 8) is the quantum circuit itself, taking input features x through a set of trainable parameters 6. M is the
measurement step applied once that circuit has run, reading out the resulting quantum state. ¢(x) is the actual number that comes
out of from measurement. Once measured, these quantum-derived values are converted back into classical numbers and appended
to the existing classical feature set, which is then passed to the same XGBoost regressor used in the classical baseline. The pipeline
was implemented in Qiskit within a Google Colab environment. Feature encoding used a ZZFeatureMap, and the trainable ansatz
layer used Real Amplitudes [24].

The circuit itself was run on a simulator backend representative of NISQ-era hardware constraints, while all optimization
and regression fitting were handled classically by XGBoost. We now summarize the pipeline briefly. The dataset is first cleaned,
keeping only the relevant numerical features, then normalized and reduced in dimensionality to fit the limited number of qubits
available.

These reduced features are encoded into the quantum circuit by mapping each value to a gate rotation angle and conversion
may exploit superposition and entanglement. The quantum neural network then applies rotation and entangling gates across qubits,
letting them interact to capture subtle, non-obvious patterns in a richer feature space than classical methods allow. The qubits are
then measured, collapsing the quantum states into classical numerical values. Finally, these quantum-derived features are fed into
an XGBoost model, which learns the relationship between them and heat capacity, and the resulting predictions are used to judge
whether the molecule is a promising candidate.

Fig. 1 traces the full pipeline from raw data to final prediction. Molecular descriptors are first cleaned and scaled classically,
then reduced in dimensionality to match the number available qubits. Those features are combined with the retained classical
descriptors and handed to the XGBoost regressor, which produces the final heat capacity prediction used to inform drug-candidate
screening.
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Fig. 1. Pipeline for Hybrid Quantum—Classical Molecular Property Prediction
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Fig. 3. Entangling Layer Structure of the Parameterized Ansatz

IV. EXPERIMENTAL FINDINGS AND ANALYSIS

The hybrid model's performance was evaluated using both visual diagnostics and standard regression metrics, with the
goal of checking whether the quantum-derived features translate into a measurable prediction gain over the classical baseline. Fig.
4 plots predicted against actual heat-capacity values, where a tight clustering around the y = x reference line indicates accurate
prediction across the dataset rather than systematic over- or underestimation. To probe this further, Fig. 5 shows the residuals
(actual minus predicted) plotted against the predicted values. Residuals scattered evenly around zero with no visible trend or funnel
shape suggest the model isn't systematically biased in any particular range of the target variable. Fig. 6 presents this same residual
data as a histogram; its roughly bell-shaped, zero-centered distribution reinforces that prediction errors are small and consistently
distributed rather than concentrated in outliers. Fig. 7 places the hybrid model's R2 score alongside the classical baseline's for direct
comparison. The hybrid approach edges out the classical model, which is consistent with the idea that the quantum-derived features
are contributing.
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The hybrid model outperformed the classical XGBoost baseline, but a fuller validation would benefit from comparison
against other established methods Random Forests etc.

Ablation Analysis

To isolate what each part of the framework actually contributes, an ablation study can be run one that varies dimensionality
reduction, the quantum feature-encoding scheme, and circuit depth independently to see how each affects prediction performance.
These components directly influence the quality of feature representation and learning capability. Such analysis helps identify
which part of the framework contributes most toward improving prediction accuracy.

To examine how reliably the proposed hybrid framework performs, additional experiments were conducted to assess the
consistency of its results, future experiments can include repeated training runs and additional statistical validation techniques such
as confidence interval analysis. These evaluations can provide deeper insight into the stability and reliability of the reported
prediction performance across different experimental settings and dataset variations.

V.DISCUSSION
The hybrid model performs well overall, with predictions closely tracking actual heat capacity values and residuals that
are small and evenly scattered, pointing to stable, reliable behavior. Compared with the classical baseline, the hybrid QML model
shows a modest gain in R2, which likely comes from quantum feature encoding capturing non-linear molecular interactions that
classical methods struggle with. As quantum computing resources mature, this kind of quantum-classical combination could offer
growing value for early-stage drug property prediction, complementing rather than replacing classical baselines. Fig. 8 summarizes
the classical and quantum stages discussed above.

Dimensionality Claszical bits to Quarlltum Measureme
Reduction quantum states algorithms nt of qubits

Classical Part Quantum Part

Fig. 8. Detailed Diagram of process of QML for Drug Discovery

VI. CHALLENGES AND FUTURE DIRECTIONS

Despite the encouraging prediction results, the hybrid framework in its current form has real practical limits that would
need to be resolved before it could be deployed outside a research setting. The NISQ devices have less quantum bits and they are
affecting outliers during computation, operate with a limited qubit budget and remain vulnerable to noise that can corrupt quantum
state information mid-computation. That qubit ceiling directly constrains how large or how deep a circuit can be designed, which
in turn caps how much of the advantage of quantum computing this kind of hybrid approach can actually realize a constraint that
likely explains why the observed performance gain over the classical baseline, while real, stayed modest rather than dramatic [2,
19].

A second practical constraint concerns dataset size and complexity. Molecular studies typically involve a large number of
descriptive features, yet quantum circuits can only accommodate a small subset of them given current hardware limits making
effective dimensionality reduction essential for compressing the data without discarding information that matters [6, 19]. Getting
that balance right is harder than it sounds: trimming too aggressively risks losing predictive accuracy, while retaining too much
simply exceeds what the quantum system can process [22]. Another challenge is converting classical data into quantum states
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while retaining the information needed for effective learning and meaningful structure requires careful design, and a poorly chosen
encoding scheme can leave the circuit unable to extract useful patterns at all. Different encoding strategies also yield noticeably
different results, so identifying the right one for a given problem still largely comes down to experimentation, as does the broader
design of the circuit itself. This becomes a genuine bottleneck for large datasets or time-sensitive predictions.

Even with these constraints, several paths forward look promising. Hardware improvement is the most obvious one: as
qubit counts rise and noise levels fall, researchers will be able to build larger, more capable circuits, which should translate into
better accuracy and scalability. Alongside that, more noise-resilient quantum algorithms could reduce computational errors
directly, and continued work on encoding strategies is likely to yield further gains [26].

This framework isn't inherently limited to heat capacity the same pipeline could reasonably be adapted to other molecular
properties, such as energy levels, reactivity, or binding affinity. Testing it against larger, more chemically diverse datasets would
offer a clearer picture of how robust and generalizable it really is. More broadly, incorporating hybrid quantum models into real
drug-discovery pipelines could offer tangible benefits faster candidate screening and better-informed decisions earlier in the
research process.

VII.CONCLUSIONS

The present study investigated a hybrid quantum—classical learning strategy for estimating molecular heat capacity (Cv)
from the QM9 dataset and examined how the resulting predictions could be considered in the context of early-stage drug-discovery
research. Instead of relying entirely on a conventional machine learning representation, the proposed framework introduces
quantum-derived features into the learning process and subsequently uses XGBoost to perform the final regression task.

The experimental evaluation showed that the hybrid configuration obtained an R2 value of approximately 0.947, whereas
the corresponding classical model achieved approximately 0.923. The difference indicates an improvement in the prediction of
heat-capacity values after incorporating the quantum-derived representation. Although the improvement is modest, the result
demonstrates that the investigated hybrid configuration can provide useful complementary information for molecular property
prediction on the selected dataset. The relevance of this approach to sustainable development lies in the use of computational
methods for molecular analysis and early-stage screening. Predictive models can assist researchers in examining molecular
properties before extensive experimental investigation, thereby providing a computationally oriented pathway for preliminary
analysis. The study also indicates several directions for further investigation. Future work can examine larger and more chemically
diverse molecular datasets, evaluate the framework using repeated experimental trials, investigate alternative quantum circuit
designs, and measure computational requirements such as execution time and resource consumption.

Overall, the findings demonstrate the feasibility of combining quantum-derived molecular representations with classical
regression for heat-capacity prediction. The framework provides an exploratory foundation for applying emerging quantum-
classical computing techniques to molecular analysis and may support the development of future computational strategies for
sustainable drug-discovery research. This work illustrates how artificial intelligence techniques, when paired with emerging
computational paradigms such as quantum processing, can advance engineering-oriented problem solving in scientific domains.

Taken together, these results are best read as an early signal rather than a definitive verdict on quantum-enhanced molecular
modelling. The gains observed here were real but modest, and they came from a small, simulator-based circuit operating on a
single thermodynamic property. Whether that advantage holds or grows on larger qubit counts, noisier hardware, or a wider range
of molecular targets remains an open question that this study was not designed to answer. What it does offer is a concrete,
reproducible starting point: a working pipeline that others can extend, stress-test, and benchmark against as both quantum hardware
and molecular datasets continue to mature. The Overall findings and the structures are very good to implement a coding part
designing circuits and more appropriate they are some thousands of molecules | were implemented in coalab there after | have
designed circuits ain quiskit IBM.
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