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Abstract: The unregulated and fast propagation of fake news over digital media is today a significant issue in the current information
ecosystem which erodes trust in the community, distorts democratic procedures, and forms a specific impact on the ethics of society. Despite
the incredible success of transformer-based natural language processor models in detecting instances of misinformation by considering the
textual analysis, it ignores two fundamental humanistic indicators: the reputation of the source of the news and the level of emotional emotion
or expression (in the text). In order to overcome this weakness, the current paper will present a new fake news detection architecture, which
combines three complementary streams of features. Initially, fine-tuned transformer-based semantic representations such as BERT and
RoBERTa are used to extract contextual semantic representations. Second, there is explicit modeling of source credibility based on a special
trust-scoring mechanism which considers the reliability of the publishers. Third, a sentiment analysis module is used to capture sentiment
polarity and emotion cues to recognize language patterns of manipulation or biasness. These heterogeneous features are fused with the help of
adaptive weighting mechanism which assigns each stream of features dynamically the importance to particular features according to the
specificities of the input data. The resultant fused representation is then subjected to fully connected layers to classify the fused representation
into fake and real categories. Experimental analyses of benchmark datasets, such as the WELFake, FakeNewsNet, and PolitiFact, confirm that
the suggested methodology always beats the text-only transformers baselines. Findings indicate that credibility of the source and emotional
context are crucial to consider because they offer a more holistic and human-centered approach to fake news detection in the field.

Key Word: Fake news detection, transformer models, BERT, RoBERTa, source credibility, sentiment analysis, feature fusion, adaptive
weighting, natural language processing, misinformation detection, deep learning.

I. INTRODUCTION

The digital realm of the modern world presents an unprecedented number of users of information on social media, news
networks and messaging applications. A lot of this material is missed out with insufficient context, editorial checking or
accountability of sources. Consequently, fake news has turned out to be a viral problem, which quickly disseminates spreading
and affecting the opinion of people, political course, and behavior in society. One misleading story is enough to spread around the
world in several hours as it can often be too late to cancel the consequences and take some action to change the situation.

In order to overcome this issue, numerous corpus of automated fake news detection methods have been created by the
research community. Classic methods used early on made use of the old models of machine learning and the current models have
been solenoidly dominated by deep learning models and transformer model based such as BERT and RoBERTa. These models
are also good at capturing contextual semantics, allowing them to identify subtle linguistic patterns related to misinformation.
Combination of transformers and recurrent layers within the hybrid models have also enhanced performance to virtually the state
of art on standard datasets. Although these improvements have been made, high benchmark accuracy might not translate into real-
life performance.

The main weakness of most of the current methods is the utilization of text features per se. On a real-life scenario, there
are seldom situations when a human reader analyses information purely by its language. Rather, they pay attention to other
indicators like the trustworthiness of the author and the tone of the emotions they evoke. Credibility of the source denotes the
general reliability of both the publisher and their accuracy in the past, whereas the emotional appeal and tone can be used to show
whether or not the content is meant to inform or persuade listeners. Such signals are highly essential in human judgments yet have
been largely dismissed or only fondly cast as implicit models in current models.

This is where this work is encouraged. The existing models that use current transformer consider fake news detection as a
language problem instead of paying attention to the important contextual elements. Even though external features are occasionally
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involved, like social graphs or metadata, these are not interpretable and tend to be added indirectly. Furthermore, despite sentiment
features being relevant to detect emotionally-controlling content, they are seldom structured into detection pipelines.

To circumvent these shortcomings, the current paper presents a new multi-stream fake news detection architecture, which
is much more closely aligned with the human way of thinking. The architecture proposed has three parallel feature extraction
streams. Stream one makes use of transformed refined models (BERT/RoBERTa) to obtain semantic representations of the news
content relating to its context. The second stream represents credibility of the sources in a form of explicit trust scores that are
attributed to publishers, based on indicators of their reliability. The third stream is used to pick lingo sentiment polarity and
emotional elements in order to detect manipulative language patterns.

These heterogeneous features are combined using an adaptive fusion process which shows the weighting of each stream
of features depending on the nature of the input. This enables the model to rank various signals based on the context e.g. giving
more weight to the credibility of the source in a text that is ambiguous or more weight on sentiment in a text that is evidently
manipulated with emotions. This fused representation is then subjected to fully connected layers to be finally classified.

This work is novel, because the semantic, credibility and sentiment features are integrated in a single structure based on
principles. The proposed adaptive weighting mechanism allows dynamic and context-aware feature fusion unlike the existing
methods which are based on the same concept of feature fusion but uses the concept of static feature concatenation. This would
lead to a more robust and flexible system of detection that is capable of managing a variety of situations of misinformation.

The primary contributions of this paper are the following. To begin with, we suggest a three-stream architecture that puts
together textual semantics, source credibility, and sentiment features. Second, we present a dynamic feature fusion mechanism,
which dynamically weighs those components to enhance the performance of detection compared to methods which are not
adaptive. Third, we do in-depth experimentation on benchmark datasets to be sure that the proposed method is effective and show
stable improvements over the transformer-based baselines. Lastly, the framework makes the contribution of each stream of features
to the end prediction analyzable, meaning it improves the interpretability.

The rest of this paper has the following organization. Section 2 looks into the connective literature of fake news detection. The
methodology is outlined in section 3. In Section 4, we describe the experimental set-up and datasets. The results are discussed in
Section 5 and the paper is concluded in Section 6 by giving future research directions.

I1.RELATED WORK

False news is now a research problem as the spread of misinformation on the internet is growing at a rapid pace. These
proposed approaches effectively include transformer-based architectures, hybrid deep learning approaches, knowledge-based
systems, systems based on multimodal, and explainability-centered approaches, among numerous others, making them diverse
over the last 10 years. In this section, we organize the discussion of these developments and point to the gap in research that is
discussed in this work.

The emergence of transformer-based models as the most popular paradigm in fake news detection can be explained by the
capabilities of the models to use deep contextual semantics. Initial attempts showed that sequential models that incorporate
transformer embeddings perform better. To illustrate, Al-Quayed et al. [1] combined BERT with BiLSTM and BiGRU layers, thus
high accuracy because it considers both the contextual and sequential dependencies. Likewise, Alghamdi et al. [2] demonstrated
that domain-specific models like fine-tuned transformer models (e.g., CT-BERT) can considerably enhance detection performance
in particular scenarios (e.g., COVID-19 misinformation). Transformer architecture improvements have also been investigated,
where denser and dropout layers enhance the classification robustness as evidenced by Oad et al. [17]. Minimal versions like
DistilBERT also allow efficient implementation and compete in performance [23]. Large language models, such as ROBERTa,
have also successfully been used as transfer learning strategies, especially in the setting of limited data, to generalize across datasets
[25]. Better results are continually proven through comparative analysis and surveys of superiority of transformer-based method
over traditional ones [10], [13], [16].

There are also hybrid deep learning models that have been extensively written to improve performance besides standalone
transformer models. These approaches normally comprise transformers with CNNs, RNNs, or attention mechanisms to obtain
complementary attributes. Hashmi et al. [14] have shown that the performance of FastText embeddings in combination with CNN-
LSTM architectures is of great benefit in enhancing the accuracy of detection when used across various datasets. Equally,
Almandouh et al. [18] demonstrated that the hybrid models like BIGRU-BILSTM models are better at the Arabic fake news
detection than a variety of baselines. The use of reinforcement and optimization-based processes have also been unveiled to
enhance convergence and accuracy of models, such as the study of Ahmad et al. [6]. Moreover, integrating transformer designs
with sequential models, like RoOBERTa with LSTM, improves the performance and interpretability of the models, as shown by
Mohawesh et al. [19]. These papers identify the efficacy of hybrid designs to make use of various feature portrayals.

Besides the deep learning-based methods, the knowledge and context-based methods have been suggested to utilize
external data in detecting fake news. Nair et al. [3] has proposed a knowledge-based model which uses Subject-Predicate-Object
(SPO) triplets as well as topic modelling to identify semantic relationships and misinformation tendencies. In the same vein, Kozik
et al. [8] proposed that the role of fake news should not remain solely at the binary classification of fake news, but it must also
focus on the multi-factor credibility evaluation. Even more recent methods by LekshmiAmmal and Madasamy [9] further stressed
the use of reasoning-based detection with the use of large language models, which revealed that contextual and semantic reasoning
played a crucial role in detecting misinformation. These methods prove that the use of structured knowledge could greatly improve
the performance of detectors.

The growing sophistication of misinformation online has likewise resulted in the creation of multimodal detection models.
These techniques combine textual and visual (and sometimes audio) to enhance the accuracy of detection, unlike the traditional
methods of text only technology. Visweswaran et al. [4] implemented a multimodal architecture where TextGCN and Vision
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Transformers were used showing better results with a joint learning of features. Likewise, Meel and Vishwakarma [15] proposed
a multimodal fusion system, which incorporates text representations created with transformers and deep visual representations,
demonstrating excellent results on a variety of data sets. Francis et al. [24] applied the concept to low-resource languages by adding
text, image and speech modalities. These papers have put the multimodal information in the limelight in respect of the whole
situation of fake news.

Graph-based and fusion-based methods have also led to additional improvements in the fake news detection by modeling
relationships between users, content, and sources. Kumar et al. [5] suggested a graph-augmented transformer ensemble model that
incorporates semantic and relational features with active fusion plans. These methods can show how heterogeneous information
sources can be used together to enhance the accuracy of detection. Nevertheless, most of the currently implemented fusion methods
use fixed weighting systems, which restrict their flexibility in various situations.

As a complement to fake news detection using word features, sentiment and linguistic features have also been analyzed.
Combining transformer models with attention-based BiLSTM architectures enhances sentiment classification and interpretability,
Jahin et al. [11] showed. Abdedaiem et al. [12] have also created a dataset that was particularly created to detect fake news and
sentiment analysis of fake news jointly and therefore, attach the relevance of emotional cues. Akpinar et al. [21] also demonstrated
that attention-based models can be successfully used to model linguistic nuances in low-resource language. These articles allude
to the fact that sentiment information is very significant in determining manipulative or emotive content.

Explainability and trustworthy Al is another significant trend in recent studies. Since detection mechanisms of fake news
continue to be applied into the real world, comprehending model selections has come into importance. Likha et al. [7] integrated
explainable Al methods, including LIME, Anchor, and Occlusion to interpret predictions made using transformers. On the same
note, both Hashmi et al. [14] and Mohawesh et al. [19] also employed explainability techniques to give insights into how the model
will behave. These strategies increase openness and promote confidence towards automated detection systems.

The latter is also of interest to multilingual and low-resource language detection, as misinformation is a global
phenomenon. It has been demonstrated that transformer models are adaptable to other languages, but there are problems with data
availability and linguistic diversity. Albtoush et al. [20] compared Arabic transformer models and emphasized the importance of
preprocessing strategies. Akpinar et al. proposed an effective attention-based model of Turkish, whereas Abdedaiem et al.
concentrated on the dataset development of the Arabic dialects in Algeria [12]. These articles underline the necessity of language-
related modifications of fake news detection tools.

Irrespective of these developments, there are a few shortcomings. Majority of the available methods are mostly based on
textual characteristics, and additional significant indicators like credibility and context of source have often been overlooked.
Although multimodal and graph techniques overcome this drawback, they often use fixed fusion mechanisms, which are not
sensitive to different properties of inputs. Moreover, the issue of generalization, interpretability, and actual implementation arises,
which continues to be the focus of new surveys [13].

Overall, transformer-based models have good semantic understanding, but can also be poor integrators of the features.
Current techniques either concentrate on a single type of feature, or employ predetermined fusion. The gap prompts the suggested
solution, a combination of textual semantics, source credibility, and sentiment-based features into an adaptive fusion model that
allows a more holistic and context-dependent fake news detection system.

I1l. PROPOSED METHODOLOGY

When it comes to noticing fake news, it is seldom a one-point issue. A bit of fake news can be grammatically sound,
emotion-intensifying, and released by an organization with a history of being untrustworthy - and a machine that judges a document
by its text will overlook two out of three of these indicators. The argument that is created in this work centers around the
observation. Instead of viewing the problem of fake news detection as a strictly linguistic classification problem, the model is
made to replicate how a critical reader would approach information, by processing the text and evaluating who published it, and
how it is conveyed.

The three dimensions include semantic content, source credibility, and emotional tone these are modeled as streams of
independent features which are later fused adaptively by a fusion mechanism to come up with the final prediction.

Figure 1 illustrates the entire end-to-end architecture of the proposed system, showing the path of the raw input to
preprocessing, three parallel branches of feature extraction, adaptive fusion and the ultimate binary classification. As discussed in
the next section, Figure 2, further in this section, after explaining the fusion mechanism, is a zoom-in to the adaptive weighting
strategy which depicts how each of the feature streams is dynamically weighted and then combined into a single unified
representation. Each of the components is described in detail in the following subsections.

3.1 Input Representation

The system accepts three distinct inputs for each news item: the news headline, the article body text, and metadata
identifying the source or publisher. Separating the headline from the body is intentional. Fake news authors frequently craft
misleading or emotionally exaggerated headlines that do not accurately reflect article content — a pattern that would be obscured
if the two were simply concatenated without distinction. Keeping the source as a structurally separate input rather than ignoring it
or embedding it implicitly within the text allows the credibility scoring module to treat publisher reputation as a first-class feature
rather than an afterthought.
Formally, for each news sample i in the dataset, the input is represented as the triple:

Xi=(H,B,S) (1)

where H_i denotes the headline token sequence, B_i denotes the article body token sequence, and S_i denotes the
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normalized publisher identifier. These three components are processed through separate but coordinated pipelines before being
merged at the fusion stage.

3.2 Preprocessing Pipeline
Before any features are extracted, all three inputs pass through a unified preprocessing stage.

Transformer Encoder

A 4

(BERT / RoBERTa)
Contextual Embedding
“| (CLS Vector)
News | Preprocessing
Headline 7| - Text Cleaning
- Tokenization
- Source Source Feature Extraction
News Normalization
Article - Sentiment
Body Preparation \ 4
o . Feature Fusion
_.| Credibility Scoring Layer
Source / _ Module (Concatenation /
Publisher Attention Fusion)
| Source Feature Vector
Sentiment Analysis
Module
\ 4
.| Polarity & Emotion Fully Connected
Features Layers
+ Dropout +
Activation
| Sentiment Vector |

Fake News / Real
News
Prediction

Figure 1: Overall Architecture of the Proposed Multi-Modal Fake News Detection Framework

For the textual components H_i and B_i, this involves removal of HTML artifacts, hyperlinks, and special characters,
followed by lowercasing, punctuation normalization, and stop word filtering where contextually appropriate. Tokenization is
handled by the WordPiece tokenizer native to BERT and RoBERTa, with each token mapped to a vocabulary index. The headline
and body are concatenated with a [SEP] separator token and bounded by the [CLS] token at the start, so the full textual input to
the transformer encoder takes the form:

T; = [CLS] H; [SEP] B; [SEP] (2)

This structure gives the transformer access to both the headline and body within a single forward pass while preserving
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the structural boundary between them through the separator token. Source normalization maps S_i to a canonical publisher
identifier, resolving aliases and variant spellings, and prepares sentiment analysis by segmenting the article body into individual
sentences for sentence-level affective processing before document-level aggregation.

3.3 Transformer-Based Semantic Feature Extraction

The first and primary feature stream processes the preprocessed token sequence T;using a pre-trained transformer encoder.
In this work, both BERT and RoBERTa are considered as backbone architectures in order to evaluate their effectiveness within a
unified framework. Given an input sequence consisting of ntokens, the transformer encoder generates a sequence of contextualized
hidden representations:

H; = TransformerEncoder(T;) € R™¢ (3)

where ddenotes the hidden dimension of the model (typically d = 768for base configurations). Each row in H;corresponds
to the contextual embedding of a token, capturing both local and long-range dependencies within the input sequence.

From this representation, the embedding associated with the [CLS]token — corresponding to the first position in the
sequence — is extracted as a global semantic representation of the entire input:

Fe = Hi™1 € R® (4)

The [CLS]token is specifically designed during pre-training to aggregate sequence-level information, making it suitable
for downstream classification tasks. The resulting vector F,,therefore encodes the overall semantic meaning of the news item and
serves as the primary textual feature passed to the fusion layer.

Rather than freezing the transformer parameters, the encoder is fine-tuned end-to-end during training. A smaller learning
rate is applied to the pre-trained layers to preserve the general linguistic knowledge acquired during large-scale pre-training, while
still allowing the model to adapt to domain-specific patterns associated with fake and real news. This balance helps maintain
stability during training while improving task-specific performance.

The inclusion of both BERT and RoBERTa is motivated by their architectural and training differences. ROBERTa benefits
from dynamic masking strategies, larger training batches, and extended training schedules, which often lead to more robust
contextual representations. In contrast, BERT remains widely adopted due to its efficiency and strong baseline performance across
a variety of tasks. By maintaining identical downstream components for both encoders, the framework enables a controlled
comparison of their impact on fake news detection performance without introducing confounding architectural variations.

3.4 Source Credibility Feature Extraction

The second feature stream captures the publisher-level signal that is typically overlooked in text-only approaches. As
illustrated in the middle branch of Figure 1, each normalized publisher identifier S;is passed through a dedicated Credibility Scoring
Module, which produces a structured numerical representation of the source’s historical reliability.

The credibility representation is constructed from a set of kcredibility indicators, denoted as ¢y, c;, ..., ¢x. These signals
are derived from multiple external and metadata-driven sources, including fact-checking organization records, media bias ratings,
domain registration history, and known unreliable source lists. Collectively, these features form a raw credibility descriptor:

C; = [c1,Cp0 o, i ]T ER¥ (6)

To enable effective integration with other feature streams, this descriptor is projected into a learned embedding space
using a linear transformation followed by a non-linear activation:

Foouree = ReLU(W - C; + by) € R%s 8

where W, € R%*kand b, € R%are learnable parameters, and d,denotes the dimensionality of the source feature space
(set to 128 in this work). This transformation allows heterogeneous credibility signals to be combined into a compact representation
that can be jointly learned with other features during training.

For publishers observed during training, the embedding F,,..is refined through backpropagation. However, real-world
deployment inevitably involves previously unseen sources. To address this, a default uncertainty embedding is introduced for
unseen publishers. This embedding is initialized to represent maximum ambiguity, effectively signaling to the downstream fusion
mechanism that the credibility signal should be treated with reduced confidence for such inputs. This design choice ensures
robustness and prevents the model from making overconfident predictions when source information is unavailable or unreliable.

In addition to the vector representation, a scalar credibility score is computed to summarize the overall trustworthiness of
the publisher:

Cred SCOI‘C(Sl-) = O-(UST ' Féou:ce) (9)

where v, € R%is a learnable scoring vector and o(-) denotes the sigmoid function, the resulting value lies in the range
[0 1]and can be interpreted as a normalized estimate of publisher reliability. This explicit modeling of source credibility introduces
a critical signal that complements textual semantics and improves the model’s ability to detect misinformation originating from
historically unreliable outlets.

3.5 Sentiment Analysis and Emotion Feature Extraction

The third feature stream focuses on capturing the affective characteristics of news content. Prior studies in misinformation
detection have shown that fake news frequently employs emotionally charged language to provoke reactions such as fear, anger,
or outrage, thereby encouraging rapid dissemination without critical evaluation. The proposed framework explicitly models these
signals rather than relying on the transformer encoder to infer them implicitly.

The article body is first ssgmented into msentences, denoted as {s;, s, ..., S, }. Each sentence s;is processed independently

to extract two types of features: a sentiment polarity score and an emotion intensity vector. The polarity score p; € [—1,1]captures
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the overall sentiment orientation of the sentence, while the emotion vector e; € R?represents the intensity of predefined emotion
categories such as anger, fear, sadness, joy, surprise, and disgust.

To obtain a document-level representation, these sentence-level features are aggregated across the entire article:

1 m

Pdoc = m Zj:l pj (10)
1

EdOC = ; Z;’;lej € Rq (11)

The scalar polarity P;,.and the emotion vector E4.are then concatenated to form a unified sentiment descriptor. This
descriptor is projected into a feature space through a learned transformation:

Fsentiment = ReLU(VVe ) [Pdoc; Edoc] + be) € ]Rde (12)

where W, € R%*(+Dand b, € R%are learnable parameters, and d,is the dimensionality of the sentiment feature vector
(set to 64 in this work).

This formulation ensures that both the overall emotional polarity and the distribution of specific emotion categories are
jointly represented. A factual and neutral article typically produces a near-zero polarity score with low emotion intensities across
categories. In contrast, fake news content often exhibits strong polarity values and pronounced peaks in specific emotions,
particularly fear and anger, which are commonly associated with manipulative or sensational narratives.

By explicitly modeling these affective signals, the framework captures an additional dimension of information that
complements semantic understanding and source credibility, enabling a more comprehensive representation of news content.

3.6 Adaptive Feature Fusion Mechanism

Text Semantic Weight w,

Features
,:\Adaﬁtivg Weighting Weighted Feature
_— echanism Fusion
Sourf:e Ctredlblllty Assigns Feature Wi Fopsy
eatures . ex
— by IMportance
(Trust / Reliability Weight w Dy?]amically + W2 Fsource
L Signals) D + W3Fsentiment
, \ 1
Sentiment Features )
(Polarity / Emotion —> Weight w; e Decision Network
| Cves) ) Fully Connected

Layers
RelLU + Dropout

!

Final Prediction
Fake / Real

Prediction Score
/ Confidence

Figure 2: Adaptive Multi-Feature Weighting and Fusion Strategy for Final Decision Making

Once the three feature vectors F,.,, € RY, F, .. € R%, and Fyimene € R%ehave been extracted, they are combined within
the adaptive fusion layer illustrated in Figure 2. This stage represents a key departure from conventional hybrid models, which
typically rely on static concatenation and leave the burden of feature selection entirely to downstream classifiers.

The fusion process begins by forming a joint context descriptor through concatenation of the three feature streams:
Z; = [Ftext; Fsource; Fsentiment] € R(d+d5+de) (13)

This descriptor summarizes the complete information available for a given input and serves as the input to a lightweight
gating network. The gating network is designed to learn how much importance should be assigned to each feature stream for that
specific instance. It consists of a single hidden layer with a tanh activation, followed by a softmax output layer that produces a
normalized weight vector:

[wy, w,, ws] = Softmax(W, - tanh(W), - z; + by,) + by) (14)
where W, b,, W, bgare learnable parameters. The softmax operation ensures:
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w, +w, +wy =1, w,w,,wy; 20 (15)
These weights determine the relative contribution of each feature stream. Unlike fixed-weight fusion, this mechanism
adapts dynamically to the characteristics of each input, allowing the model to rely more heavily on the most informative signal.
Before fusion, each feature vector is projected into a shared latent space of dimensionality dfusing learned linear
transformations:
Pexi: RY > RY, P oo RY —> R, P,

» £source* sentiment *

R%e — RYs (16)
The fused representation is then computed as a weighted combination:

Fﬁlsed =Wwp- Ptext (Ftext) +w, - Psource (Fsource) +ws - Psentiment (Fsemiment) (17)
where Fy,..q € R%and d; = 256in the proposed implementation.

This formulation allows the model to adaptively emphasize different signals. For example, when textual semantics are
ambiguous, the model may assign greater weight to source credibility. Conversely, when the content exhibits strong emotional
characteristics, the sentiment stream may dominate. The weighting behavior is learned directly from data, without imposing any
prior assumptions about feature importance.

The fused representation is subsequently passed to the classification head, consisting of two fully connected layers with
ReLU activations, batch normalization, and dropout regularization:

h,; = ReLU(BatchNorm(W; - Fgeq + b1)) (18)
h, = Dropout(ReLU(W, - hy + b,),p = 0.3) (19)
§ = Softmax(Wj - h, + b3) € R? (20)

The output yrepresents the probability distribution over the fake and real classes. The predicted label corresponds to the
class with the highest probability, while the associated confidence score is defined as max(9), providing an interpretable measure
of prediction certainty.

3.7 Training Objective and Optimization
The entire framework is trained end-to-end using supervised learning. The objective is to minimize the cross-entropy loss
over the binary classification task:

N {; [ake ~real
L=-13" [ylog®™) + (1 - y)log )] 1)

where Nis the number of training samples, y; € {0,1}is the ground truth label, and y, yradenote the predicted
probabilities for the respective classes.

Optimization is performed using the Adam optimizer with parameters g; = 0.9, 5, = 0.999, and € = 10~8. A warm-up
learning rate schedule is employed, where the learning rate increases linearly from zero to 2 x 10~>during the initial 10% of
training steps, followed by cosine decay.

To stabilize training and account for different parameter initializations, distinct learning rates are applied to different
components. The pre-trained transformer encoder is updated with a smaller learning rate of 2 x 1075, preserving its learned
linguistic representations. In contrast, newly initialized components including the credibility module, sentiment projection layers,
gating network, and classification head are trained with a higher learning rate of 1 x 10~*, enabling faster adaptation.

Additionally, L2 weight decay with a coefficient of 10~2is applied across all parameters to reduce overfitting and improve
generalization.

3.8 Summary

The proposed framework integrates three complementary perspectives of a news item — its semantic content, the
credibility of its source, and its emotional tone within a unified architecture. Rather than relying on any single signal, the model
combines these dimensions through an adaptive fusion mechanism that dynamically determines their relative importance for each
input.

This design is intentional throughout. The separation of inputs preserves structural distinctions between headline, body,
and source. The credibility module introduces an explicit representation of publisher reliability. The sentiment component captures
affective cues often associated with misinformation. Most importantly, the adaptive gating mechanism replaces static feature
concatenation with a learned, context-sensitive weighting strategy.

Together, these elements produce a detection system that is not only technically robust but also conceptually aligned with
how humans assess information credibility in real-world settings.

IV.EXPERIMENTAL SETUP AND DATASET DESCRIPTION

To evaluate the effectiveness of the proposed framework in realistic settings, experiments are conducted using a
combination of benchmark datasets that capture both textual content and source-level information. The primary dataset used in
this work is the Fake News Net dataset, which is publicly available at.
https://github.com/KaiDMML/FakeNewsNet/tree/master/dataset Fake News Net is particularly suitable for this study as it
provides not only news articles but also associated metadata such as publisher information, enabling direct integration with the
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proposed source credibility module. The dataset consists of two widely used subsets, namely PolitiFact and GossipCop, which
cover political and entertainment domains respectively. Each sample is labeled as real or fake based on verified fact-checking
sources, ensuring high-quality ground truth annotations.

In addition to Fake News Net, the WEL Fake dataset is used to further validate the generalization capability of the model.
WELFake is a large-scale dataset constructed from multiple sources and contains a balanced distribution of real and fake news
articles. Its inclusion helps ensure that the model does not overfit to platform-specific patterns and remains robust across diverse
writing styles and domains. Before training, all data undergoes preprocessing to ensure consistency across inputs. News articles
with missing or incomplete content are removed, and textual data is cleaned by eliminating noise such as HTML tags, URLs, and
irregular symbols. Publisher names are normalized to enable reliable source credibility scoring, and the text is tokenized using
transformer-compatible tokenizers. Sentence segmentation is also performed to support sentiment extraction at the document level.
Only samples with clearly defined labels are retained for training and evaluation. The dataset is divided into training, validation,
and test sets using a 70:10:20 split to ensure reliable performance evaluation on unseen data. Model performance is assessed using
standard classification metrics including accuracy, precision, recall, and F1-score, which together provide a balanced evaluation
of classification quality, particularly in the presence of class imbalance.

The proposed model is implemented using transformer backbones such as BERT and RoBERTa, with a hidden dimension
of 768. The source credibility and sentiment feature vectors are set to dimensions of 128 and 64 respectively, and are projected
into a shared fusion space of dimension 256. Training is performed using the Adam optimizer with differential learning rates for
pre-trained and newly initialized components, as described in Section 3.

Overall, the combination of Fake News Net and WEL Fake provides a comprehensive evaluation environment that aligns
well with the proposed multi-stream architecture. While Fake News Net enables the integration of source-level information,
WELFake ensures robustness across diverse textual patterns, thereby validating the effectiveness of the proposed approach in both
controlled and real-world scenarios.

V.RESULTS AND DISCUSSION
5.1 Experimental Setup Summary
The framework is tested on benchmark data, i.e. FakeNewsNet (PolitiFact subset) and WELFake to test actual applicability,
and cross-domain applicability. The standard measures to determine performance are expressed in standard classification
measures; accuracy, precision, recall, and F1-score. The suggested model is contrasted with various off-the-shelf methods, such
as traditional machine-learning models, deep-learning architectures, and transformer-based methods of state-of-the-art. The
models are all trained and tested in the same appropriate conditions of the experiment, so that they can be fairly compared.

5.2 Overall Performance Comparison

The assessment of the general performance of the proposed model and existing base techniques is given in Table 1. The
findings conveniently indicate that the proposed multi-stream structure has a better performance in all evaluation measures with
an accuracy of 98.2 which is better than both classical and transformer-based models.

Model Accuracy (%) Precision Recall F1-Score
Logistic Regression 88.4 0.87 0.88 0.87
SVM 89.7 0.89 0.89 0.89
CNN 92.1 0.91 0.92 0.91
LSTM 93.5 0.93 0.93 0.93
BERT 96.8 0.96 0.97 0.96
RoBERTa 97.3 0.97 0.97 0.97
BERT + BiLSTM 97.6 0.97 0.98 0.97
Graph + Transformer (SOTA) 97.8 0.98 0.97 0.97
Proposed Model 98.2 0.98 0.98 0.98

Table 1: Performance Comparison with baseline models

Compared to transformer-only models, the fact that it has marked improvement lays emphasis on the need to introduce
other signals other than textual semantics. Although both BERT and RoBERTa can readily learn the contextual meaning, they do
not explicitly recognize the reliability of sources and emotional manipulation. The proposed model resolves this limitation by a
combination of these signals using adaptive fusion mechanism which results to a consistent gain in performance.

5.3 Ablation Study
An ablation study is used to assess the value of each of the feature streams by selectively removing parts of the proposed
framework. The summary of the results is provided in Table 2.

Configuration Accuracy (%) F1-Score
Text Only (Transformer) 96.8 0.96
Text + Source 97.5 0.97
Text + Sentiment 97.2 0.97
Source + Sentiment 94.6 0.94
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Full Model (All Features) 98.2 0.98
Table 2: Ablation Study of Feature Components

The findings show that the contribution of each stream to the overall performance is significant. Though the text
representation based on transfers can be viewed as a good baseline, the inclusion of the source credibility aspect results in a
significant rise, which proves publisher reliability to be an important indicator. Sentiment further boosts performance as it grabs
manipulation patterns of emotions. The most accurate model, i.e. the one that incorporates all three elements, is the most accurate
one, which proves the usefulness of the multi-stream design proposed.

5.4 Impact of Adaptive Fusion
The proposed method is compared with other fusion techniques to evaluate the effectiveness of the adaptive fusion
mechanism. Table 3 presents the results.

Fusion Method Accuracy (%) F1-Score
Simple Concatenation 97.4 0.97
Equal Weighting 97.6 0.97
Adaptive Fusion (Proposed) 98.2 0.98

Table 3: Comparison of Fusion Strategies

Adaptive fusion mechanism is always superior to those that are not dynamic. It is possible to attribute this improvement
to the capacity of the model to dynamically change the relevance of each feature stream to the characteristics of the inputs. As an
example, ambiguous textual material may be known through greater source credibility as reflected in the model, but emotionally-
driven textual material may enhance the impact of sentiment features as reflected in the model. Such flexibility allows superior
generalization in the variety of situations.

5.5 Dataset-wise Performance
The proposed model is also tested on different datasets to assess its robustness. Table 4 indicates the results.

Dataset Accuracy (%) F1-Score
FakeNewsNet 97.9 0.98
WELFake 98.2 0.98

Table 4: Performance Across Datasets

The model in question shows a high level of performance in both datasets, which means that the model yields a high level
of generalization. Whereas FakeNewsNet gives a real world scenario with the source information, WELFake introduces various
textual spacing. The fact that it has been able to consistently perform with these datasets evidences that the proposed framework
is not restricted to a specific domain or dataset, but can be effectively adapted to address various forms of misinformation.
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Figure 3: SHAP-Based Feature Contribution Analysis for Fake News Prediction

Figure 3 is the SHAP (SHapley Additive explanations) summary plot that shows how the various features contributed to
the model predicting fake news. Each data point corresponds to single sample and its location on the horizontal line corresponds
to the magnitudes and the direction of its contribution to prediction. SHAP that is positive moves the prediction towards the fake
class, and negative moves the prediction towards the real class. The storyline demonstrates that the source credibility score is the
strongest characteristic, then fear and anger emotion intensity, and proves the significance of the credibility and emotion
manipulation in the fake news detection. Transformer-based semantic features (CLS embeddings) also play an important role, and
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the sentiment-related features are additional clues. The color gradient also suggests the feature value (low to high), as higher values
of some features, like fear intensity are strongly correlated with predictions of fake news.
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Figure 4: Comparison of Emotion Intensity Distribution between Fake and Real News

The average scores of emotion intensity of fake and real news articles in various emotions are shown in figure 4. The
findings reveal that fake news distribution has much more fear, anger, disgust, and sadness than real news distribution which has
slightly more joy and mixed emotional expression. Such a spread proves that fake news posts are usually based on the use of
emotionally-charged language in order to persuade viewers and promote instant spreading. On the other hand, real news would be
more neutral or informative. The results justify the incorporation of sentiment and emotion features into the framework proposed
because these features offer discriminating features that work in conjunction with semantic and credibility-based features.
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Figure 5: Mean SHAP Feature Importance Across Feature Streams

Figure 5 shows the average absolute SHAP values of all features, categorized by their respective streams: source
credibility, semantic and sentiment features. According to the results, source credibility properties take majority in the decision-
making process of the model and the contribution score is greatest after which are emotional features like fear, sentiment polarity.
Transformer embeddings on the basis of semantic features are also relevant, which attests to their relevance in contextual meaning
extraction. Nevertheless, the collective involvement of the sentiment-related features evidences that an emotional signal offers a
greater amount of discriminating capability compared to text semantics only. On the whole, the figure confirms the efficiency of
the suggested multi-stream architecture and integrative character of the three types of features.

5.6 Comparison to Existing Literature.

To further prove the usefulness of the suggested framework, its efficiency is contrasted with the representative state-of the
art models that have been reported in the literature. These are discussed in Section 2 under transformer-based, hybrid deep learning,
multimodal, and graph-based. The analysis of the comparison will be based on the reported accuracy and F1-score which are the
most frequent metrics of evaluation used in the literature on fake news detection.

Reference Method Description Dataset Accuracy F1-Score
(%)
[4] TextGCN + Vision Multimodal fusion (text + Benchmark 94.1 0.94
Transformer image) Dataset
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[5] Graph + Transformer Graph + semantic fusion FakeNewsNet 96.5 0.965
Ensemble (GETE)
[14] CNN + LSTM + Hybrid deep learning with WELFake 97 0.97
FastText XAl
[24] Multimodal Low-resource multimodal Tamil Dataset 85 0.85
Transformer
(Text+Image+Speech)
[25] Transfer Learning Multi-stage transfer Politifact 97 0.97
(RoBERTa-bhased) learning
Proposed Model Transformer + Source + FakeNewsNet, 98.2 0.98
Sentiment + Adaptive WELFake
Fusion

Table 5: Comparison with State-of-the-Art Methods from Literature

As the findings in Table 5 reveal, the proposed model has the best overall accuracy of 98.2% and corresponding F1-score
of 0.98 and it outperforms the other approaches in any comparison. Although multimodal models like TextGCN with Vision
Transformer [4] and those that use transformers as multimodals [24] extend the use of other data modalities, more complex and
reliant on multimodal availability, they provide limited performance. Graph methods like GETE [5] on the other hand are effective
in capturing relational information but they are also extensively dependent on social network features, which are not always
available in practical applications.

Hybrid deep learning models [14] and transfer learning-based methods [25] demonstrate competitive performance through
better textual representation and using the pre-trained models. Nevertheless, these techniques are mainly content-oriented
(linguistic-based) and fail to explicitly include external indicators, like credibility of source or their emotional nature of
information.

The proposed framework goes further and presents a more containerized model by involving the semantic, credibility, and
sentiment in an adaptive fusion mechanism. This design allows the model to preserve complementary information, not just text
but dynamically re-purpose the significance of every stream feature according to input properties. This leads to the model
performing highly and being resilient across datasets.

In general, the comparison shows that the proposed method is not only more accurate in the detection but can also be a
more effective and generalizable solution to the real-world detection of fake news.

5.6 Discussion

The findings indicate that using a combination of semantic/source credibility and sentiment features provides a more
effective fake news detection tool compared to text alone. Transformer models like BERT and RoBERTa are able to perform well
on the baseline accuracy, and have difficulties with well-crafted misinformation that is very similar to legitimate content. The
source credibility feature would give a critical signal in such situations, as it captures publisher reliability which considerably
enhances the performance of the detection as it was verified in the ablation study. The sentiment element helps by pinpointing the
emotional manipulative trends that may be prevalent in fake news. Even though this source credibility is more innuendo than the
source credibility, it always enhances performance of datasets since it complements the semantic features. The adaptive fusion
mechanism is another mechanism, which extends the model by dynamically weighting the streams of features. This approach,
which contrasts the state of art of the static fusion approach, enables the model to accommodate focus variation based on the input
or improve the overall robustness and generalization. Nevertheless, a number of limitations are associated with the framework.
The source credibility module is dependent on the reliability of the information provided by a publisher which cannot always be
good. The sentiment module may also have a problem with the informality or fast-changing language trends. Irrespective of these
obstacles, the findings have shown clearly that a combination of various complementary signals is a better and more viable tool in
identifying fake news.

5.7 Error Analysis

Misclassified samples are analyzed to get a more insight into model behavior. Two major patterns of errors are seen. The
former entails highly advanced spammy news stories of moderately reliable origins. Such articles are mostly well composed,
possibly coloured quite close to the real events and are neutral in sentiment and hence hard to differentiate. When this happens,
every feature stream has few or indecisive signs, which are misclassified. Luke-sarcasm is the second trend, which is used to
designate satirical material, though it can tend to sound and appear resembling legitimate journalism. Because of its neutral tone
and organised writing style, the model is likened to categorise the same material as real. This underscores one of the established
limitations of fake news detection systems. False positives are rarer and normally happen when genuine news stories include very
emotional language, like when reporting about a crisis. In such instances, the sentiment signal can be the wrong direction in
predicting.
On the whole, although the offered model greatly enhances the detectability levels, these instances of errors suggest that there are
still classes of content that are difficult to detect, as well as those that may be considered to need future refinements.

VI.CONCLUSION, LIMITATIONS AND FUTURE WORK
6.1 Conclusion
This paper introduced a multi-stream fake news detection model which combines semantic, source credibility, and
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sentiment-based aspects together in a common framework. The model is based on multiple dimensions of information that unlike
traditional methods use mainly textual analysis to assess the credibility of news content, the proposed model pays more attention
to the various dimensions of information as it suggests. A more detailed view of news articles is presented by the framework in
connection with the use of transformer-based encoders as a means of semantic representations, a systematic method of scoring the
credibility of publishers, and a sentiment analysis component to detect the expression of emotions.

One of the contributions of the work is that it introduces an adaptive feature fusion mechanism that assigns the significance
to every stream of features dynamically, depending on the properties of inputs. This gives the model an opportunity to shake off
its adhesive stance on fusion and more effectively cope with varying kinds of misinformation. Experiments on benchmark datasets
confirm that the suggested model can be used to achieve a high level of performance, and its accuracy, 98.2, is significantly higher
than powerful baselines, such as transformer-only or hybrid models. These results affirm that addition of source credibility and
emotion context can yield significant gains over the purely text-based methods.

6.2 Limitations

Although the proposed framework is working well, it has some accounts related to it, as limitations. To begin with, the
credibility source module relies on availability and reliability of metadata by publishers. Whereas the source information is not
available, vague or deliberately blurred, the input of this feature stream is less, and it can impact the overall performance. Second,
the sentiment analysis part is based on model-grounded and lexicon-based, it might not be able to exhaust subtle linguistic
phenomena, such as sarcasm, irony, or evolving slang frequently used in social media materials. These can restrain its ability to
detect minor forms of emotional manipulation. Third, the assessment is mostly made on English-language datasets. Consequently,
the effectiveness of the model in the multilingual or low-resource language context is doubtful. Furthermore, although the model
shows great generalization between datasets, in the real world, application can present issues of domain shift and invisible types
of content.

6.3 Future Work

These limitations can be overcome through a variety of directions in the future researches. A possible next step would be
to develop more powerful and dynamic source-credibility models, such as using real-time reputation indicators or exploiting graph-
based connections among sources and users. One more line of improvement is to enrich the sentiment analysis module with either
improved contextual emotion models or large language models, both of which are able to better pick up subtle linguistic patterns
such as sarcasm and implicit emotional indicators. The presence of multimodal information (images and videos) might also
enhance the capability of the model in identifying misinformation on a more complex real-world situation. Another substantial
field of future research is the enlargement of the framework to the case of multilingual and low-resource language contexts since
misinformation is a universal issue. Lastly, buildable explainable Al systems that would give clear explanations to the model
choices would enhance trust and usability in the field.
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