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Abstract: The proliferation of fake and bot-driven profiles across social media platforms poses significant threats to digital trust, user safety,
and information integrity. This paper presents a comprehensive fake profile detection system built as a Flask- based web application that
employs multi-layer ensemble ma- chine learning to classify profiles across ten major social media platforms: Instagram, Facebook, X (Twitter),
LinkedIn, GitHub, Discord, YouTube, TikTok, Reddit, and Snapchat. The system implements a two-stage tiered prediction architecture wherein
a quick scan using ensemble classifiers (Random Forest, XGBoost, SVM, and HistGradientBoosting) provides immediate results for high-
confidence cases, while borderline predictions trigger a deep analysis pipeline incorporating live API enrichment, avatar photo forensics,
username pattern analysis, bio natural language processing, behavioral fingerprinting, and cross-platform identity verification. The ensemble
employs stacking with LightGBM as a meta-learner, isotonic regression calibration, Optuna hy- perparameter tuning, and SMOTE/ADASYN
class balancing. Trained on a combined dataset of 7,400 Instagram profiles (5,000 real-world and 2,400 synthetic), the system achieves 98.4%
classification accuracy. The application features SHAP-based explainability, Population Stability Index (PSI) drift monitoring, user feedback
loops for continuous model improvement, and com- prehensive REST API endpoints with Swagger documentation. Experimental results
demonstrate the effectiveness of the multi- layer forensic approach in improving prediction confidence for both obvious and borderline profiles.

Key word: Fake profile detection, ensemble machine learn- ing, social media bot detection, SHAP explainability, cross- platform identity
verification, behavioral fingerprinting, two- stage tiered prediction.

I. INTRODUCTION
Social media platforms have become integral to modern communication, commerce, and information dissemination.
However, the ease of account creation has led to a proliferation of fake profiles, bots, and sock puppet accounts that undermine
platform integrity. These malicious accounts are used for pur- poses including spreading misinformation, conducting phish- ing
attacks, manipulating public opinion, inflating follower counts, and executing financial fraud through cryptocurrency scams.
Existing approaches to fake profile detection often focus on single platforms and rely on limited feature sets, typically restricted
to basic profile metadata such as follower counts and account age. While these features provide some discriminative power,
sophisticated fake accounts can easily mimic legitimate profiles on surface-level metrics. Furthermore, most systems treat each
prediction as an isolated binary classification task without considering the broader context of cross-platform identity consistency
or behavioral patterns over time.
This paper presents a comprehensive fake profile detection system that addresses these limitations through three key innovations:
1. A two-stage tiered prediction architecture that performs rapid classification for obvious cases and escalates un- certain
predictions to a deep analysis pipeline.
2. A multi-layer forensic analysis framework that combines live APl enrichment, avatar image forensics, username pattern
recognition, bio natural language processing, behavioral fingerprinting, and cross-platform identity verification.
3. Arobust ensemble machine learning pipeline with stack- ing, calibration, and continuous improvement through user feedback
and drift monitoring.

The system is implemented as a Flask web application supporting ten major social media platforms and provides both a
user-friendly web interface and a REST API for integration with external systems. The remainder of this paper is organized as
follows: Section 1l reviews related work, Section I11 describes the system architecture, Section IV details the methodology, Section
V presents the feature engineer- ing approach, Section VI discusses the two-stage prediction system, Section VII covers model
training and evaluation, Section VIII presents experimental results, Section IX dis cusses explainability, Section X covers
monitoring, Section XI addresses deployment, and Section XII concludes with future directions.
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Il. RELATED WORK

Research in fake profile detection has evolved significantly over the past decade. Early work by Cresci et al. [1] fo-
cused on feature-based classification using profile metadata such as follower-to-following ratios, account age, and posting
frequency. These approaches achieved reasonable accuracy on contemporaneous datasets but showed declining effectiveness as
bot creators adapted their strategies.

Yang et al. [2] introduced graph-based approaches that leveraged the network structure of social media platforms to identify
coordinated inauthentic behavior. Their work demon- strated that fake accounts tend to cluster together in the social graph, forming
communities with high internal connectivity and limited connection to legitimate user networks.

More recent work has explored deep learning approaches. Kudugunta and Ferrara [3] applied recurrent neural networks to
temporal posting patterns, showing that the timing of user actions provides strong discriminative signals. Feng et al. [4] combined
convolutional neural networks with profile metadata for multimodal fake account detection.

However, most existing systems are designed for single- platform detection and do not leverage cross-platform signals. The
emergence of coordinated inauthentic behavior that spans multiple platforms has highlighted the need for cross-platform analysis,
as noted by Giglietto et al. [5]. Our system addresses this gap by incorporating cross-platform identity verification as a core
component of the detection pipeline.

SHAP (SHapley Additive exPlanations) [6] has become the standard for model explainability in machine learning.
Unlike feature importance rankings alone, SHAP provides per- prediction explanations that quantify the contribution of each feature
to an individual classification decision. Our system integrates SHAP to provide transparent, interpretable results for each
prediction.

I11. SYSTEM ARCHITECTURE
The proposed system follows a modular architecture built on the Flask web framework with SQLAIchemy (SQL.ite) as the
persistence layer. The architecture consists of five primary sub- systems: the ML pipeline, the feature extraction framework, the live
enrichment service, the two-stage prediction engine, and the monitoring and feedback subsystem.

A. Technology Stack

The web layer uses Flask with Flask-Login for session- based authentication, Flask-WTF for CSRF protection, and Flask-
Limiter for rate limiting (200 requests per minute). The frontend is built with Bootstrap 5.3.3 and supports dark mode toggling.
The ML backend leverages scikit-learn, XG- Boost, LightGBM, and SHAP for model training and ex- plainability. Optuna is used
for hyperparameter optimization, and imbalanced-learn provides SMOTE and ADASYN for addressing class imbalance.
Table | summarizes the technology stack used in the system.

Layer Technology
Web Framework Flask + Flask-Login + Flask-WTF (CSRF) + Flask-Limiter
Database SQLAIchemy (SQL.ite)
ML Models Random Forest + XGBoost + HistGradient-

Boosting + SVM (ensemble)
LightGBM (stacking)

Meta-Learner

Explainability SHAP (waterfall/beeswarm charts)
Tuning Optuna (hyperparameter optimization)
Frontend Bootstrap 5.3.3 with dark mode

Authentication Flask-Login with bcrypt hashing

TABLE |, Technology Stack Overview
B. Platform Support
The system supports ten social media plat- forms, each with a dedicated feature builder (ML/features_<platform>.py) and
optional live enricher module. Table 11 lists the supported platforms and their primary feature fields.

Platform Key Fields
Instagram username, followers, following, posts, bio, verified
Facebook name, friends, followers, posts, bio, verified
X (Twitter) username, followers, following, tweets, bio, verified
LinkedIn name, connections, followers, headline, about
GitHub username, followers, following, repos, gists, account age, bio
Discord username, account age, avatar, suspicion score, guild info
YouTube channel name, subscribers, videos, about
TikTok username, followers, following, videos, bio
Reddit username, karma, created at, about
Snapchat username, score, bio
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C. Database Schema
Six SQLAIchemy models define the persistence layer: User (authentication with admin flags), FeedbackEntry (user-
submitted corrections), DriftLog (PSI monitoring records), AvatarHash (perceptual hash registry for stock photo de- tection),
CrossPlatformCache (24-hour TTL cache for cross-platform lookups), and PredictionLog (audit trail of all single-profile
predictions).

IV. METHODOLOGY
A. Ensemble Machine Learning Pipeline

The core classification engine uses an ensemble of four algorithms: Random Forest (300 estimators), XGBoost,
Support Vector Machine (SVM) with Platt scaling, and HistGradientBoosting Classifier. These are combined in a
VotingClassifier for baseline predictions. An optional StackingClassifier configuration uses LightGBM as a meta-learner, which
learns to optimally weight the predictions of the base classifiers.

Preprocessing employs RobustScaler for feature nor- malization (resistant to outliers) and Simplelmputer for handling
missing values. The pipeline supports configurable training options including SMOTE and ADASYN class bal- ancing, temporal
cross-validation via TimeSeriesSplit, recursive feature elimination (RFE), and Optuna-based hyper- parameter tuning with
configurable trial counts.

B. Confidence Calibration

Raw model probabilities are calibrated using CalibratedClassifierCV with isotonic regression. This transforms the output
of the ensemble into well- calibrated probability estimates that accurately reflect the true likelihood of a profile being fake.
Calibrated probabilities enable meaningful confidence thresholds for the tiered prediction system described in Section VI.

C. Data Sources
The system supports three data input methods:
1) CSV batch upload (up to 20 MB) with platform- specific template downloads.
2)  Single profile manual entry through platform-tailored web forms.
3) Live API enrichment that automatically fetches real- time profile data from platform APIs.

1) Real datasets: The Instagram model is trained on a curated dataset of 7,400 profiles comprising 5,000 real-world profiles from
the Instagram Bot Detection benchmark dataset and 2,400 synthetically generated profiles. The real-world dataset provides
authentic distribution patterns, while the syn- thetic profiles ensure adequate representation of emerging bot behaviors.

2) Synthetic data generation: A configurable synthetic data generator creates platform-specific fake and legitimate profile data
with realistic feature distributions. Fake profiles are gener- ated with characteristics including low account age, abnormal follower
ratios, bot-pattern usernames with high digit suffixes, and templated bios containing spam keywords. Legitimate synthetic profiles
exhibit natural variation in account age, organic follower growth patterns, and diverse bio content.

V. FEATURE ENGINEERING

The system extracts features across six categories, each implemented as a dedicated module in the features/ package. This
multi-layer approach ensures that the model captures diverse signals that are difficult for fake accounts to simultaneously
counterfeit.
A. Base Profile Metadata

Platform-specific features include follower count, follow- ing count, follower-to-following ratio, media/post count,bio
length, profile completeness score, verification status, pri- vacy settings, business account flags, log-transformed follower counts,
follower tier classification, and celebrity indicators. Derived features such as posts per day, engagement rate, and account age in
days are computed from raw profile data.

B. Username Forensics

The username forensics module extracts twelve features: username length, digit ratio, digit suffix length, consonant clus- ter
ratio, vowel ratio, pronounceability score, bot pattern count (matching six regex patterns including CamelCase+digits and word_
word_digit formats), special character count, Shannon entropy, English dictionary word coverage via NLTK, ho- moglyph count
(detecting Cyrillic and Greek Unicode look- alikes), and brand impersonation distance using Levenshtein distance against 30+
known brand names via the rapidfuzz library.

C. Bio Forensics

Bio analysis employs TextBlob for sentiment analysis, langdetect for language identification, and template matching for
detecting copy-paste bio patterns. Features cap- ture the linguistic characteristics that distinguish human- authored bios from
automated or templated content.

D. Photo Analysis
Avatar image analysis includes perceptual hashing (pHash) with Hamming distance comparison, default/stock avatar de-
tection via a curated JSON hash database, cross-profile stock photo detection through the AvatarHash database, Al- generated face
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heuristics based on left-right facial symmetry, and extraction of image metadata including resolution, aspect ratio, color histogram

entropy, EXIF presence, and JPEG qual- ity estimation. An optional ONNX runtime model provides GAN-generated face
detection.

E. Behavioral Fingerprinting

The behavioral module computes three categories of fea- tures:

e Timing features: posting interval entropy via Shannon entropy, mean and standard deviation of inter-post gaps, burst post
count for sub-60-second clusters, and hourly distribution skewness.

e Content features: topic concentration via Herfindahl- Hirschman Index (HHI) across eight categories (crypto, promotion,
politics, sports, technology, food, travel, and other), original-to-shared content ratio, average and vari- ance of post length,
URL density, self-reply ratio, and lexical diversity via type-token ratio.

e Engagement features: average engagement per post, engagement variance, and zero-engagement ratio.

F. Cross-Platform Identity Verification
The cross-platform module checks username existence across seven platforms (GitHub, Reddit, Twitter, YouTube,
Instagram, LinkedIn, TikTok) using parallel execution via
Thread Pool Executor with a maximum of four workers and five-second timeout per platform. Results are cached in the Cross
Platform Cachedatabase table with a 24-hour TTL. The overall consistency score is computed as a weighted average:

Sconsistency = 0.30-Spjo+0.25-Sfollowers+0.25-Sdates+0.20-Susername

where Spj, is the cosine similarity between bio texts, Sroowers IS the log-scale follower count consistency, Sqates is the
account creation date spacing score, and Susername IS the Jaro-Winkler username similarity.

VI. TWO-STAGE TIERED PREDICTION SYSTEM
A key contribution of this work is the two-stage tiered prediction architecture that balances speed and accuracy by applying
progressively deeper analysis only when needed. Fig. 1 illustrates the prediction flow.
A. Stage 1: Quick Scan
Stage 1 runs the trained ensemble model on the submitted form data and returns an immediate prediction with a cali- brated
confidence score. If the confidence exceeds 85%, the result is returned directly without further analysis. This handles the majority
of cases where the profile exhibits clear fake or legitimate signals, keeping response time under one second.

B. Stage 2: Deep Analysis
When Stage 1 confidence falls between 40% and 85%, the system triggers a comprehensive deep analysis pipeline
consisting of six sequential sub-analyses:
1) Live API enrichment — fetches real-time profile data from platform APIs with a 10-second timeout.
2) Photo analysis — examines the avatar image using perceptual hashing, stock photo detection, and Al- generation scoring.
3) Username forensics — evaluates bot-like naming pat- terns, homoglyphs, and brand impersonation.
4) Bio forensics — performs NLP analysis including sen- timent, language detection, and template matching.
5) Behavioral fingerprinting — analyzes posting timing, content patterns, and engagement distributions.
6) Cross-platform identity verification — checks user- name consistency across multiple platforms.
After enrichment, the system re-predicts using the expanded feature set and merges Stage 1 and Stage 2 results using feature

completeness weighting. The system retains the result from whichever stage had greater feature coverage, preventing confidence
degradation when enrichment data is incomplete.

C. Real-Time Progress Streaming
Stage 2 analysis progress is streamed to the client via Server-Sent Events (SSE), providing a real-time progress bar that

shows which sub-analysis is currently executing. This ensures a responsive user experience even during the more computationally
intensive deep analysis phase.

Two-Stage Tiered Prediction Flow
Profile Input — Stage 1 {(Quuick Scan)
Confidence = 85257 — Yes: Return Result
1l No
Stage 2: Deep Analysis
(Live API — Photo — Username — Bio — Behavioral —
Cross-Platform)

1
Re-predict with Enriched Features

1
Merge Results (Feature Completeness Weighting)

Fleturn Final Result

Fig. 1. Two-stage tiered prediction architecture. Stage 1 handles high- confidence cases immediately. Stage 2 performs deep forensic
analysis for borderline predictions.
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VII. MODEL TRAINING AND EVALUATION
A. Training Configuration
Models are trained per-platform via the web interface or API. Each training run is configurable with options for class
balancing strategy (None, SMOTE, or ADASYN), cross- validation method (stratified k-fold or temporal split), feature
selection (RFE-based), ensemble type (voting or stacking), and Optuna trial count for hyperparameter optimization. Training
metrics including accuracy, precision, recall, and F1 score are logged and persisted for historical comparison.

B. Model Benchmarking and A/B Testing

The system provides two mechanisms for model compar- ison. The benchmark mode compares trained model metrics
against published baselines from the literature. The A/B testing framework allows side-by-side evaluation of two model vari-
ants on the same dataset, enabling informed decisions about model updates and configuration changes.

C. Anomaly Detection

An Isolation Forest-based anomaly detection module iden- tifies statistically unusual profiles in uploaded datasets.
This unsupervised approach complements the supervised classifica- tion by flagging profiles that deviate significantly from
normal distributions regardless of their predicted label, capturing novel attack patterns not represented in training data.

VIII. EXPERIMENTAL RESULTS
A. Classification Performance
The ensemble model trained on the Instagram dataset of 7,400 profiles achieves the performance metrics shown in
Table 1.
The stacking ensemble with LightGBM as meta-learner outperforms the baseline voting classifier by approximately
1.2 percentage points in accuracy and 1.3 points in F1 score.

Metric Voting Ensemble Stacking (LightGBM)
Accuracy 97.2% 98.4%
Precision 96.8% 98.1%

Recall 97.5% 98.7%

F1 Score 97.1% 98.4%
Table lii

CLASSIFICATION PERFORMANCE ON INSTAGRAM DATASET

B. Tiered Prediction Effectiveness
Analysis of prediction logs shows that approximately 65% of single-profile predictions are resolved at Stage 1 (confidence
above 85%), while the remaining 35% trigger deep analysis. Among Stage 2 predictions, the addition of live enrichment data and
forensic features increases average confidence by 18 percentage points, with photo analysis and cross-platform verification
providing the strongest supplementary signals.
Table IV shows the contribution of each Stage 2 sub- analysis to confidence improvement.

Sub-Analysis Module Avg. Confidence Gain
Live APl Enrichment +8.2%
Photo Analysis +4.5%
Username Forensics +2.1%

Bio Forensics +1.8%
Behavioral Fingerprint +3.6%
Cross-Platform Check +5.1%

Combined (Stage 2 Total) +18.3%
TABLE IV

AVERAGE CONFIDENCE IMPROVEMENT PER STAGE 2 MODULE

C. Feature Importance Analysis

SHAP analysis reveals that the most discriminative features vary by platform. For Instagram, follower-to-following ratio,
account age, and posting frequency rank highest. For GitHub, repository count, commit regularity, and language diversity are most
informative. Across all platforms, username foren- sic features (particularly bot pattern count and entropy) and behavioral features
(posting interval regularity and topic con- centration) consistently rank among the top ten most important features.

D. Drift Monitoring
The Population Stability Index (PSI) monitoring system tracks feature distribution shifts with thresholds at 0.1 (warn- ing)
and 0.2 (alert/retrain). Over a six-month evaluation pe- riod, the system detected three significant drift events, each corresponding
to observable changes in bot behavior patterns. Retraining following drift alerts restored classification accu- racy to baseline levels
within one training cycle.
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IX. EXPLAINABILITY AND TRANSPARENCY

Explainability is a critical requirement for fake profile detection systems, as users and platform administrators need to
understand why a profile was flagged. The system provides SHAP-based waterfall and beeswarm charts for each predic- tion,
quantifying the contribution of every feature to the final classification decision. Feature importance rankings derived from
Random Forest are displayed alongside SHAP values to provide both global and local explanations.

The prediction result interface displays color-coded results (red for fake, green for legitimate), a confidence percentage
with human-readable labels (Very High, High, Moderate, Low, Uncertain), and a detailed breakdown of the top contributing
features with natural language explanations. This transparency enables users to validate predictions and provides actionable
feedback for model improvement through the feedback system.

X.MONITORING AND CONTINUOUS IMPROVEMENT
A. Drift Detection
The drift monitoring module computes PSI for each feature every 100 predictions, comparing current feature distributions
against training distributions. Drift logs are stored in both JSON files and the DriftLog database table, with the drift monitoring
dashboard providing visual alerts and historical trend analysis.

B. Feedback Loop

Users can flag incorrect predictions through the web inter- face. Flagged predictions are stored in the FeedbackEntry table
with the predicted label, corrected label, confidence score, and reviewer information. An administrative review queue allows
authorized users to validate corrections and trigger model retraining with the corrected labels incorporated into the training set.

XI1.DEPLOYMENT AND INFRASTRUCTURE
The system is containerized using Docker with a Dockerfile and docker-compose.yml configuration. The production
deployment uses Gunicorn as the WSGI server. Security features include bcrypt password hashing, optional authentication
enforcement via the REQUIRE_AUTH environ- ment variable, Flask-Limiter rate limiting at 200 requests per minute, path
traversal protection, and automatic cleanup of temporary files after two hours. The first registered user is automatically assigned
administrator privileges.
Table V summarizes the key REST API endpoints exposed by the system.

XI1. CONCLUSION AND FUTURE WORK

This paper presented a comprehensive fake profile detection system that combines ensemble machine learning with multi-
layer forensic analysis across ten social media platforms. The two-stage tiered prediction architecture effectively balances speed
and accuracy, achieving 98.4% classification accuracy on the Instagram benchmark dataset while providing deep forensic analysis
for uncertain cases.

The integration of live API enrichment, avatar photo analy- sis, username forensics, bio NLP, behavioral fingerprinting,
and cross-platform identity verification provides a robust multi-signal approach that is significantly harder for fake accounts to
circumvent than single-feature detection methods.

Key contributions of this work include;

Endpoint Description
POST /api/predict Batch or single prediction (JSON)
<platform>
POST Versioned public API
/api/vl/predict/
<platform>
GET /api/vl/status Health/status check
GET /api/stats Per-platform model statistics
GET Live GitHub profile Tookup
/api/live/github/
<username>
GET Live Reddit profile Tookup
/api/live/reddit/
<username>
GET Cross-platform identity check
/api/vl/cross-
platform/
<username>
GET Username forensics analysis
/api/vl/analyze/
username/<username>

Table V
Key REsT APl ENDPOINTS
1.  Atwo-stage tiered prediction system that achieves sub- second response times for 65% of predictions while maintaining high
accuracy through deep analysis for borderline cases.
2. Asix-module forensic analysis pipeline that extracts signals across metadata, visual, linguistic, temporal, and cross-platform
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dimensions.
3. Aproduction-ready web application with SHAP explain- ability, drift monitoring, and continuous improvement through user

4.

feedback loops.
Support for ten major social media platforms with platform-specific feature engineering and live API en- richment.

Future work will focus on incorporating graph neural net- works for social network structure analysis, expanding real-

world training datasets across all ten platforms, implementing real-time streaming detection for continuous monitoring, and
exploring federated learning approaches that enable model improvement across organizations without sharing raw profile data.
Additionally, the integration of large language models for more sophisticated bio and content analysis represents a promising
direction for improving detection of increasingly sophisticated Al-generated fake profiles.
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