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Abstract: Recruitment systems that rely on Artificial Intelligence (Al) are becoming more common in today's hiring process, but they tend to
reflect the demographic biases found in past recruitment data. This study investigates bias and fairness issues in automated hiring systems by
developing a fairness-aware machine learning framework for recruitment decision analysis. The main goal of this study was to examine how
demographic characteristics (gender and ethnicity) affect hiring predictions and to determine how well fairness mitigation techniques can
minimize discriminatory hiring outcomes. The proposed framework uses machine learning models, such as Logistic Regression and XGBoost,
to predict the suitability of candidates. The study further incorporated fairness mitigation strategies, such as ThresholdOptimizer, Reweighing,
and Adversarial Debiasing, to enhance equitable decision-making. Cross-validation analysis, feature importance evaluation, group-wise
fairness evaluation, and disparate impact ratio analysis were conducted to evaluate predictive performance and fairness across demographic
groups. The findings of the experiments revealed that baseline machine learning models were highly predictive, but measurable differences in
hiring outcomes across demographic groups existed. Feature importance analysis revealed that years of experience and sensitive demographic
attributes significantly influenced the model predictions. Fairness-aware mitigation techniques achieved significant improvements in fairness
metrics with competitive predictive performance. Adversarial Debiasing had the best fairness score among the evaluated approaches, whereas
Reweighing offered afair balance between fairness and accuracy. The results validate the effectiveness of fairness-aware optimization methods
in minimizing demographic bias in Al-based recruitment systems while maintaining model performance. This study is a step toward creating
responsible, transparent, and ethically sound Al recruitment systems for practical use in organizational Hiring processes.

Key Word: Artificial Intelligence, Automated Recruitment, Machine Learning, Algorithmic Fairness, Bias Mitigation, Fairness-Aware
Learning, XGBoost, Logistic Regression, Adversarial Debiasing, Ethical Al.

I. INTRODUCTION

Artificial Intelligence (Al) and Machine Learning (ML) technologies have been increasingly integrated into recruitment
and talent acquisition systems to automate resume screening, candidate ranking, and hiring decision processes [1, 7]. The digital
revolution is accelerating at a rapid pace in recruitment platforms, and Applicant Tracking Systems (ATS) have enabled
organizations to handle a significant number of applications efficiently and with minimal manual work. In addition, the use of
Natural Language Processing (NLP) techniques has improved automated recruitment systems by allowing semantic analysis of
resumes, extracting candidate skills, and matching them with job requirements [2]. As a result, Al-powered recruitment systems
are becoming more prevalent. Although automated hiring systems provide substantial operational advantages, recent studies have
demonstrated that such systems may unintentionally inherit historical and societal biases embedded within recruitment datasets [1,
7]. The existing literature indicates that biased training data and discriminatory hiring patterns can adversely influence prediction
outcomes against specific demographic groups, particularly with respect to gender and racial categories [3, 8]. A widely discussed
example involves Amazon’s experimental hiring algorithm, which reportedly penalizes resumes containing gender-associated
terms related to female candidates [1]. These findings suggest that Al-based hiring systems may perpetuate existing inequalities
when fairness-aware mechanisms are not incorporated during model development and evaluation [9, 12]. Several researchers have
highlighted the importance of fairness-aware recruitment systems that can minimize discriminatory behavior in automated
candidate evaluation [1, 7].

Statistical fairness metrics, including Demographic Parity, Equal Opportunity Difference, Equalized Odds, and Disparate
Impact have been used to measure algorithmic bias in recruitment models [1, 8]. Moreover, multiple fairness mitigation strategies
have been proposed in existing studies, including pre-processing, in-processing, and post-processing techniques [1, 9].
Preprocessing approaches commonly involve data balancing and reweighting procedures, whereas in-processing methods
incorporate fairness constraints directly within optimization algorithms [1].

Similarly, post-processing methods adjust the prediction thresholds to improve fairness across demographic groups after
model training is completed [8]. In addition to fairness evaluation, recent studies have explored methods for improving diversity
and transparency in Al-assisted recruitment systems [4, 11]. Studies on algorithmic hiring suggest that excessive similarity between
historical hiring decisions and automated recommendations may reduce diversity in candidate selection processes [4]. Furthermore,
transparency and explainability are essential requirements for increasing trust and accountability in Al-based recruitment
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environments [11]. Explainable Artificial Intelligence (XAI) techniques may therefore assist recruiters in understanding the
reasoning behind automated predictions and candidate rankings [10]. Several studies have investigated fairness-aware sampling
and bias reduction approaches for improving ethical recruitment outcomes [6, 9]. Gender-weighted sampling techniques have
demonstrated comparatively improved fairness in resume screening applications involving imbalanced datasets [6]. Similarly,
fairness-oriented Al frameworks have been developed to identify and mitigate demographic disparities in recruitment predictions
[3, 8]. However, existing studies frequently focus on isolated fairness evaluation tasks or specific mitigation techniques, while
providing limited integration of explainability, comparative model analysis, and fairness-performance trade-off assessment within
a unified framework [7, 9].

Moreover, many existing recruitment studies rely on restricted datasets or evaluate fairness using only a limited subset of
metrics [8, 9]. Comparative analyses involving multiple machine learning models, transformer-based NLP architectures, and
fairness mitigation frameworks are insufficient in the current literature [1, 7]. In addition, several existing systems provide limited
interpretability regarding candidate-job matching decisions, thereby reducing transparency and accountability in automated
recruitment workflows [10, 11]. To address these limitations, this study proposes a fairness-aware Al-driven resume screening and
candidate evaluation framework designed to identify, evaluate, and mitigate algorithmic bias in recruitment systems. The proposed
framework integrates NLP-based resume parsing, semantic similarity analysis, machine learning classification models, and fairness
evaluation methodologies to support ethical and interpretable hiring decisions.

Furthermore, fairness mitigation techniques implemented using the IBM AIF360 and Fairlearn frameworks were
incorporated to reduce demographic disparities across candidate predictions. The proposed system additionally performs
comparative analyses across multiple machine learning models, including Logistic Regression, XGBoost, and transformer-based
approaches, to evaluate the relationship between predictive performance and fairness outcomes. Bias evaluation metrics such as
Disparate Impact, Statistical Parity Difference, and Equal Opportunity Difference are utilized to measure fairness before and after
mitigation procedures. Moreover, explainability mechanisms and visualization modules are integrated to improve the transparency
and interpretability of recruitment decision analysis. The primary objective of this study is to develop an ethical and fairness-aware
recruitment framework capable of supporting equitable, transparent, and interpretable hiring practices, while maintaining effective
candidate evaluation performance. The proposed methodology may contribute to the advancement of responsible Al systems for
real-world recruitment applications.

I.METHODOLOGY

2.1. Overview of the Proposed Framework

This study aimed to develop a fairness-aware Artificial Intelligence (Al)-based recruitment framework capable of
evaluating and mitigating algorithmic bias during automated resume screening and candidate selection processes. The proposed
methodology integrates Natural Language Processing (NLP), machine learning classification techniques, fairness evaluation
metrics, and bias mitigation frameworks to improve transparency and ethical decision-making in recruitment systems [1, 3].
Furthermore, explainability and comparative fairness analysis mechanisms were incorporated to analyze the trade-off between the
predictive performance and fairness outcomes. The overall framework consisted of five major stages: dataset preprocessing, resume
and job description analysis, machine learning model training, fairness evaluation, and bias mitigation. Initially, recruitment-related
textual data were collected and preprocessed for the semantic analysis. Subsequently, NLP-based feature extraction and resume-
job similarity analyses were performed. Machine learning models, including Logistic Regression, Random Forest, XGBoost, and
transformer-based architectures, were then utilized for candidate classification and recommendation tasks. Finally, fairness metrics
and mitigation techniques provided by the IBM AIF360 and Fairlearn frameworks were applied to evaluate and reduce
discriminatory behavior across demographic groups [1, 8].

2.2. Dataset Preparation and Preprocessing

The recruitment dataset used in this study consisted of candidate resumes, job descriptions, demographic attributes, and
hiring-related features. During the preprocessing stage, incomplete records, duplicate entries, and irrelevant textual symbols were
removed to improve the data consistency and model reliability. Furthermore, text normalization procedures, including lowercasing,
stop-word removal, punctuation elimination, and tokenization, were performed using Natural Language Processing techniques [2].
Subsequently, resume content and job descriptions were transformed into numerical vector representations using Term Frequency—
Inverse Document Frequency (TF-IDF) and transformer-based embedding approaches. Semantic similarity analysis was then
conducted to evaluate candidate-job compatibility scores. In addition, categorical demographic variables, including gender-related
attributes, were encoded to facilitate fairness evaluation procedures [6, 9]. To reduce the influence of dataset imbalance, data
balancing and resampling procedures were incorporated during the preprocessing. Previous studies have indicated that imbalanced
recruitment datasets may contribute to biased hiring predictions and unfair classification outcomes [6, 7]. Therefore, balanced
sampling strategies were employed to improve the fairness across demographic categories.

2.3. Resume Screening and Feature Extraction

Resume screening and candidate evaluation were conducted using natural language processing (NLP)-driven semantic
analysis techniques. Initially, candidate resumes were parsed to extract their educational qualifications, technical skills,
certifications, work experience, and project-related information. Simultaneously, job descriptions were analyzed to identify the
required competencies and domain-specific skill requirements. Thereafter, weighted skill-based matching procedures were
implemented to estimate the candidate suitability scores. Similarity calculations between resumes and job descriptions were
performed using cosine similarity metrics applied to TF-IDF- and transformer- generated embeddings. The extracted features were
subsequently used as input variables for machine learning classification models [2]. In addition, explainability-oriented scoring
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mechanisms were incorporated to provide interpretable recruitment recommendations. The generated feedback modules
highlighted missing skills, candidate strengths, and semantic matching scores to improve recruitment analysis transparency.

2.4. Machine Learning Models

Multiple machine learning algorithms were implemented to comparatively analyze the recruitment prediction performance
and fairness behavior. Logistic Regression was utilized as a baseline classification model because of its interpretability and
computational simplicity [1]. Furthermore, Random Forest and XGBoost classifiers were employed to improve the predictive
capability using ensemble learning approaches. In addition, transformer-based architectures and semantic embedding techniques
were incorporated to improve contextual understanding during resume-job matching tasks. These transformer models enable
semantic representation learning and improve textual feature extraction for recruitment analysis. The dataset was partitioned into
training and testing subsets before model development. Subsequently, the classification models were trained using recruitment-
related features and candidate suitability labels. The model predictions were then evaluated using accuracy, precision, recall, F1-
score, and fairness-oriented metrics.

2.5. Fairness Evaluation Metrics

Fairness assessment procedures were conducted to identify discriminatory patterns in recruitment predictions across the
demographic groups. Several statistical fairness metrics widely utilized in the existing literature were incorporated in the evaluation
process [1, 8].

2.5.1. Demographic Parity
Demographic Parity was utilized to measure whether positive prediction rates remained comparable across privileged and
unprivileged groups.
P(Y"=1|D=0) =P(Y"=1|D=1)
Where Y represents the predicted outcome, and D denotes the demographic attribute.

2.5.2. Equal Opportunity Difference
The Equal Opportunity Difference was employed to compare true positive rates between demographic groups.
TPR privileged —“TPRunprivileged

2.5.3. Disparate Impact

Disparate Impact was calculated to evaluate the ratio of favorable outcomes between unprivileged and privileged groups [1].
DI=P(Y"=1|D=1)P(Y”"=1|D=0)

These fairness metrics enabled quantitative analysis of recruitment bias before and after mitigation procedures.

2.6 Bias Mitigation Framework

Bias mitigation procedures were implemented using IBM AIF360 and Microsoft Fairlearn frameworks [1, 8]. Initially,
fairness violations were identified using statistical evaluation metrics. Subsequently, mitigation algorithms were applied to reduce
discriminatory prediction behavior. Pre-processing mitigation approaches, including reweighing and balanced sampling, were
incorporated to reduce the demographic imbalance within the training data. Subsequently, fairness-aware optimization methods
were used during model training to improve equitable prediction outcomes. In addition, post processing threshold adjustment
techniques were applied to improve fairness metrics after classification procedures were completed. Comparative analyses were
conducted to evaluate the fairness improvement and predictive performance after mitigation implementation. Previous studies have
suggested that fairness enhancement may moderately reduce model accuracy [7, 9]. Therefore, fairness-performance trade-offs
were systematically analyzed using the proposed framework.

2.7 Explain ability and Visualization

Explain ability mechanisms were incorporated to improve transparency and interpretability of recruitment decision analysis.
Candidate scoring explanations, semantic similarity visualizations, and fairness dashboards were developed to illustrate the
model’s behavior across demographic categories. Furthermore, comparative visualization techniques, including bar charts, fairness
trend graphs, and confusion matrices, were used to analyze the classification performance and bias mitigation outcomes. These
visual analysis modules enabled clearer interpretation of fairness improvements and recruitment prediction behavior.

2.8 Experimental Environment and Data Analysis

The proposed framework was implemented using Python-based machine learning and NLP libraries, including Scikit-learn,
Pandas, NumPy, TensorFlow, Hugging Face Transformers, IBM AIF360, and Microsoft Fairlearn. The model training and fairness
evaluation procedures were conducted using Jupyter Notebook and integrated backend environments. Initially, the baseline
classification results were generated prior to fairness mitigation. Subsequently, fairness-aware mitigation procedures were applied,
and comparative analyses were conducted between pre- and post-mitigation results. Performance evaluation metrics, including
accuracy, precision, recall, F1-score, Statistical Parity Difference, Equal Opportunity Difference, and Disparate Impact, were
measured to assess both predictive effectiveness and ethical fairness performance. The obtained experimental results were analyzed
to determine whether the proposed framework could improve fairness and transparency while maintaining effective recruitment
prediction capability.
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I1I.RESULTS AND DISCUSSION
3.1Feature Importance Analysis Using XGBoost
Figure 1 shows the top feature importance of scores obtained from the XGBoost classification model during automated
candidate evaluation.

Top 10 Feature Importances (XGBoost)
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Figure 1: Feature Importance Analysis Using XGBoost

The results indicate that years_experience achieved the highest importance score of approximately 2700, substantially
exceeding the contribution of all other extracted features. Educational attributes including education_masters and education_phd
also demonstrated comparatively high importance values. In addition, demographic-related variables such as gender_male
gender_non-binary, ethnicity_groupB, and ethnicity_groupC appeared among the influential model features. Furthermore, the
feature importance distribution demonstrates that experience-based attributes contributed more significantly toward recruitment
prediction outcomes than several educational and demographic variables. However, gender and ethnicity-related attributes still
maintained moderate influence within the classification process. The obtained results therefore indicate that the XGBoost model
incorporated both professional qualifications and demographic information during candidate evaluation.

Professional experience dominated predictions, indicating recruitment recommendations were driven by competency.
Similar studies found work experience and technical qualifications affected automated hiring, showing the model captured resume
characteristics. However, demographic variables among top features suggest algorithmic bias. Gender and ethnicity influenced
predictions, consistent with literature linking historical hiring patterns and imbalanced datasets to discriminatory predictions. These
results underscore the need for fairness metrics and bias mitigation during recruitment model development. Master’s and PhD
qualifications improved ranking, though educational or demographic variables could reduce equitable evaluation [4].

3.2 Coss-Validation Performance Evaluation of the Proposed Model

Figure 2 illustrates the fold-wise comparison between classification accuracy and fairness scores obtained during cross-
validation evaluation of the proposed recruitment framework. The results demonstrate that the classification accuracy remained
relatively stable across all five folds, with performance values ranging approximately between 0.76 and 0.82. In contrast, fairness
scores varied within a comparatively narrower range between 0.61 and 0.65 throughout the evaluation process.

Fold-wise Accuracy & Fairness
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Figure 2: Fold-wise Comparison of Classification Accuracy and Fairness Scores across Cross-Validation Evaluation
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Furthermore, the highest classification accuracy was observed in Fold 2, where the model achieved an approximate score
of 0.82. However, the corresponding fairness score in the same fold remained comparatively lower than the accuracy value.
Similarly, Fold 3 exhibited a slight reduction in both accuracy and fairness performance. In subsequent folds, fairness scores
demonstrated moderate stabilization, while classification accuracy continued to maintain relatively consistent predictive behavior.
The obtained results therefore indicate that the proposed framework preserved stable predictive performance across multiple
validation folds while simultaneously maintaining moderate fairness consistency throughout demographic evaluation procedures.

Stable accuracy across folds suggests the recruitment framework generalized reliably during evaluation, indicating models
learned patterns from the training dataset without fluctuations, consistent with fairness-aware recruitment studies using cross-
validation to assess robustness and reliability. However, lower fairness scores than accuracy indicate fairness- performance trade-
offs in recruitment prediction, aligning with literature showing accurate models may still produce demographic disparities in hiring.
Moderate fairness variation across folds may reflect sensitivity to demographic distribution, model architecture, and dataset
composition [3], while stable values suggest procedures maintained ethical outcomes.

3.3 Demographic Fairness Assessment Across Protected Groups
Figure 3 presents the group-wise fairness scores obtained across different ethnicity and gender categories during the
demographic fairness evaluation process.

Group-wise Fairness Scores
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Figure 3: Group-wise Fairness Score Analysis Across Ethnicity and Gender Categories

The heatmap visualization demonstrates variations in fairness performance among demographic groups, indicating that
fairness outcomes were not uniformly distributed across all candidate categories. Among the ethnicity groups, Group B achieved
the highest fairness score of approximately 0.76, whereas Group A demonstrated the lowest fairness value of nearly 0.62. Group
C exhibited an intermediate fairness score of approximately 0.67. Similarly, gender-wise analysis revealed noticeable disparities
between male and female candidate groups. The male group achieved a substantially higher fairness score of approximately 0.94,
while the female group demonstrated a comparatively lower score of nearly 0.63. The obtained results therefore indicate that the
proposed recruitment framework exhibited varying fairness behavior across demographic categories. In particular, the
comparatively higher fairness performance associated with male candidates suggests that prediction outcomes were more favorable
toward specific demographic groups during candidate evaluation procedures.

Variation in group-wise fairness scores suggests disparities in recruitment. Higher scores for male candidates indicate
gender bias, consistent with studies showing recruitment patterns produced unequal treatment. Ethnicity disparities suggest
predictions were shaped by distributions, as imbalanced representation and biased data contribute to unequal outcomes. Results
highlight the need for fairness-aware mitigation strategies. Lower scores for female candidates show dependencies persisted
despite preprocessing and balancing, so mitigation is challenging and cannot be judged by metrics alone. Group-wise analysis is
needed because accuracy can hide disparities.

3.4 Group-wise Accuracy and Fairness Performance Analysis

Table 1 presents the group-wise evaluation metrics obtained for different demographic categories within the proposed Al-
based recruitment framework.

The table summarizes both classification accuracy and fairness scores across gender and ethnicity groups. The experimental
results demonstrate noticeable variation in model performance among demographic groups. Within the gender category, the female
group achieved a higher classification accuracy of approximately 0.82 compared to the male group, which achieved an accuracy
score of nearly 0.70. However, fairness evaluation revealed the opposite trend, where the male group demonstrated a significantly
higher fairness score of approximately 0.94, while the female group achieved a comparatively lower fairness score of nearly 0.63.
Similarly, ethnicity-based evaluation demonstrated moderate variation across groups. Ethnicity Group C achieved the highest
classification accuracy of approximately 0.76, followed closely by Group B with nearly 0.75, while Group A demonstrated the
lowest accuracy value of approximately 0.73. In contrast, fairness performance differed across groups, with Group B achieving
the highest fairness score of nearly 0.76, followed by Group C with approximately 0.67, whereas Group A demonstrated the lowest
fairness value of approximately 0.62. Overall, the obtained results indicate that predictive accuracy and fairness performance
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metrics_by_group

varied substantially among demographic subgroups within the recruitment dataset.

GroupType Group Metric Value
Gender v male Accuracy 0.7
Gender | male Fairness 0.94
Gender | female Accuracy 0.82
Gender | female Fairness 0.63
Ethnicity | A Accuracy 0.73
Ethnicity | A Fairness 0.62
Ethnicity | B Accuracy 0.75
Ethnicity | B Fairness 0.76
Ethnicity | C Accuracy 0.76
Ethnicity | C Fairness 0.67

Table 1: Group-wise Accuracy and Fairness Evaluation Across Gender and Ethnicity Categories

Evaluation results indicate fairness differences across demographic groups in recruitment, suggesting machine learning
models may learn patterns. Higher fairness for males and lower fairness for females suggest training-data imbalance. Ethnicity-
based evaluation showed Groups B and C had balanced scores, but Group A had lower fairness, suggesting vulnerability due to
limited representation, imbalance, or unequal feature distribution. The gap between accuracy and fairness highlights the need for
subgroup-sensitive analysis, since high accuracy alone doesn't ensure equitable decisions. These findings stress fairness-aware
preprocessing, bias mitigation, explainable Al, transparency, and evaluation to reduce discrimination.

3.5 Logistic Regression-Based Recruitment Prediction Performance
Table 2 presents the performance evaluation results obtained using the Logistic Regression classifier for recruitment
prediction. The model achieved an overall classification accuracy of approximately 56.75% on the testing dataset.

Metric Category Precision Recall F1-Score Support
Class 0 0.00 0.00 0.00 173
Class 1 0.57 1.00 0.72 227

Accuracy - - 0.57 400

Macro Average 0.28 0.50 0.36 400

Weighted 0.32 0.57 0.41 400

Table 2: Logistic Regression Performance Metrics

The classification report further indicates that Class 1 achieved a precision score of 0.57, a recall value of 1.00, and an F1-
score of 0.72 across 227 samples. In contrast, Class 0 demonstrated extremely poor predictive performance, with precision, recall,
and F1-score values equal to 0.00 across 173 samples. The macro-average F1-score obtained by the model was approximately
0.36, while the weighted-average F1-score was approximately 0.41. The obtained results suggest that the Logistic Regression
model predominantly predicted samples toward Class 1 while failing to correctly classify samples belonging to Class 0.
Consequently, the classifier exhibited substantial imbalance in prediction capability across the two target classes.

The Logistic Regression model showed limited ability for recruitment classification. Accuracy was 56.75%, but severe
imbalance was evident, especially for Class 0. The model had perfect recall for Class 1, but failed to recognize Class 0, with zero
precision and recall. Low F1-scores indicate poor generalization across classes. Studies report that Logistic Regression struggles
under demographic imbalance and biased hiring patterns, and accuracy can mislead, risking discriminatory outcomes. Class 0's
poor performance suggests preprocessing, feature balancing, or fairness-aware optimization. Advanced ensemble learning and
explainable Al improved robustness, fairness, and recruitment prediction performance.

3.6 XGBoost-Based Recruitment Prediction Performance

Table 3 presents the classification performance achieved by the XGBoost model for recruitment prediction. The model
obtained an overall classification accuracy of approximately 63.25% on the testing dataset, demonstrating improved predictive
performance compared to the previously evaluated Logistic Regression model.
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Metric Category Precision Recall F1-Score Support
Class 0 0.57 0.58 0.58 173
Class 1 0.68 0.67 0.67 227
Accuracy - - 0.63 400
Macro Average 0.63 0.63 0.63 400
Weighted Average 0.63 0.63 0.63 400

Table 3: XGBoost Classification Performance for Recruitment Prediction.

The classification report indicates that Class 0 achieved a precision score of 0.57, recall value of 0.58, and F1-score of
0.58 across 173 samples. Similarly, Class 1 achieved a precision score of approximately 0.68, recall value of nearly 0.67, and F1-
score of approximately 0.67 across 227 samples. In addition, the macro-average precision, recall, and F1-score values were all
approximately 0.63, while the weighted-average metrics also remained close to 0.63. These results indicate that the XGBoost
model achieved comparatively balanced predictive performance across both target classes.

Experimental results show XGBoost outperformed Logistic Regression with stable predictive performance. Unlike the
earlier classifier, which missed one target class, XGBoost produced consistent precision, recall, and F1-scores across categories,
suggesting gradient boosting learns recruitment patterns from high-dimensional datasets. Previous studies also found XGBoost
captures non-linear relationships and feature interactions. Balanced recall and macro-average and weighted-average scores
indicated robustness under class imbalance, reducing prediction bias and supporting generalization, though minor disparities
remained. Integrating fairness-aware optimization and explainability with ensemble models may improve ethical reliability in Al-
driven recruitment.

3.7 Gender-wise Hiring Decision Analysis
Figure 4 illustrates the distribution of hiring decisions across different gender categories within the recruitment dataset.

Hire Decisions by Gender

Hire Label
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- 1
400
- 300
8
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100
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Gender
Figure 4: Gender-wise Distribution of Hiring Decisions in the Recruitment Dataset

The visualization compares the number of candidates classified as Hire (1) and Not Hire (0) for female, male, non -binary,
and unknown gender groups. The results indicate that both male and female candidates received a higher number of positive hiring
decisions compared to rejection outcomes. Male candidates exhibited the highest number of hire predictions, with approximately
530 positive classifications and nearly 375 rejection cases. Female candidates also demonstrated a substantial number of positive
outcomes, with approximately 490 hire decisions and 400 rejection decisions. In contrast, the non-binary and unknown gender
groups contained considerably smaller sample sizes. The non-binary category showed approximately 60 positive hiring decisions
and 40 rejection cases, while the unknown category demonstrated nearly balanced hiring and rejection outcomes with relatively
low counts. Overall, the figure demonstrates that positive hiring predictions were more frequent across all demographic categories,
although the magnitude of hiring outcomes varied among gender groups.

Figure 4 shows demographic patterns in recruitment prediction. More predictions for males than females suggest influence
in model learning, though females also received positive predictions. Prior studies report selection rates across demographics due
to imbalanced training or bias. Limited representation of non-binary and unknown genders is a fairness limitation, as
underrepresented groups may be treated less consistently. Findings suggest dataset composition affects fairness and may favor
males. Positive predictions across groups indicate minorities were included, suggesting fairness and the need for representation,
balancing, and evaluation.

3.8 Ethnicity-wise Hiring Decision Analysis
Figure 5 presents the distribution of hiring decisions across different ethnicity groups in the recruitment dataset. The
visualization compares the number of candidates classified as Hire (1) and Not Hire (0) for groupA, groupB, groupC, and unknown
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ethnicity categories.

The results indicate that groupA recorded the highest number of hiring decisions, with approximately 680 positive
classifications and nearly 515 rejection outcomes. groupB demonstrated moderate representation, with around 280 positive hiring
decisions and 240 rejection cases. Similarly, groupC showed a comparatively smaller demographic representation, with
approximately 120 positive outcomes and 70 rejection decisions. The unknown ethnicity category exhibited the lowest number of
candidates, with nearly 45 positive classifications and approximately 35 rejection outcomes. Across all ethnicity categories, the
number of positive hiring predictions exceeded rejection decisions, although substantial variation in candidate representation was
observed among demographic groups.

Hire Decisions by Ethnicity

700 Hire Label
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groupa groupB unknown groupC
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Figure 5: Ethnicity-wise Distribution of Hiring Decisions in the Recruitment Dataset

Figure 5 shows ethnicity-wise hiring patterns in the Al-based recruitment framework. Higher predictions for groupA
indicate dominant dataset representation, which may shape learning through majority patterns. Studies show such dominance can
bias hiring and selection across ethnic groups. Although all ethnicities had positive hiring, fewer samples for groupB, groupC, and
unknown groups suggest limited training representation, reducing reliability and fairness for minorities. Smaller representation
also limits diversity and generalization. These findings highlight parity, monitoring, transparency, balance, and bias evaluation of
hiring outcomes in Al recruitment.

3.9 Comparative Evaluation of Bias Mitigation Techniques

Figure 6 presents the comparative evaluation of multiple bias mitigation approaches using accuracy and fairness metrics
within the Al-driven recruitment framework. The evaluated models include the Baseline classifier, Threshold Optimizer,
Reweighing, and Adversarial Debiasing techniques. The baseline model achieved the highest classification accuracy of
approximately 0.82; however, its fairness score remained comparatively lower at nearly 0.66. In contrast, all fairness-aware
mitigation methods demonstrated substantial improvements in fairness performance.
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Figure 6: Comparative Analysis of Accuracy and Fairness across Bias Mitigation Models

Among the evaluated approaches, Adversarial Debiasing achieved the highest fairness score of approximately 0.93,
although its predictive accuracy slightly decreased to around 0.78. Similarly, ThresholdOptimizer produced a fairness score
near 0.91 with an accuracy of approximately 0.79. The Reweighing method demonstrated balanced behavior, achieving an
accuracy of nearly 0.80 alongside a fairness score of approximately 0.88. Overall, the results indicate that fairness-aware
mitigation approaches significantly improved demographic fairness while introducing only marginal reductions in classification
accuracy.
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Figure 6 shows the trade-off between predictive accuracy and fairness in Al recruitment systems. The baseline model had
high accuracy but lower fairness, suggesting conventional classifiers may favor majority groups because of historical bias.
Fairness-aware techniques improved fairness across models. Adversarial Debiasing achieved the highest fairness, reducing
demographic disparities. ThresholdOptimizer enhanced fairness while maintaining high accuracy. Reweighing balanced fairness
and accuracy. Results show fairness often slightly reduces accuracy, but fairness-aware models produced equitable outcomes with
minimal loss, highlighting fairness optimization in Al hiring for ethical, transparent decision-making.

3.10Fairness—Accuracy Trade-off Analysis of Bias Mitigation Models
Figure 7 illustrates the relationship between predictive accuracy and fairness performance for multiple bias mitigation
techniques implemented within the Al-based recruitment framework.

Fairness vs Accuracy Trade-off

0.95 T
@ @ Baseline
ThresholdOptimizer
@ Reweighing
0.90 @ AdversarialDebiasing
= @
"
a
LY
E 0.85
e
=
=
&
«~ 0.80
=3
]
Q.
E
2
®©® 0.75
]
Q
-]
o
0.70
0.65 @
T T T T T T T T
0.780 0.785 0.790 0.795 0.800 0.805 0.810 0.815 0.820
Accuracy

Figure 7: Fairness—Accuracy Trade-off Analysis of Bias Mitigation Techniques

The evaluated approaches include the Baseline classifier, ThresholdOptimizer, Reweighing, and Adversarial Debiasing
methods. The baseline model achieved the highest predictive accuracy of approximately 0.818; however, its fairness performance
remained the lowest, with a disparate impact ratio near 0.655. In comparison, all fairness-aware mitigation approaches
demonstrated substantially improved fairness scores while maintaining competitive predictive performance. Among the evaluated
methods, Adversarial Debiasing achieved the highest fairness value of approximately 0.94, although its accuracy decreased slightly
to around 0.778. Similarly, the ThresholdOptimizer approach achieved a fairness score close to 0.915 with an accuracy of
approximately 0.788. The Reweighing method demonstrated balanced performance, producing an accuracy near 0.798 alongside
a fairness score of approximately 0.88. The results indicate that fairness-oriented mitigation strategies significantly reduced
demographic disparities while causing only moderate reductions in predictive accuracy.

Figure 7 shows the trade-off between predictive performance and fairness in machine learning-based hiring systems. The
baseline model had the highest accuracy but poor fairness, indicating demographic bias. Fairness-aware approaches improved
disparate impact ratios across models. Adversarial Debiasing showed the best fairness by minimizing sensitive attribute influence.
ThresholdOptimizer enhanced fairness while maintaining high accuracy. Reweighing balanced fairness and accuracy. Overall,
fairness-aware models improved equity but slightly reduced accuracy, highlighting such acceptable trade-offs and the need
to evaluate fairness and accuracy in Al recruitment systems.

IV.CONCLUSION

This study presented a fairness-aware machine learning framework for recruitment decision analysis using demographic
and candidate-related attributes. The primary objective of the work was to investigate the presence of bias in automated hiring
systems and evaluate the effectiveness of fairness mitigation techniques in improving equitable recruitment outcomes. The
proposed framework implemented multiple machine learning models, including Logistic Regression and XGBoost, alongside
fairness mitigation approaches such as ThresholdOptimizer, Reweighing, and Adversarial Debiasing. The study further
incorporated explainable Al techniques and fairness metrics to analyze model behavior across gender and ethnicity groups. The
experimental results demonstrated that the baseline models achieved relatively strong predictive accuracy but exhibited measurable
demographic disparities in hiring outcomes. Feature importance analysis revealed that experience and sensitive demographic
attributes influenced model predictions significantly. Cross-validation experiments also confirmed that fairness scores varied
across folds and demographic groups, indicating the presence of bias within the recruitment dataset. The fairness mitigation
approaches substantially improved disparate impact ratios and group-level fairness scores while maintaining competitive predictive
performance. Among the evaluated methods, Adversarial Debiasing achieved the highest fairness performance, whereas
Reweighing provided a balanced trade-off between fairness and accuracy. These findings confirm that fairness-aware optimization
techniques effectively reduce discriminatory behavior in Al- driven hiring systems. The study also highlighted that achieving
maximum predictive accuracy alone does not guarantee equitable decision-making. Fairness-oriented models produced more
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balanced recruitment outcomes across demographic groups, demonstrating the importance of integrating ethical Al principles into
recruitment technologies. Despite the promising results, the study is limited by the size and synthetic nature of the dataset, which
may not fully represent real-world recruitment environments. Additionally, the evaluation focused primarily on gender and
ethnicity attributes, while other sensitive factors were not considered. Future work will focus on evaluating the framework using
large-scale real-world hiring datasets, integrating deep learning-based fairness approaches, and expanding explainability
techniques for transparent recruitment decision support. The proposed system can contribute toward the development of
responsible, transparent, and fair Al-enabled recruitment platforms for real-world organizational applications.
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