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Abstract: Large language models show potential for clinical diagnostic support, but their diagnostic accuracy across diverse real-world
patient presentations remains uncertain. We evaluated diagnostic retrieval and ranking using multi-system emergency-department narratives
from MIMIC-IV-Ext version 1.0.2, a deidentified research dataset derived from MIMIC-IV and curated for research involving referral, triage
and diagnostic prediction. The dataset was selected because it links early clinical information, including presenting complaints, history and
initial vital signs, with documented diagnoses derived from routine care. A locked cohort of 995 diagnosis-free vignettes was used, with one
protected index primary diagnosis per case. GPT-5.6 Thinking, Claude Sonnet 5, Llama-3.1-8B-Instruct and Mistral-7B-Instruct-v0.3
independently generated exactly three ranked differential diagnoses for every vignette. The principal outcome was concept-equivalent Top-3
accuracy; Top-1 accuracy, mean reciprocal rank, omission rate, strict text matching, system-wise performance and paired statistical
comparisons were secondary outcomes. GPT-5.6 achieved the highest Top-1 accuracy (41.7%), Top-3 accuracy (61.1%) and mean reciprocal
rank (0.504). Claude ranked second at 39.8%, 55.3% and 0.467, respectively. Llama reached 25.5% Top-1 and 41.3% Top-3 accuracy, while
Mistral reached 22.8% and 38.7%. Overall Top-3 outcomes differed significantly across models (Cochran Q=271.73, df=3, p=1.31x107%).
Under identical clinical inputs and scoring rules, the proprietary models retrieved the documented index diagnosis more often and ranked it
higher than the two open-weight models. These findings provide a reproducible estimate of diagnostic retrieval accuracy across four widely
used model configurations and establish a baseline for further clinical validation.
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I. INTRODUCTION

Clinical diagnosis often begins before all investigation results are available. At the time of initial assessment, clinicians
rely on the patient's symptoms, medical history, demographic information and vital signs to identify the most likely conditions. A
differential diagnosis therefore represents a ranked list of possible diagnoses based on the information available at that stage.

Large language models have shown encouraging results in medical examinations, case-based questions and diagnostic
tasks*®. However, many published evaluations use structured questions, detailed case summaries or predefined answer options.
These conditions differ from routine clinical documentation, where information may be incomplete, inconsistently written and
limited to the patient's early presentation. Evaluating models on such cases may provide a more practical estimate of their ability to
support diagnostic decision-making.

This study compared the diagnostic accuracy of two proprietary models, GPT-5.6 Thinking and Claude Sonnet 5, with two
open-weight models, Llama-3.1-8B-Instruct and Mistral-7B-Instruct-v0.3. Each model received the same 995 diagnosis-free clinical
vignettes and was asked to provide three ranked differential diagnoses. Performance was evaluated using the same reference
diagnosis, scoring criteria and statistical methods for all four models.

I1l. DATA SOURCE AND RATIONALE
A. MIMIC-1V-Ext Clinical Decision Support Dataset
The source dataset was MIMIC-IV-Ext Clinical Decision Support for Referral, Triage and Diagnosis, version 1.0.2,
released through PhysioNet by Gaber and Akalin?. The resource was developed from MIMIC-IV-ED, MIMIC-IV-Note and MIMIC-
IV data and was created to support research on triage, specialist referral and diagnosis in emergency-care settings?®. The release
reports 9,150 real-world cases covering varied pathologies and includes information such as history of present iliness, demographics,
chief complaint, vital signs, diagnoses and other encounter-level data?.

B. Why This Dataset Was Chosen

MIMIC-IV-Ext was chosen for four reasons. First, it is based on deidentified clinical records rather than synthetic
examination questions. Second, it covers multiple organ systems, allowing the same models to be tested beyond a single specialty.
Third, the model-visible fields resemble information available early in an emergency encounter: symptoms, patient characteristics
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and initial vital signs. Fourth, the resource was explicitly created for open-ended clinical decision-support research, which aligns
closely with the task evaluated here. Its credentialed-access setting may also reduce, although it cannot eliminate, the risk that exact
benchmark cases were widely present in public training corpora®.

Dataset property Relevance to this study Practical value
Real-world, deidentified ED Tests performance on clinical narratives rather | Closer to early clinical decision-
records than examination questions making
History, demographics and initial Provides evidence available before the final Supports diagnosis-free vignette
vitals diagnosis is known construction

. . Allows paired comparison across a broad range | Reveals domain-specific strengths
Multi-system case mix

of presentations and weaknesses
Designed for triage, referral and The source task matches the intended Avoids forcing an unrelated dataset
diagnosis benchmark into a diagnostic task

Allows reproducible research

Credentialed PhysioNet access | Supports governed use of sensitive clinical data
under a data-use agreement

Table I. Reasons for selecting MIMIC-IV-Ext

I1l. MATERIALS AND METHODS
A. Study Design
This was a retrospective, paired benchmark study. The unit of analysis was a case-model pair. Each model received the
same diagnosis-free clinical vignette and returned three diagnoses ranked from most likely to least likely. The reference diagnosis
was stored in a separate protected file and was not available during model generation. Because all models answered the same cases,
differences in performance could be tested with paired statistical methods rather than treating the model samples as independent.

Design element Definition
. Case identifier and diagnosis-free clinical narrative containing available age,
Model input . ; . - D
sex, chief complaint, history of present illness and initial vital signs
Protected reference One documented index primary diagnosis per case
Required model output Exactly three distinct diagnoses in ranked order

Index diagnosis present at rank 1, 2 or 3 after conservative concept

Primary endpoint normalization

Top-1 accuracy, MRR, omission rate, strict text matching, sensitivity analysis,

Secondary endpoints format compliance and system-wise performance

Comparison structure All four models evaluated on the same locked 995-case cohort
Table I1. Study design at a glance

B. Cohort Construction

Local processing of the downloaded MIMIC-IV-Ext files identified 9,149 linked source records available for screening.
Cases were required to have a nonblank clinical narrative, a nonblank primary diagnosis, a unique case identifier and sufficient
presentation information for a diagnosis task. Direct exact appearances of the protected diagnosis were removed from the model-
visible text. Secondary diagnoses were not used as the principal reference because they may represent comorbidities, complications
or conditions identified later in the encounter rather than alternative explanations for the presenting complaint.

Following technical validation and cohort locking, the final benchmark comprised 995 diagnosis-free clinical vignettes.
Every evaluated model received the same cases in the same order, and the protected index primary diagnosis remained unavailable
during answer generation.

Clinical system Cases Cohort proportion
Cardiovascular 34 3.4%
Endocrine/Metabolic 12 1.2%
Gastrointestinal/Hepatobiliary 403 40.5%
Hematology/Oncology 3 0.3%
Infectious/Dermatological 167 16.8%
Musculoskeletal/Trauma 203 20.4%
Neurological 49 4.9%
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Clinical system Cases Cohort proportion
Obstetric/Gynecological 23 2.3%
Psychiatry/Toxicology 4 0.4%
Renal/Urological 31 3.1%
Respiratory 66 6.6%
Total 995 100.0%

Table I1. Distribution of the locked 995-case cohort

C. Prompt and Model Output

The clinical-system label was retained only for subgroup analysis and was not included in the prompt. All four models
received the same prompt structure. The system instruction defined the diagnostic task and output restrictions, while the user
message supplied only the case identifier and diagnosis-free clinical narrative. Each case was submitted independently so that
information from one patient could not influence another response. The standardized prompt used during evaluation is reproduced
below.

Component Standardized content

You are participating in a retrospective clinical differential-diagnosis benchmark. Use only
the clinical information supplied in the current case. Do not use external tools, web search,
retrieval, previous cases or unstated information. Return exactly three distinct differential
diagnoses ranked from most likely to least likely. Use concise standard diagnostic names and
provide no reasoning, investigation recommendations, management advice, probabilities,
disclaimers or additional commentary.

Case input Case ID: {CASE_ID} Clinical case: {FULL_CASE}

{"case_id":"{CASE_ID}","differentials":[{"rank™:1,"diagnosis":"""},{"rank":2,"diagnosis":""
}{"rank":3,"diagnosis":""}]}

System instruction

Required output

D. Models and Inference

Llama-3.1-8B-Instruct and Mistral-7B-Instruct-v0.3 were loaded directly from their instruction-tuned checkpoints using
VLLM offline inference®. Both used temperature 0, top-p 1.0, a 256-token output limit and seed 42. Progress was checkpointed
after each batch, and inference paused when GPU temperature exceeded 80°C until it cooled to 70°C or below.

GPT-5.6 Thinking was evaluated through ChatGPT using the High reasoning setting, while Claude Sonnet 5 was evaluated
through Claude.ai using the Medium reasoning setting. Both proprietary-model runs were completed in July 2026 on the locked
995-case cohort. Neither model was fine-tuned or otherwise adapted to this cohort by the investigators. The consumer-facing chat
interfaces were selected to represent an accessible workflow available to typical end users.

Model Type Access route Recorded generation settings
GPT-5.6 Thinking Proprietary ChatGPT web interface High reasoning setting
Claude Sonnet 5 Proprietary Claude.ai web interface Medium reasoning setting
Llama-3.1-8B-Instruct Open-weight Local vLLM offline inference Temperature Soéetga'zp 1; max 256;
Mistral-7B-Instruct-v0.3 Open-weight Local vLLM offline inference Temperature Soéetga'zp 1; max 256;

Table IV. Model configurations

E. Reference Diagnosis and Scoring

The benchmark target was one documented index primary diagnosis for each case. Top-1 accuracy credited a model when
that diagnosis appeared first. Top-3 accuracy credited a match at any of the three ranks. Reciprocal rank was 1.0 for rank 1, 0.5 for
rank 2, 0.333 for rank 3 and 0 when absent; mean reciprocal rank (MRR) was the average across cases. Omission rate was the
proportion of cases in which the reference diagnosis did not appear in the top three.

Scoring was performed at three levels. Strict matching compared normalized text after lowercasing, punctuation removal,
spelling correction and abbreviation expansion. The primary analysis additionally counted predictions that mapped to the same
prespecified clinical concept as the reference, such as DVT and deep vein thrombosis. A sensitivity analysis included broader
compatible-family relationships, such as a specific inflammatory bowel disease subtype compared with abroader inflammatory
bowel disease label. Broader family matches were not included in the headline score. Across the four models, 79 such model-case
matches were retained in a separate review file.

The same model-independent rules were applied to every answer file. Importantly, the scorer examined all three ranks for
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a primary-equivalent match; an earlier broad family match did not prevent a later exact or concept-equivalent diagnosis from
receiving credit. No clinician panel reviewed unmatched alternatives, so the analysis measures retrieval and ranking of the index
label rather than the overall clinical quality of the differential.

F. Statistical Analysis

Accuracy estimates are presented with Wilson 95% confidence intervals. MRR intervals were obtained from 5,000
bootstrap resamples. Cochran's Q test assessed whether paired Top-3 outcomes differed across the four models. Pairwise McNemar
tests were then performed for all six model pairs, with Holm correction for multiple testing. Paired bootstrap intervals were used
for MRR differences. System-level results with fewer than 20 cases were treated as descriptive.

G. Data Governance and Ethics

MIMIC-IV and MIMIC-IV-Ext contain deidentified clinical data available to credentialed researchers under PhysioNet
data-use requirements®3, The protected diagnosis key was stored separately from model inputs. The study was retrospective and
did not involve patient-facing deployment. The applicable institutional ethics determination or exemption must be inserted before
submission.

MIMIC-IV-Ext v1.0.2

Real-world emergency-department presentations
HPI, demographics and initial vital signs

¥

Locked benchmark cohort

995 diagnosis-free clinical vignettes
One protected index primary diagnosis per case

v

Independent model runs

GPT-5.6, Claude Sonnet 5,
Llama 3.1 8B and Mistral 7B

¥

Blinded scoring
Top-1, Top-3, MRR and omission
Concept-equivalent diagnosis matching

Figure 1. Study workflow. All models were evaluated on the same locked 995-case cohort, and scoring was performed only after answer files
were frozen.

IV. RESULTS
A. File Validation and Technical Completion
All four answer files—GPT-5.6 Thinking, Claude Sonnet 5, Llama-3.1-8B-Instruct, and Mistral-7B-Instruct-v0.3—
contained 995 rows corresponding to 995 unique Case IDs. Each case contained three ranked differential diagnoses as required.
Case IDs, case order, and clinical narratives were verified against the locked input cohort, with no missing, duplicated, or misaligned
cases identified. All four models therefore achieved 100% output completeness on the common 995-case cohort.

B. Overall Performance

GPT-5.6 Thinking had the highest concept-equivalent Top-3 accuracy at 61.1% (608/995; 95% Cl, 58.0%—-64.1%). Claude
Sonnet 5 ranked second at 55.3% (550/995; 95% CI, 52.2%-58.3%). Llama reached 41.3% (411/995; 95% CI, 38.3%-44.4%),
while Mistral reached 38.7% (385/995; 95% Cl, 35.7%-41.8%). The corresponding Top-1 accuracies were 41.7%, 39.8%, 25.5%
and 22.8%.

Ranking quality followed the same order. MRR was 0.504 for GPT-5.6, 0.467 for Claude, 0.324 for Llama and 0.300 for
Mistral. Even the strongest model omitted the index diagnosis from all three positions in 38.9% of cases. Claude omitted it in 44.7%,
Llama in 58.7% and Mistral in 61.3%.

Model Top-1 | Top-195% Cl| Top-3 |Top-395% ClI| MRR | MRR 95% CI | Omission
GPT-5.6 Thinking 41.7% | 38.7-448% | 61.1% | 58.0-64.1% 0.504 0.475-0.531 38.9%
Claude Sonnet 5 39.8% | 36.8-42.9% | 55.3% | 52.2-58.3% 0.467 0.438-0.495 44.7%
Llama-3.1-8B-Instruct | 25.5% | 22.9-28.3% | 41.3% | 38.3-44.4% 0.324 0.297-0.350 58.7%

Mistral-7B-Instruct-
v0.3

22.8% 20.3-25.5% 38.7% 35.7-41.8% 0.300 0.274-0.326 61.3%

Table V. Overall model performance on the locked 995-case cohort
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Figure 2. Primary concept-equivalent Top-1 and Top-3 accuracy. Error bars show 95% confidence intervals for Top-3 accuracy.

C. Effect of Diagnosis Normalization

Strict text matching produced much lower Top-3 values: 13.8% for GPT-5.6, 14.3% for Claude, 11.1% for Llama and
9.1% for Mistral. After concept-equivalent normalization, the scores increased to 61.1%, 55.3%, 41.3% and 38.7%. This gap was
not caused by a change in the model answers; it arose from differences between generated terminology and the wording of the
source label. Examples included abbreviations, anatomical qualifiers and specific subtypes of broader diagnoses. The family-
inclusive sensitivity results were 62.7%, 57.1%, 43.4% and 41.1%, respectively, indicating that excluding broad family matches
had only a modest effect on model ranking.

D. Paired Model Comparisons

Top-3 outcomes differed across the four models (Cochran Q=271.73, df=3, p=1.31x107%). After Holm correction, GPT-
5.6 performed better than Claude (adjusted p=1.01x107%), Llama (p=1.13x107°) and Mistral (p=4.55x1073*). Claude outperformed
Llama (p=2.56x107"%) and Mistral (p=2.80x107?"). Llama and Mistral were not significantly different (adjusted p=0.105).
The paired MRR difference between GPT-5.6 and Claude was 0.037 (95% bootstrap Cl, 0.016-0.057). Claude exceeded Llama by
0.143 (0.117-0.169) and Mistral by 0.168 (0.140-0.195). The Llama-Mistral MRR difference was 0.024, and its interval included
zero (—0.001 to 0.050).

Model A Model B A only correct | B only correct | Holm-adjusted p
Mistral-7B-Instruct-v0.3 Llama-3.1-8B-Instruct 106 132 0.105
Mistral-7B-Instruct-v0.3 GPT-5.6 Thinking 51 274 4.55e-34
Mistral-7B-Instruct-v0.3 Claude Sonnet 5 63 228 2.80e-21

Llama-3.1-8B-Instruct GPT-5.6 Thinking 43 240 1.13e-30
Llama-3.1-8B-Instruct Claude Sonnet 5 52 191 2.56e-18
GPT-5.6 Thinking Claude Sonnet 5 107 49 1.01e-05

Table VI. Pairwise McNemar comparisons for primary Top-3 accuracy

E. Performance Across Clinical Systems

Performance varied across systems, and the ordering was not identical in every subgroup. GPT-5.6 and Claude both reached
64.0% Top-3 accuracy in musculoskeletal/trauma cases. GPT-5.6 was strongest in renal/urological cases (87.1%), with Claude also
performing well (80.6%). Neurological presentations were difficult for every model: Top-3 accuracy ranged from 14.3% for Llama
to 34.7% for GPT-5.6. The open-weight models were close overall, but Llama performed better than Mistral in
musculoskeletal/trauma cases, whereas Mistral was slightly higher in gastrointestinal/hepatobiliary and respiratory cases.

These subgroup results should be interpreted with the case distribution in mind. Gastrointestinal/hepatobiliary
presentations accounted for 40.5% of the cohort, while hematology/oncology and psychiatry/toxicology contained only three and
four cases. Rare-system percentages are therefore unstable and are presented only to describe the cohort, not to support firm model
comparisons.
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Primary Top-3 accuracy by clinical system
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Figure 3. Primary Top-3 accuracy by clinical system. Percentages from categories with fewer than 20 cases are descriptive only.

V. DISCUSSION
A. Principal Findings

This paper provides a direct comparison of four large language models under one controlled diagnostic task. Every model
received the same 995 clinical vignettes, the same instruction to produce three ranked diagnoses and the same protected reference
key. This paired design allowed differences in performance to be attributed to the evaluated model configurations rather than to
differences in case selection or prompting.

GPT-5.6 Thinking achieved the strongest overall retrieval and ranking performance, followed by Claude Sonnet 5. Llama-
3.1-8B-Instruct and Mistral-7B-Instruct-v0.3 produced lower overall scores, although both completed the full cohort with valid
structured responses. The absence of a statistically significant Top-3 difference between Llama and Mistral suggests that similarly
sized general-purpose open-weight instruction models may reach comparable overall performance even when their strengths differ
across clinical systems.

B. Strength of the Benchmark Design

The benchmark was designed around a focused clinical question: whether a model could retrieve and appropriately rank
the documented index diagnosis from information available in an initial clinical vignette. One protected index primary diagnosis
was used per case, while each model generated three ranked alternatives. This structure avoids giving additional credit simply
because an encounter contains several secondary diagnoses, and it keeps the main outcome consistent across cases.

MIMIC-1V-Ext was well suited to this purpose because it provides deidentified, real-world presentations linked to
documented diagnoses across several clinical systems. Unlike examination questions written to test a single concept, these vignettes
preserve variation in wording, detail and presentation that is common in electronic health records. The resulting task evaluates
diagnostic retrieval under realistic information constraints while remaining reproducible through fixed case identifiers, a protected
answer key and a common output format.

The locked common cohort was another strength. All four models were evaluated on the same 995 cases, and scoring was
applied only after the answer files were completed. The technical completion rate of 100% for all models means that the comparison
was not affected by unequal numbers of parseable responses.

C. Interpretation of Model Performance

The stronger results of GPT-5.6 and Claude should be interpreted as evidence about the specific model configurations
evaluated under the present protocol. The findings do not imply that every proprietary model will outperform every open-weight
model. Model size, training data, medical alignment, context handling and inference configuration can each influence performance.
The present results instead provide a reproducible baseline against which larger, medically adapted or retrieval-augmented open-
weight systems can be tested.

System-wise performance also showed that one overall accuracy value does not fully describe model behaviour. The
relative gap between models was not identical across clinical categories. Reporting overall paired metrics together with domain-
level results therefore provides a more complete view of diagnostic retrieval.
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D. Role of Clinical Terminology Normalization

Clinical diagnoses may be expressed through abbreviations, spelling variants, anatomical qualifiers and different levels of
specificity. A literal comparison would classify equivalent terms such as "DVT" and "deep vein thrombosis™ as different answers.
The model-independent normalization rules used here were introduced to make the comparison clinically meaningful while retaining
a conservative primary threshold.

The difference between strict text matching and concept-equivalent matching demonstrates why transparent terminology
handling is necessary when free-text model outputs are compared with clinical labels. Broader family-level relationships were kept
outside the primary result and retained separately for review. This preserved a conservative headline score while documenting
related predictions for sensitivity assessment.

E. Research and Practical Relevance

The framework combines a diagnosis-free input file, a protected index-diagnosis key, fixed ranked outputs, case-level
paired statistics and auditable normalization rules. It can be reused to compare additional models without changing the core task.
The findings are relevant to decision-support research because they show how often the documented diagnosis appeared among a
model's first three suggestions and how strongly it was ranked. These measures provide a practical first step before studies of
reasoning quality, investigation selection, clinician interaction or prospective patient outcomes.

VI. CONCLUSION AND FUTURE SCOPE
A. Limitations

The evaluation was retrospective and based on one deidentified clinical data resource. MIMIC-IV-Ext provides
heterogeneous real-world cases, but performance may vary across hospitals, countries, populations and documentation systems.
The benchmark measured retrieval and ranking of one documented index diagnosis from the information contained in the vignette.
It did not assess the complete quality of every differential diagnosis, treatment planning, investigation selection, explanation quality
or patient outcomes.

The clinical-system distribution reflected the selected source cohort and was not numerically balanced. Overall paired
comparisons remain valid because every model received the same cases, while categories with fewer than 20 cases should be
interpreted descriptively.

Clinical-concept normalization was performed using one fixed, model-independent rule set. Strict scores and a broader
sensitivity analysis were retained alongside the primary result. Independent clinical review of the retained borderline matches would
provide additional confirmation.

GPT-5.6 Thinking and Claude Sonnet 5 were evaluated through consumer-facing chat interfaces using High and Medium
reasoning settings, respectively. These settings were recorded, but the interfaces did not expose fixed API snapshots or all underlying
inference parameters. Product routing and system-level configurations may change over time; therefore, the reported findings apply
to the named model versions and settings available during the July 2026 evaluation period.

B. Conclusion

Using a locked cohort of 995 MIMIC-1V-Ext clinical vignettes, this work compared four language models under the same
ranked differential-diagnosis protocol. GPT-5.6 Thinking achieved the highest overall performance, followed by Claude Sonnet 5,
while Llama-3.1-8B-Instruct and Mistral-7B-Instruct-v0.3 produced lower but comparable open-weight results. The paired design,
protected index-diagnosis key and model-independent terminology rules provide a clear and reproducible basis for the comparison.
The benchmark establishes a useful multi-system baseline for diagnostic retrieval and ranking.

C. Future Scope

Future work should evaluate larger open-weight checkpoints, medically fine-tuned models and retrieval-augmented
systems on the same locked protocol. Balanced speciality cohorts, clinician adjudication of borderline matches and prospective
studies in real decision-support workflows would extend the present findings from diagnostic retrieval toward clinical usefulness
and safety.
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