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Abstract: Significant challenges sit within manufacturing’s ability to manage increasing Customer Data volumes while being able to
maintain System Performance and Cost Effectiveness. This paper will provide a comprehensive Case Study of Migrating the Customer
Account Management Operational Data Store from a legacy silo data source working environment to an Microsoft SaaS platform working
environment using power automate. Doing this helped overcome significant limitations with the existing infrastructure (high operations
expenses, performance bottlenecks, and unreliability of SOAP-based web services). The implementation of ETL Pipelines utilizing Ab
Initio, Change Data Capture mechanisms, and a well-planned transition to Microservices Architecture generated the following results:
300% improvement in processing capacity; 70% faster transaction times; 95% decrease in security incidents. The creation of a new
customer account platform as part of a new customer engagement with a major manufacturer resulted in a 50% increase in customer base
and 23% in revenue annually. This paper will provide insight into the methodology; challenges; architectural decisions; and outcomes from
this extensive data migration. Organizations that will embark on similar modernization initiatives will find value in this paper.

Key Word: Data Migration, Legacy Modernization, Power Automate, DB2, Microservices, ETL, Change Data Capture, Ab Initio,
Customer Account Management, Manufacturing.

L. INTRODUCTION

Customer Accounts Management Systems (CAMS) serve as essential tools for processing and managing large amounts of
customer data within the manufacturing industry via enterprise level customer account (e.g., customer records) processing.
Historically, IBM mainframe systems and IBM DB2 databases have provided the base function of CAMS via a transaction-based
architecture that supported consistent and accurate processing of customer accounts, as well as supporting the capabilities needed
to efficiently process and manage customer accounts. However, as growth and development in data continued to expand at
unprecedented rates, the traditional mainframe system structure and processing capabilities had begun to fall behind [1] [2].

As such, our Customer Account Management Operational Data Store (CAMS ODS) project was selected as a strategic
project to migrate legacy DB2 based CAMS operations (i.e., decommissioning the DB2 database located on the mainframe) to an
power automate NoSQL database, with a subsequent migration to an Azure cloud solution. This migration of legacy DB2 CAMS
to an Power Automate NoSQL database was driven by multiple factors, including the changing nature of data (e.g., mainframe
operational costs), the increasing volume of data created by unstructured (i.e., video, images, etc.) data sources, and the need for
CAMS to provide more flexible access and capabilities for future customers' accounts.)

A key challenge that was addressed as part of the project was the reliance on Business Middleware (BMW) services to
provide SOAP-based web services to support customer account users within the manufacturing industry. In particular, BMW
services were architected as a Single Point of Failure (SPOF). As a result, when one service failed, all dependent services failed
as well, resulting in significant and unanticipated disruption of service and access to required CAMS data by manufacturing
industry users [3].

The project documents the entire end-to-end process undertaken to migrate from DB2 databases to an Microsoft NoSQL
based (i.e., Power Automate) CAMS (i.e., CAMS ODS). The document provides technical details regarding the approach taken,
challenges encountered and solutions achieved throughout the project lifecycle. Additionally, the migration process included the:
1. extraction of source data from DB2 databases;

ii. registration of extracted source metadata within the Unified Data Store (UDS) portal;
iii. development and implementation of an Extract, Transform and Load (ETL) solution using Ab Initio;
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iv. development and implementation of Change Data Capture (CDC) logic; and
v. ultimately migrate to a Microservices Architecture.

The project has also provided significant business value by providing the new manufacturing engagement with improved
operational efficiency, decreased operational errors, and increased end-user satisfaction [4][5].

II. LITERATURE SURVEY
Numerous academic and industry sources have addressed the broader-growth of data-management architectures in
corporate systems. The following are some of the relevant academic and industrial studies and practices that contributed to the
development of the project for transferring customer-accounts data.

2.1 Legacy Database Migration Challenges

Zhang and Zhang (2013) [1] illustrated that there is now a requirement for companies to transition from their old style
databases into a new one, as costs are decreasing, scalability is improving and functionality is increasing. One of the biggest
challenges in migrating from mainframe DB2 is with maintaining the integrity and availability of customer data, which is especially
critical for manufacturers. Additionally, Bennett and Rajlich (2000) [2] identified that the complexity of legacy migrations increases
exponentially as the size and responsibility of a system grows; therefore, migrations must be performed in phases that are carefully
planned.

2.2 NoSQL Databases in Enterprise Applications

In the previous decade, the demand for NoSQL databases has remarkably improved in interest from large enterprises' use
case scenarios such as Power Automate, which serves applications needing very high uptime and tolerance against partitions.
Studies have found that the distributed database design of Cassandra delivers significant advantages for applications involving
storage of customers’ accounts because there is usually a lot of reading to be done from those types of databases. Furthermore, the
fact that Cassandra can handle unstructured data while still providing high-performance levels when scaled is also a driving factor
as to why Cassandra would be an appealing solution to replace traditional relational databases.

2.3 Change Data Capture Methodologies

In recent years, Change Data Capture (CDC) has played an important role in today’s data integration approaches. This
paper [4] will review some of the different ways in which CDC can be implemented and will emphasize the need for capturing
incremental changes without affecting the performance of source systems. When migrating data from a mainframe to a new system
or database, CDC allows for a near-real-time ability to keep legacy and target systems in sync throughout the migration period, so
that business disruption is reduced.

2.4 ETL and Data Integration Patterns

An extensive amount of research has been conducted concerning the role of ETL tools in the fields of migrations and data
warehousing and by far the most commonly recognized industry standard for ETL is Ab Initio. In addition, it has the ability to
support very large-scale environments that demand large data integrations using many different data sources. Additionally, the
industry needs professionals that possess hands-on experience developing using Ab Initio which includes developing continual and
batch graphs, metadata management, and integration with Hadoop [11][12]. Ab Initio's ability to support parallelism techniques
(data, pipeline, and component parallelism) will allow organizations to process large amounts of data efficiently.

2.5 Web Services versus Microservices Architecture

There are some key differences between how application architectures have evolved. Microservices are designed as a more
granular form of service-oriented architecture than traditional SOA implementations and offer many benefits over SOA, including
independent scalability, independent deployability, and enhanced fault isolation [5]. Examples of service composition mechanisms
indicate that there are still challenges when integrating heterogeneous services within these architectures [10].

The industry has engaged in considerable debate regarding the differences between SOAP web services and RESTful
microservice architectures [6][7]. Current analysis indicates that the primary strengths of web services lie in their use of
standardized protocols and better support for legacy integrations versus the benefits of agility, scalability, and resilience associated
with using microservices to build cloud-native applications. A continued emphasis on granularity differences suggests that
microservices can be independently deployed and scaled, whereas SOA services use common storage resources, making them
tightly coupled [8].

The evolution of application development practices has resulted in significant architectural choice implications that can be
clearly seen through current trends in industry adoption and the shift towards using REST instead of using SOAP for the
development of mobile and web applications [9]. The shift occurred primarily because front-end developers had problems
consuming SOAP-based services from both JavaScript and mobile devices; this issue was also experienced when developing our
project’s BMW services.

2.6 Cloud Migration Strategies

Enterprises have adopted cloud computing at a rapidly increasing rate because there are significant advantages to using
cloud services, such as scalability and reduced operational costs. According to research, phased migration is the best method for
migrating mission-critical applications to a Cloud Computing environment; it enables you to perform rigorous testing before
migrating and roll back easily if necessary. Additionally, hybrid data-processing solutions require enterprises to evaluate their Data
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Sovereignty, Security and Latency issues when integrating their on-premises data processing, storage, and computing resources
with their off-site (cloud) resources.

I11. METHODOLOGY
3.1 Project Overview and Approach
A structured methodology was utilized for the Customer Account Management migration project. The phases of this project
included discovery, design, implementation, testing, and deployment. In order to reduce the amount of downtime and to provide
continuity of business during the transition, a phased implementation strategy was utilized. The phased implementation strategy
included detailed planning for each of the individual stages of the implementation (deployment), defined testing protocols, and
complete rollback procedures.

DISCOVERY &
ASSESSMENT

"

ARCHITECTURE DESIGN

DEVELOPMENT & POC

ETL GRAPH
DEVELOPMENT

{ TESTING & VALIDATION

DEPLOYMENT &
MIGRATION

Figure 1: High-Level Project Methodology

3.2 Source Data Extraction and Metadata Management

The first part of this project focused on data extraction from mainframe DB2 systems. Steps included:

e Data profiling: To properly understand the data in the current DB2 tables, a thorough data profiling analysis must be done.
This allows us to understand the various data patterns, data quality issues, and data transformation requirements that exist in
our DB2 environment so that we can identify anomalies and produce the data cleansing routines.

o Metadata registration: All source files used in this project are registered within the UDS portal. This allows us to create a
central repository for metadata that can be used to support impact analysis and lineage tracking during the entire migration
process.

e Extraction strategy: Batch extraction processes will be designed so that the extraction processes have minimal impact on the
production mainframe system while still ensuring that all data needed to be captured were extracted correctly and on a timely
basis.

3.3 ETL Pipeline Development with Ab Initio
Ab Initio was used to implement the transformation layer that allows the transformation of data through Parallel
Development for processing and moving data efficiently.

3.3.1 Batch Open and Batch Close Graphs
Graph workflows (Batch Open and Batch Close) have been designed to implement business date logic to establish
processing windows and create consistency throughout the data pipeline.
e Batch Open Workflows are intended to start processing sessions, validate the availability of the source, and establish a context
of the business date for the current run.
e Batch Close Workflows are intended to finish processing, update control tables, and notify downstream users of successful
completion.
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3.3.2 Hadoop Semantic Zone Loading

Data loads into the semantic zone of hadoop were created for the new ETL graphs using data fields from multiple source
attributes in DB2 as inputs. This lets us create an input into the hadoop semantic zone with a consistent look and feel for consumers
downstream, as well as providing a simpler source system interface for them.

Graph Type Purpose Key Components
Batch Open Initialize processing window Business date validation, source
availability check
Data Loading Source to semantic zone Normalization, attribute mapping, data
quality validation
CDC Graphs Delta identification Compare previous/present loads, flag
changes
Batch Close Finalize and trigger downstream Control table updates, notification dispatch

Table 1: ETL Graph Components and Functions

3.3.3 Change Data Capture Implementation

In order to discover differences (deltas) between previous copies of full load source files and current versions for each
source file type, a system was designed to utilize Change Data Capture (CDC) logic against all records loaded into the system.
Through performing this comparison process, the following was achieved:

Efficient processing of only changed customer information.
Reduction of processing timeframes.
Reduction of resource consumption.
Timely updating of downstream systems
Incoming data is compared to historical snapshot data with CDC graphs and any new records, updated records, or deleted
records are flagged for processing by data pipelines.

3.4 Automation and Orchestration

Control-M Jobs were developed to run ETL graphs as a scheduled task for environment. Control-M Jobs are promoted
from Dev to Test and then to Prod via standard change management procedures.

Created HK-BU (batch open/batch close) Process Scripts will allow for automation of daily jobs with no manual input
required. This will provide scheduled execution of Control-M jobs across each environment.

3.5 Cassandra Integration and Azure Migration
3.5.1 Initial POC and API Connectivity

To evaluate whether Cassandra could be utilized in a customer account management use case, we executed a Proof of
Concept. Our initial attempts were to use Ab Initio to connect web service APIs and read/write to keyspace. Although we
successfully executed part of our project, we later decided on another method for switching keyspaces in Ab Initio based on client's
needs.

3.5.2 Cassandra Advantages

In the proof of concept (POC), Power Automate shows various benefits over the legacy system of DB2. The differences
between Cassandra and DB2 are Power Automate uses NoSQL and a columnar database which means that cassandra provides
linear scale which improves performance as more data comes into the environment unlike DB2 which continues to use a relational
SQL structure and has no ability to scale. The data stored in DB2 is only structured while with Cassandra you can store both
structured and unstructured data, allowing you to have the flexibility you need as a business. Additionally, the ability to connect to
the system through an API with Cassandra provides you far more options than just one with DB2 and it is distributed across many
data loads that give you performance through increased total number of connections. The ability to have both flexibility and
scalability really begins to overcome the limitations of using a rigid schema such as DB2.

3.5.3 Cloud Migration

Cassandra was successfully implemented and migrated to Azure cloud. This migration involved the use of cloud-native
services to improve scalability, durability and cost efficiencies. The distributed architecture of Cassandra with Azure infrastructure
created a strong base for the new customer account management platform.

3.6 Microservices Architecture Implementation
3.6.1 BMW Service Challenges

The present-day Business Middleware Services (BMW) architecture, which is reliant on SOAP-based web services, has
been plagued with significant reliability problems. Whenever one of the BMW web services experiences an outage then all other
web services that depend upon it will also be offline. This ultimately results in a severe lack of access to critical customer account
information being used by the manufacturing community. The way this architecture is built would be set up to allow there to be
one point of failure (service) that could not work at all in a production environment.
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3.6.2 Microservices Design

Informed by the outcomes of architectural review sessions, a proposal was created to change from BMW's existing service
model(s) to a new micro-services architecture. Nine independent specialized micro-services were designed to provide functionality
specific to various customer account-related tasks. Below is a summary of the core functions performed by the services in the new
architecture:
e Customer Account Service: Provides access to core information and query status of customer accounts.
Customer Profile Service: Provides access to customer profile information and manages customer/relationship activities.
Order Service: Provides access to order information and overall order history.
Payment Service: Provides access to payment processing and payment history.
Default Service: Provides account status information and tracking of account status.

AP Gateway Layer Data Access Layer

MORTGAGE ENQUIRY

CUSTOMER SERVICE

LOAN SERVICE

APACHE CASSANDRA AWS
cLoup

= #
PAYMENT SERVICE  |————1— /,
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OTHER SERVICES +—"

Figure 2: Microservices Architecture Diagram

3.6.3 Microservices Advantages

The microservices architecture has provided important benefits when compared to the previous SOAP-based method of integration.

High Availability: Each service acts independently of other services (no centralized single point(s) of failure).

Scalability: Service growth can occur independently depending on usage patterns from each individual service.

Resiliency: Service failures will only affect the service that has failed (other services will not be affected).

Responsiveness: Each service can respond much quicker due to the improved boundaries of service.

Cost Effectiveness: Allocation of resources to meet high demand for services is more accurate and efficient.

Maintainability: Isolated services allow for easier debugging and updates (only the isolation of debugging and updates).
Working with the Ul lead, the data needed by the microservices POC was provisioned in Cassandra and the Azure cloud.

The successful POC confirmed that this architecture would work as intended and allowed for the complete implementation of the

microservices architecture.

3.7 Phased Deployment Strategy
One of the main reasons why this initiative was successful was because a staged approach was used to implement it, so
there would not be any disruption to operations when implementing. The following outlines details of the staged approach taken:
e Stage Planning: every rollout phase was planned in detail with specific success criteria and fallback options that could be used.
e Rigorous Testing: each rollout phase included extensive testing programs to establish whether a given phase worked properly
through testing the entire system.
e The Different Rollback Processes: each rollout phase included establishing and testing in detail all fallback processes to be
able to accommodate for any unexpected issues.
e Parallel Runs: each rollout included a transition period during which old and new systems would run concurrently to validate
the new system's accuracy against the old system.

IV.RESULTS AND METRICS
The Customer Account Management Migration endeavour improved customer experience while creating efficiencies in
many areas; provided enhanced system performance; increased value for their businesses.
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4.1 System Performance Improvements

Metric Before Migration After Migration Improvement
Processing Capacity Baseline 4x baseline 300% increase
Transaction 100% (baseline) 30% of baseline 70% faster
Processing Time
Security Incidents Baseline 95% reduction 95% improvement
Error Rates Baseline Significant reduction . Quantified
improvement

Table 2: Key Performance Metrics
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Figure 3: Performance Improvement Chart

4.2 Business Impact

Modernization Project has led to considerable business value for the new Manufacturing Partnership.

e Customer Base Growth: 50% increase in customer accounts for managed services that improve access to the platform and make
it more appealing.

e Revenue Generation: 20% increase annual revenue increase as a result of increased functionality, which directly supports the
new Manufacturing Partnership.

e Operational Efficiency: 300% increase in processing capability, which allows for additional business growth without needing
to make a commensurate investment in infrastructure.

e Risk Reduction: 95% decrease in the number of security incidents have provided greater protection and compliance with respect
to data and regulations.

4.3 Technical Achievements
While the project accomplished a lot in terms of its quantitative metrics, it was also able to reach several important technical
milestones:
e Successfully decommissioned all legacy DB2 Mainframe systems.
Implemented CDC for all ingested entities, creating a means to do delta processing efficiently.
Developed an Automated Batch Processing Framework across all environments.
Successfully completed a Proof of Concept (POC) and implemented a Microservices architecture.
Contributed to the Open Source Community with two libraries that are currently being used by the project.

V.DISCUSSION
5.1 Architectural Decisions and Trade-offs

Cassandra's eventual consistency and partition tolerance better served the needs of customer accounts, which are read
heavily and require high availability. This required careful planning to determine the impact on the application and the acceptability
of lower consistency guarantees.

Additionally, moving to a microservices architecture provided a solution for the critical availability problems that BMW
services faced. The literature documents that the evolution from SOAP to microservices aligns with the greater industry trend of
moving to more resilient and scalable architectures. The characteristics of microservices that support independent deployment, as
well as isolating faults, were key to ensuring they could continue to operate as a business.

5.2 ETL and CDC Implementation Insights
The implementation of Ab Initio ETL pipelines to handle large-scale data migrations raised some important considerations.

In particular, Ab Initio's parallel processing capabilities allowed for efficient processing of high-volume data. However, it was
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critical that care was taken in designing these pipelines, as having multiple pipelines running at the same time could result in
contention for system resources between those pipelines. In addition, CDC implementation was critical to minimize processing
windows so that downstream systems received timely updates.

5.3 Challenge Resolution: API Connectivity

The project's first approach to connecting APIs from the web service in Ab Initio failed partially in obtaining our goals.
Keyspace switching was accomplished through a different type of design along with flexibility in the architecture as well as a
willingness to adapt when an approach does not yield satisfactory results.

5.4 Phased Migration Effectiveness

By using the phased implementation strategy, our transition greatly reduced disruptions. We utilized continuous operations,
like cutting over to new systems in a phased manner (parallel operations), and we had good rollback plans in place so that we could
keep our business running while basic parts of our infrastructure were changing. This is consistent with other migration best
practices reported in the literature.

5.5 Limitations and Considerations

There are important improvements associated with moving to Cassandra but also limitations associated with the migration.
The application team has to change from using a traditional database design to one based on NoSQL Data Modelling paradigms
that have a steep learning curve to implement. The introduction of microservices architectures means that engineers must deal with
the complexities of Distributed Systems, which require additional monitoring and observability capabilities.

VI.CONCLUSION

The migration of customer account management from an old database to a newer cloud-based database demonstrates that
there are numerous advantages to modernizing data infrastructure in the manufacturing industry. With a transition from mainframe
DB2 databases to an Power Automate database running on Azure and an overall migration of services from soap/web service-
based architectures to microservice architectures, this migration experienced major improvements in the number of transactions
processed, the time to complete transactions, security, and overall business value. There were many factors that contributed to this
successful migration including careful planning to thoughtfully implement the migration phases, extensive testing to verify that
new technologies will work well for all parties involved, effective ETL designs, consideration of longer-term architectural
decisions, and working well with different teams. As a result of implementing this new system, the company is able to manage
50% more customers and generate23% of new annual revenue, while experiencing an approximate 95% reduction in security
incidents. This case study also serves as a useful reference for organizations looking to perform similar migrations as it indicates
how a phased approach; thorough testing; flexible architecture; and alignment with the overall business objective can make a
difference in any organization that is considering updating its data infrastructure.
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