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Abstract: The impact of Cyber-Physical attacks on industrial control systems (ICS) and SCADA environments has grown significantly over
time, in terms of their ability to cause both physical harm and digital compromise, as evidenced by attacks such as Stuxnet-type. Studies have
indicated that nearly 87% of attacks against ICS will utilize valid protocol command usage versus using malformed traffic. Traditional methods
used to protect ICS include firewalls, machine learning-based anomaly detection, and Protocol-Aware Gateways; however, these traditional
protection methods operate solely within the Syntactic/Network layer and, therefore, fail to differentiate between protocol compliant commands
that do not induce physical consequences versus commands which are protocol compliant yet can induce catastrophic process states. This
literature review systematically examines 44 Peer reviewed articles published between 2010 and 2025 utilizing a PRISMA guideline-based
approach examining Five categories: Rule-Based/Physics aware validation, machine learning anomaly detection, ICS Security Gateways,
digital twin approaches, and adversarial Testing frameworks. Analysis indicates there exist Three critical gaps in systems currently utilized in
ICS/SCADA Environments: Only 4.5 percent (two out of forty-four) of analyzed articles provided Open-Source implementations; adversarial
self-testing capabilities were absent across all surveyed gateway architectures; automated consequence prediction for blocked/permitted
actions was lacking in 90% (forty-two out of forty-four) of all systems examined. Results indicate an unaddressed design space exists within
the field of physics aware real-time validation augmented with integrated consequence quantification and adversarial self-testing an area no
system currently utilizes.
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Security, Anomaly Detection, Intrusion Detection Systems (IDS), ICS Security Gateways, Protocol-Aware Security, Consequence Prediction,
Digital Twin Security, Adversarial Robustness, Adversarial Machine Learning, Fuzz Testing, Critical Infrastructure Protection, Cyber-
Physical Attack Detection, PRISMA Systematic Literature Review, Industrial Network Security.

I. INTRODUCTION
The Physical Consequence Problem:

Cyber-Physical threats target real-time processes industrial control systems (ICS), as well as SCADA environments are
susceptible to cyber-physical attacks that can have a direct impact on physical processes. According to ICS-CERT there was an
increase in the amount of ICS-related incidents in 2023. Additionally, according to the MITRE ATT\&CK for ICS framework there
are 12 techniques that are identified to target physical operation. Unlike typical IT attacks, where the goal is typically to either steal
or destroy sensitive information, ICS attacks manipulate control logic, sensors, and/or actuators resulting in physical damage to
equipment and/or injury. Research has shown that most of the previous attacks against ICS/SCADA environments utilized valid
communication patterns as opposed to maliciously formed packets [9] [11]. Historical examples further support this claim. The
Stuxnet attack (2010) sent valid Siemens S7 commands to over-speed centrifuges. Similar attacks against Ukraine Power Grid in
2015/2016 also utilized valid control protocols to cause disruptions in electricity delivery. A recent example of this type of attack
occurred at the Oldsmar Water Treatment Plant in 2021. At the plant, hackers remotely manipulated the Human Machine Interface
(HMI) to alter the chemical dosing levels. All three types of attacks utilized protocol compliant commands. Because of the
commands utilize legitimate protocol syntax, most existing detection mechanisms will miss detecting them. State-Aware and
Physics-Based Detection Approaches [2] [5], highlight the problem with physical context knowledge; therefore, the attack surface
in ICS is Semantic vs Syntactic.

The Semantic Gap in ICS Defenses:

The "Semantic Gap" (the differences in how protocols are interpreted by computers and humans) exists for several reasons;
primarily due to the limitations of existing security measures (firewalls, IDS's etc.) that were originally designed to ensure
syntactical compliance. Syntactical Compliance refers to whether or not a command adheres to its protocol specification (e.g.,
Modbus, DNP3, OPC UA). Semantic Safety ensures that commands are safe given the current physical environment. In order to
determine semantic safety of a particular operation within an ICS, one needs to understand the relationship between a particular
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operation (i.e., writing the value 150 to a Modbus register) and the potential impact that action could have on a process controlled
by an ICS.[20] [24]

Control Operations illustrate this issue well. Writing 150% to a valve is clearly outside of the intended operational
parameters for the valve. Although, both Modbus TCP and Modbus RTU allow users to write values up to 65535 (using the Write
Holding Registers function), it does not imply safety.[15][16]

Why a Systematic Review is Needed Now:

Existing research studies have conducted extensive analysis of the use of Machine Learning and Statistical Methods for
Anomaly Detection in ICS Environments and Intrusion Detection in ICS Environments.[9][27][28] In addition, no study has
addressed the integration of Adversarial Robustness, Consequence Prediction and Semantic Validation within a single Unified
Framework. The need for this type of framework has arisen quickly with the increasing amount of IT/OT convergence through
IloT. Increased connectivity and open protocols have significantly enlarged the attack vector allowing attackers to create
increasingly sophisticated threats.

In addition, ICS-CERT disclosed an increase of 74 percent in vulnerability disclosure from 2018-2023, which emphasizes
the ever-increasing threat level. As such current solutions provide only detection capabilities and do not take into account physical
knowledge or resilient defense mechanisms against Adversarial Tactics. Therefore, it is essential to conduct a systematic literature
review to assess the effectiveness of current solutions, analyze their limitations and establish requirements for Next Generation ICS
Security Mechanisms capable of providing protection beyond Anomaly Detection.

Research Questions and Scope:

This review has been structured based upon four research questions:

e Question 1: What types of semantic and physics-aware validation technologies exist to detect attacks against an ICS security
gateway? And how do these different validation technologies have varying degrees of capability to detect malicious activity?
In addition, what trade-offs do each of these technologies present in terms of performance or risk?

e Question 2: To what degree does a currently available technology validate the physical impact of an attack on an industrial
control system when malicious commands are issued?

e Question 3: What methods of adversarial testing currently exist? Are those methods used to test industrial control systems
deployed within a real time environment; specifically, in an operational environment such as a security gateway?

e Question 4: What factors prevent the deployment of ICS security gateways which can automatically validate the validity of
incoming commands, including validating both the semantically correct usage of protocols and physically valid commands?

The scope for the purpose of this paper is limited to approaches that operate at the command and process level. The ability
to understand the physical impact of a malicious command is critical to developing solutions that ensure safe operation. Techniques
developed to analyze network traffic with no consideration to semantic correctness will be reviewed and compared to solutions that
include semantic analysis. For example, prior works on gateway architecture and protocol-specific defense [19],[26] are considered
in this context. Hardware specific security mechanisms were excluded from the current study since they provide no insight to the
validation of command semantics. This scope was selected to allow focus to be placed on solutions that could span both protocol
validation and physical system safety.

ILMATERIAL AND METHODS
Search Protocol:

The literature search had a pre-defined protocol with an emphasis on reproducibility, and was conducted over five major
academic databases (IEEE Xplore, ACM Digital Library, Scopus, Google Scholar, and PubMed Central). This search process
captured most of the top publishing outlets for ICS security and cyber physical systems/industrial network studies. In addition to
the inclusion criteria that applied broadly to the database searches, the literature review was limited to journal articles published
after January 1st 2010 and before January 1st 2025; this was done so as to focus on post Stuxnet era ICS security.

A basic Boolean query was developed using keywords that were common to all of the databases searched:

(“ICS” OR “SCADA” OR “Industrial Control System” OR “Cyber Physical Systems”) AND (“Semantic Validation” OR
“Security Gateway” OR “Anomaly Detection” OR “Intrusion Detection” OR “Physics-Aware” OR “Process Aware”) AND
(“MODBUS” OR “DNP3” OR “OPC-UA” OR “IEC 61850” OR “IEC 62443 OR “Consequence Prediction” OR “Digital Twin
Security”)

Subsequent secondary queries focused on areas of study where there was less literature available such as adversarial testing
and security based on digital twins, thus covering each category within the analytical framework. The total number of included
papers was 44. Out of these 44 papers, 44 of them described either anomaly detection or gateways to enforce security. None of the
44 papers included real time consequence prediction as part of their overall methodology.

PRISMA Selection Process:
Beginning with a review of all relevant research articles (n = 380) from five databases employing the previously-defined
search term; 380 records were initially identified. Following duplication elimination during Stage 2, there remained 333 total unique
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documents (papers), as opposed to the original 380 records. This was because of 47 duplicates. After removing those duplicates
through duplication elimination, Stage 3 utilized both Title/Abstract Screening to reduce the number of remaining documents to
132 for exclusion of papers which only dealt with IT security issues, had no industrial control system context, or used only a
network-based intrusion detection approach without any knowledge of processes. Stage 4 employed Full-Text Eligibility
Assessment to determine if the 44 remaining documents met inclusion criteria. Following this eligibility assessment in a total of 44
out of 88 excluded studies were eliminated for failure to be experimentally validated, operate at either the Command or Process
Level, or otherwise fail to meet inclusion criteria. At the end of Stage 4, it was determined that the 44 remaining papers provided
experimental evaluation, whereas 0 of the 44 examined papers contained Adversarial Self-Testing Mechanisms that are Integrated
into Operational Gateway Architectures.

Identifications Records Actions
Identification 380 Database search across IEEE Xplore, ACM DL, Scopus, Google Scholar, PubMed
Screening 333 Removed 47 duplicates
Eligibility 132 Full-text review; excluded 201 (ho ICS focus, survey only, language)
Included 44 Met all 5 inclusion criteria

Table No 1: Prisma Selection Funnel

TABLE 1: PRISMA selection funnel illustrating study identification and filtering for ICS/SCADA security gateway
research (2010-2025): 380 records identified, 333 after duplicate removal, 132 eligible following full-text review, and 44 studies
included in the final analysis.

Inclusion Criteria:
Inclusion Criteria (IC) for this review will be set to ensure all studies reviewed for their contributions to both the analysis
of semantic validation as well as ICS security mechanisms.
IC1: Peer Review (Journal, Conference, Workshop)
IC2: Language is written in the English Language.
1C3: Focuses on Command Level, Register level, Process level Security as opposed to Network Packet Filtering.
IC4: Either proposes an evaluated/validated or surveyed Technical Mechanism with Experimental Results.
IC5: Was published between January 2010 January 2025.
Each paper out of the 44 total papers meet each of the above five inclusion criteria. All this forty-four papers provide some
form of experimental evaluation; zero papers focus solely on conceptually developed techniques lacking validation.

Exclusion Criteria:

Criteria for exclusion were developed in order to eliminate studies from consideration for semantic or process-aware ICS
security analysis that do not contribute to this purpose.

Exclusion criteria EC1 excluded studies that use only a network layer based intrusion detection system with no
incorporation of process semantics.
EC2 excludes purely conceptual contributions as they are not empirically evaluated through an experiment.
EC3 excludes all non-English language publications.
EC4 removes duplicate or extended versions of articles already included in this review.

EC5 is similar to EC4 but eliminates grey literature including white papers published by vendors and non-peer reviewed
technical reports.

The application of EC1 resulted in elimination of 201 papers in the screening phase and thus 201 of 333 total candidate
studies utilize only network layer based analysis.

A further 88 papers were eliminated due to application of EC2 at the full-text level which indicates that 88 of 132 screened
studies have no empirical evidence to support their claims.
The combination of EC3 through EC5 also resulted in removal of 47 papers prior to reaching the full-text stage.

Data Extraction and Quality Assessment:

For all 44 selected articles, 7 systematic article extraction criteria were applied:

The category in which the authors' methodology fell under for addressing the ICS protocols.

Which ICS protocol(s) targeted by their methodology.

Whether they had any ability to predict the consequences of a cyber attack on an ICS system (yes/partially/no).
Whether they integrated adversarial testing into their methodology (yes/partially/no).

If their methodologies were open-sourced.

What evaluation data/test bed was used in their research.

What percentage of "false positives" were reported.

NogasMwdhE

The use of these 7 categories allows researchers to compare articles with one another, both qualitatively and quantitatively,
as well as identify gaps in current literature.
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A quality assessment will be performed based upon four factors: reproducibility, evaluation rigor, false positive reporting,
and adversarial testing. Each factor will provide information about the quality of the paper that can assist other researchers in
determining how reliable the results may be.

Reproducibility examines whether code or data sets are provided by the authors in their paper. Of the 44 reviewed papers
none made their code available.

Evaluation Rigor looks at whether the authors tested their methods using either simulation or physical test beds. Only a few
of the papers reviewed used a physical test bed to validate their results.

False Positive Reporting examines if the authors have any metrics in place to measure false positives. A majority of the
papers did not report on any such metrics.

Adversarial Testing examines whether the authors tested their methods using a method known as "adversarial self-testing."
None of the 44 papers reviewed included such a testing method.

L TAXONOMY AND CRITICAL SYNTHESIS
Rule-Based and Physics-Aware Approaches:

Both rule-based and physics-aware methods demonstrates that ICS safety constraints can be explicitly represented,
modeled, and enforced during run-time, and 7 out of 44 papers are based on such modeling paradigms. [1]1[2][31[4]1[5][8][42] The
various forms of these representations (invariant, state constraint, deterministic finite state machine) determine if a given command
is violating the bounds of operational limits at the time the command is executed. In theory, this is a true statement: Safety
envelopes do exist, and there are ways to compare commands to those envelopes. Nevertheless, all seven systems within this class
evaluate a single issue: Is the current command safe? Zero out of the seven systems evaluated the future physical path of motion
resulting from the command. It is not simply an implementation oversight; it is a complete lack of temporal analysis.

Rule / Physics-Aware
(Mo consequence
quantification)

Adversanal Testing
(External only)

ML-Based Anomaly
(Adversarially fragile)

Digital Twin
(No real-time blocking)

Gateway / Protocol
(Syntax validation only)

Fig 1: Taxonomy Diagram

Both State Aware Invariant Systems and Temporal Transition Models expand upon the limitations of static threshold
validation. Yet both are still reactive. All Seven of the Seven Systems detect when some violation has occurred either because a
particular state is now invalid or because the sequence of states did not follow what was expected to occur next. Not one of the
Seven Systems predicts what will happen physically to the plant as a result of executing a valid, but dangerous command.
Therefore, such systems cannot provide a critical capability: Consequence-Aware Decision Support. A blocked command is
identified as being invalid, but the system does not quantify how quickly danger will evolve. Lack of predictive analysis of the
consequences of executing a command defines the first major gap: Rule-Based Systems may enforce safety constraints with regard
to possible safety violations, but do not model/analyze/determine the future physical state of the process.

Machine Learning Anomaly Detection:

Most recent research in machine-learning based anomaly detection uses benchmarking sets (such as SWaT [41]) which are
part of an empirical base for evaluating ICS security [9],[10],[12],[15],[16],[17],[18]). The majority of these anomaly-detection
methods use the premise that anomalies from what has been learned by statistical patterns indicate malicious intent. Although
many of these methods show very good detection results using benchmarking data, it produces at least three structural weaknesses.

Firstly, there is no exception to the rule of adversarial vulnerability. Seven out of seven approaches did not have any built-
in mechanisms for adversarial robustness. Studies have demonstrated through controlled testing that $>90\%$ of attacks will
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successfully evade sequence-based models. Thus, the method's ability to detect anomalies does not equate to its ability to protect
itself when being attacked.

Secondly, all of the ML systems presented do not offer any form of physical interpretation. None of the 7 methods produced
a physically grounded explanation of why a particular anomaly was detected and none offered a prediction regarding the
consequences resulting from detecting an anomaly. Since a detected anomaly can never be correlated directly to a specific
condition relative to the overall safety of the system, no decisions could ever be made based on this type of information.

Thirdly, since all 7 methods were trained using static training data, such as SWaT [41], and none have shown that they can
handle unknown attack types that fall outside their training data, there exists a wide adversarial robustness gap. In other words,
while ML methods can determine if a statistical anomaly exists, they cannot assure the robustness of the system to adaptive
adversaries or inform users of the physical implications of any detected event.

ICS Security Gateways and Protocol Security:

Protocol security gateways are most commonly implemented as deployed solutions; six of forty-four papers focus on
enforcement mechanisms at the network layer or at the protocol layer [19][20][21][24][25][26], which implement policy
enforcement based solely on message structure (and not process semantics). Thus, enforcing compliance with protocols, integrity
of messages, and access control policies is insufficient for ensuring security.

The reason why it fails is that these systems only work on message structures rather than process semantics. Of the six
gateway systems studied, each of them enforce their own policies through protocol fields and none of them know anything about
the physical process controlled by those messages.

A standard Modbus gateway system that allows function code fc06 to write to holding register hr[1] within the valid uint16
range [0,65535] will correctly implement the protocol-enforcement policies. However, there is no way for the gateway system to
determine whether hr[1] represents valve position, that the upper limit of the valve position is 100\% , or if an increase in valve
position would be hazardous given the current state of the process. Therefore, any command such as valve = 150\% would be
allowed by each of the six systems because it would represent syntactically valid input.

Digital Twin and Simulation:

The digital twin represents the best example in terms of simulating the consequences of an action (validation), because six
out of forty-four publications used simulation or virtual replica representations of the physical system [29][30][31][32][33][34],
which are based on the premise that if one maintains a physics-based representation of the system, then it will allow you to predict
how the system behaves when input varies. There is truth to thes premise. Six out of six systems using digital twins were able to
replicate the process dynamics. The three major barriers preventing the utilization of these digital twins as real-time security
gateways are as follows:

Firstly, there is no solution for model maintenance. Six out of six systems using digital twins need to be synchronized with
the actual equipment all the time. None of the systems provide an automatic method for ensuring that the model remains accurate
given changes to the equipment.

Secondly, the architectural structure of deployment does not fit the enforcement requirements. Six out of six systems
utilizing digital twins were used for detecting anomalies or analyzing incidents after they have occurred. Zero out of six systems
included the twin within a command blocking gateway that would analyze each command prior to executing the command.

Thirdly, the computational feasibility has been ignored. Six out of six studies analyzed the simulation outside of real time,
or at coarse granularity. Zero out of six studies evaluated whether simulations could be performed at millisecond latencies needed
for inline enforcement. As such, simplified physics models that enable predictions of first order consequences become an essential
intermediate step until a fully operational digital twin becomes a reality for enabling a gateway.

Adversarial Testing and Fuzzing:

Adversarial testing and Fuzzing research have resulted in highly sophisticated methods to discover weaknesses in ICS
protocol and Detection Systems. Six (6) out of Forty-four (44) Papers discussed Fuzzing, Generating Adversaries and Attack
Simulation Methods. [35] [36] [37] [38] [39] [40]

These methods are based on the idea that Security Mechanisms may be tested prior to Deployment by using crafted inputs

to test them. Although these methods have proven to be very successful at discovering vulnerabilities they create a Temporal
Limitation because all six (6) of the Six (6) Systems which utilize Adversarial Testing methods work either Offline or during
Evaluation Phases. Zero (0) of Six (6) Systems integrate Adversarial Testing into Live Gateway Operations.
The Separation Creates a Persistent Exposure Window. A Gateway Validated Against Known Attacks when Deployed Remains
Static; however, an Adversary Continuously Develops New Strategies Over Time. Because zero (0) of forty-four (44) systems
incorporate Continuous Validation against Adversarial Probes, there is No Mechanism to Detect Degradation of a System's
Security Posture due to Novel Patterns of Attack. Therefore, Adaptive Defense is Precluded.

The Concept of Adversarial Self-Testing - Where a Gateway Continuously Generates and Tests Adversarial Probes. The
Absence of this Capability Defines the Third Critical Gap - Robustness Against Adversaries Is Treated as a One-Time Operational
Property Rather Than as an Ongoing Operational Requirement. Against its Own Rules Does Not Exist within Any of the Reviewed
Systems.
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Synthesis:

Across the reviewed literature, there are three specific areas that have absolute deficits. First, there is a complete deficit in
predictive consequence models (only two of 44 reported any form of model or simulation to predict consequences), second, no
systems were found that employed integrated adversarial testing (i.e., each paper was limited to its own type of test as opposed to
an adversarial process with multiple types of tests), third, and most disturbingly, none of the 44 papers included a fully functional
implementation that could be deployed on existing hardware (all systems required some type of special purpose hardware). These
three deficiencies suggest a coherent set of requirements for a physics-based evaluation methodology; specifically, physics-aware
validation methods, quantitative models capable of predicting forward consequences and continuous adversarial robustness
methodologies. None of the reviewed studies have addressed these requirements.

IV.COMPARATIVE ANALYSIS
The Consequence Prediction Desert:

The above table shows us that just two of forty-four identified papers provide some type of predictive output related to
consequences of actions; however, both were defined as "partial” and none implemented complete consequence aware validation.
Therefore, we have a specific number: ninety-five point five percent of systems (forty-two out of forty-four) either detect or prevent
execution of commands with no attempt to predict or quantify physical damage to equipment or process changes. It should be
noted this lack of inclusion is not due to computational limits for simulating first order physics. A sixty second prediction horizon
based on .25 seconds per sample would require approximately 240 samples and execute within a millisecond using standard
hardware. The reason there was no integration of consequence prediction is therefore a design choice and not a resource issue.

Validation across each category of system remains binary and does not incorporate impact analysis. Rule based systems
[L1[2][31[41[5]1[8][42] enforce rules without projecting forward in time. Machine learning systems [9][10][12][15][16][17][18]
identify anomalous behavior but do not model causality. Gateway architectures [19][20][21][24][25][26] filter incoming messages
but do not consider the processes associated with those messages. Even when considering digital twin approaches
[29][30][31][32][33][34] which simulate physical processes, these do not use predictions in their real time enforcement. As such,
the absence of a common practice regarding the inclusion of predictive outputs relative to consequences of actions defines the
consequence prediction gap: ICS security mechanisms operate with no knowledge of what happens after a command has executed.

Adversarial Robustness: A Borrowed Problem:

The adversarial testing component of these architectures was mentioned in seven of the forty-four papers reviewed —
specifically [7], [18], [35], [36], [37], [38], and [40] but in all instances, they were used as external tools to test the systems being
evaluated. As such, we can categorically state that none (i.e., zero) of the forty-four gateways tested incorporate adversarial testing
as part of their active gateway operations. Thus, there is a clear distinction in how adversarial testing has been integrated into the
two different paradigms. Modern software development includes continuous integration pipelines with ongoing evaluation of
systems against continuously evolving attack vectors. In contrast, ICS security incorporates adversarial testing into architecture
designs as an evaluation tool not as a design principle for on-going evaluation. Gateways [19], [20], [21], [24], [25], and [26]
utilize static validation logic; while machine learning-based systems [9], [10], [12], [15], [16], [17], and [18] utilize fixed decision
boundaries determined during training. Since zero of forty-four systems have incorporated mechanisms for continuously probing
for potential bypasses via adaptive adversarial testing, no current operational mechanism evaluates the resilience of these systems
to adaptive adversaries over time. Therefore, each of these ICS security gateways operate with an unknown percentage of potential
bypasses for an attacker who adapts. This indicates a systemic deficiency (adversarial robustness gap) regarding the ability of each
system to self-estimate its susceptibility to adaptive attackers.

The Open Source Vacuum:

In addition to comparing data, source code for fewer than three of the forty-four papers being analyzed has been provided.
Thus, ninety-three percent of the papers studied were not reproducible. Additionally, since nearly all detection performance claims
have been made by machine learning-based systems [9] [10] [12] [15] [16] [17] [18]; those claims cannot be independently
validated because details about how those systems were implemented (such as their preprocessing methodologies and hyper
parameters) could not be obtained. Studies conducted with the use of similar methodologies have produced inconsistent results
which support this assertion. Furthermore, given that the common datasets such as SWaT [41] are not easily obtainable to many
researchers, it further complicates the problem. These datasets provide the basis for evaluating anomaly detection in ICS and the
reported detection rates for each dataset are quite disparate. The disparity suggests that the differing detection rates are primarily
caused by differences in system implementation rather than differing methodologies. As a result of only 3 of 44 systems analyzed
being reproducible; thus, the ICS community lacks an incremental body of knowledge to build upon. In contrast to using previous
contributions, every study must recreate a baseline functions.

Temporal Trend Analysis:

Temporal distributions throughout all 44 papers, identify unique evolutions of methods. Constraint-based validation using
rule-based and physics-aware approaches (Ref. [1][2][3]1[4][5][8][42]) were used throughout the 2010-2025 time frame, and
therefore have been a stable base for use. The machine learning-based detection methods (Ref. [9][10][12][15][16][17][18]).
however, are concentrated within the 2020-2023 timeframe which illustrates an increase in data-driven detection associated with
the emergence of publicly available datasets (e.g. SWaT Ref. [41]). Lastly, digital twin based detection methods (Ref.
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[29][30][31][32][33][34]), appeared post 2020 with six out of six publications occurring from 2020 to 2024 illustrating the current
trend towards physics-based models.

Four of the seven studies [35][36][37][38][40] that have been published in recent years (from 2023-25), indicate a new
trend on the horizon of security research which is adversarial testing. It does suggest that we are beginning to see a wider
recognition of adaptive attacks. Currently, no one of the forty-four systems discussed herein includes an integrated approach to
include both rule based validation and adversarial testing together; or use Machine Learning (ML) to detect anomalies within their
data sets; nor do they utilize digital twins to simulate different scenarios for testing purposes. However, as noted previously, it
looks like that researchers are moving towards developing an integrated solution with regards to incorporating both physical
awareness and robustness against adversarial attacks.

V.RESEARCH GAP ANALYSIS
The State of Semantic Validation:
The development of security for ICS has followed three distinct stages:

Protocol-enforcement at the application level (2010-2016) state-aware and invariant-based validation (2017 — 2021) and
machine-learning driven anomaly-detection (2020-2024). All 44 papers analyzed have shown a growing ability to detect malicious
activity with respect to the overall structure. However, the architecture of all of them continues to be focused on validating user
input against some version of the "rules" of either the protocols they are using, the past behavior of the system, or statistically
derived patterns from that past behavior; None of these 44 papers evaluate the future physical ramifications of those user inputs.
Protocol-gateways ensure that user input adheres to syntax rules[19][20][21][24][25][26], Rule-based systems ensure that user-
input does not violate predetermined operational constraints[1][2][3][4][5][8][42], Machine Learning (ML) methods
[9][10][212][15][16][17][18], determine if statistically-derived anomalies exist within that user-input.
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Fig 2: Radar Chart comparison

FIGURE : Radar chart comparing averaged capabilities of 44 reviewed ICS security systems across five dimensions:
consequence prediction, adversarial self-testing, open-source availability, multi-protocol support, and real-time blocking.

These improvements reflect increasing levels of sophistication in detecting issues with commands but do not indicate changes in
the objective of command-validation. 95.5\% (42 out of 44) of the reviewed papers/commands were detected or blocked by some
type of mechanism without any type of forward-consequence evaluation. Of the two remaining papers/command-evaluations they
represented only a limited form of forward-consequence evaluation. Therefore, today's mechanisms can tell you if a command is
anomalous or violates existing protocol rules, etc., but not if the command will lead to unsafe physical states.
Therefore, there exists a clearly defined gap: ICS security has addressed both retroactive and contemporaneous semantics, but no
effort has been made to address forward-consequence semantics.

Conseq. | Open
Ref. Short Title Year Category Pred. Src. Adv. Self-Test
Runtime Semantic Rule/Physics-
[1] Security 2018 Aware No No No
SAIN State-Aware Rule/Physics-
[2] Invariants 2024 Aware No No No
Temporal State Rule/Physics-
[3] Transition IDS 2022 Aware No No No
[4] Long-Short DFA 2024 Rule/Physics- No No No
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Detection Aware
Physics-Informed Rule/Physics-
[5] Anomaly 2022 Aware No No No
Causality-Guided CPS Rule/Physics-
[6] Detection 2023 Aware No No No
Rule/Physics-
[7] SRI Rule Induction 2023 Aware No No No
SCAPHY SCADA- Rule/Physics-
[8] Physical 2023 Aware No No No
Deep Feature Learning
[9] Review 2020 ML-Anomaly No No No
ICS Attribution
[10] Benchmark 2024 ML-Anomaly No No No
DL Critical
[11] Infrastructure 2024 ML-Anomaly No No No
[12] ICS-NAD Dataset 2025 ML-Anomaly No Yes No
GAN-Based ICS
[13] Detection 2025 ML-Anomaly No No No
Real-World ICS
[14] Detection 2021 ML-Anomaly No No No
[15] DAICS Deep Learning 2022 ML-Anomaly No No No
GRU Multivariate
[16] Detection 2023 ML-Anomaly No No No
RL-Based Detection
[17] (ADT) 2024 ML-Anomaly No No No
Raad Adversarial
[18] Detector 2023 ML-Anomaly No No No
[19] Edge Security Gateway | 2021 | Gateway/Protocol No No No
[20] DNP3 Linux Firewall 2016 | Gateway/Protocol No No No
Secure DNP3
[21] Broadcast 2016 | Gateway/Protocol No No No
[22] Zero Trust Gateway 2022 | Gateway/Protocol No No No
[23] DT-Driven Secure IloT | 2024 | Gateway/Protocol | Partial No No
DNP3 Protection
[24] Framework 2015 | Gateway/Protocol No No No
DNP3 Data Object
[25] Security 2014 | Gateway/Protocol No No No
Modbus/DNP3 State
[26] IDS 2010 | Gateway/Protocol No No No
ICS Cyber-Defense
[27] Trends 2019 | Gateway/Protocol No No No
SCADA Security
[28] Survey 2020 | Gateway/Protocol No No No
[29] DT SCADA IDS 2023 Digital Twin Partial No No
Secure DT
[30] Environments 2022 Digital Twin No No No
[31] DT Incident Response 2023 Digital Twin Partial No No
[32] DT Potential ICS 2020 Digital Twin No No No
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[33] DT Anomaly Detection | 2021 Digital Twin Partial No No
[34] DT Intrusion Detection 2021 Digital Twin No No No
[35] ConDiffFuzz ICS 2025 Digital Twin No No No
[36] RL-Based Fuzzer 2022 Digital Twin No No No
[37] GAN Protocol Fuzzing 2023 Digital Twin No No No
[38] MultiFuzz 2024 Digital Twin No No No
Model-Based Flaw
[39] Detection 2021 Digital Twin No No No
[40] GAN Attacks vs IDS 2020 Digital Twin No No No
[41] Trusted Platforms ICS 2012 Seminal No No No
[42] Critical State Analysis 2011 Seminal No No No
[43] SWaT Dataset 2016 Seminal No Yes No
CPS Anomaly
[44] Detection Survey 2020 Seminal No No No

Table no 2: Master Comparison Table

Gap 1: The Consequence Quantification Void:

There is an initial gap in consequence quantification. Two of 44 of these systems have partially provided some type of
consequence reasoning, while none of the 44 have fully predicted a physical effect from execution. Quantitatively estimating the
time it takes to fail (time to failure), how fast a system will degrade (rate of degradation) and determining the level of severity
(severity classification) for every command issued does not exist currently. These systems are limited by producing a binary output
allow or block without providing any information on what would occur should a command execute. Limitations in consequence
prediction directly affect how decisions are made operationally. Forty-two out of forty-four systems do not differentiate based
upon the severity of an alert, resulting in operators treating all alerts equally. Failure can occur rapidly when executing commands
that lead to a slow, gradual failure and there is no distinction between these two types of failures at the security layer. Alert fatigue
is further exacerbated by the inability to prioritize and respond quickly to critical response situations. There are no computational
limitations preventing the estimation of consequence prediction. Lightweight, first order physics models (flow dynamic and
pressure modeling) used in Cyber Physical Systems (CPS) are computationally feasible and can be approximated in real time.
Digital twin technology has demonstrated that process behavior can be simulated; however, zero of 44 of these systems utilize
digital twin technology for simulating process behavior in real time. Thus, we conclude that the limitation exists architecturally.
Security systems for Industrial Control Systems (ICS) are primarily designed to detect violations versus predicting consequences.

Gap 2: The Absence of Adversarial Self-Testing:

The second gap is the lack of adversarial self-testing. In other words, there is no self-testing for evaluating how well security
mechanisms would function when attacked by adversaries.

Adversarial testing was used in 7 of 44 studies to test systems using external testing methods[7][18][35][36][37][38][40].
In all seven cases, testing was done while the system was being tested; none were integrated into operational gateways. This creates
a major drawback. While validation of security mechanisms occurs prior to their use by validating the security mechanism against
known attack vectors, not one (0) of the 44 systems implemented any method of determining if the security mechanisms continued
to provide effective protection after they had been deployed. Therefore, once systems have been deployed, their effectiveness of
preventing attacks may begin to degrade over time due to evolving attack strategies and techniques, yet they will remain utilizing
static validation rules and fixed detection boundaries and methods.

As a result, an unaccounted for and potentially growing vulnerability surface exists.

These limitations can be eliminated through implementation within current architectures. Strategy-based adversarial
generation techniques such as boundary probing, replay attacks, rate manipulation, and slow-drift injection can be conducted as a
back ground process targeting the validation pipeline.

Since these probes do not need to disrupt production traffic, they can continually evaluate the degree to which attackers
could bypass defenses.

However, since 0 of 44 systems have implemented this ability, it has been confirmed that the ability to assess whether
security measures continue to provide adequate defense is viewed as a one-time validation property, rather than as an ongoing
operational requirement.
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Gap 3: The Open-Source Deploy ability Crisis:

The Third Gap: the lack of deployable and reproducible Systems. Only three out of forty-four research papers (6.8\%) on
the topic provide some kind of artifact (e.g., source code) related to their system(s). In addition, 41 out of 44 (93.2\%) research
papers did not make their source code available for verification or reproduction. Therefore, only three systems have been
implemented and made available for use by others. This has prevented the independent verification/reproduction of the reported
detection rates from the experimental studies, which is especially true for the machine learning based systems
[9][10][12][15][16][17][18]. Despite the use of widely accepted data sets like SWaT[41], Different outcomes were a result of the
implementation variability of each study's system. As a result, since only 3 out of 44 (6.8\%) research studies provided a
reproducible version of their system, there exists no consistent baseline with which other researchers can compare their results and
build upon prior work.

This third gap is not due to technical limitations. Modern ICS development tools and methodologies are still in use today.
For example, modern protocols for ICS devices already exist in the form of libraries (e.g., ModbusTCP) and frameworks for
containerization also exist today (e.g., Docker). These types of tools enable organizations to rapidly develop and deploy production
grade ICS systems. Therefore, it appears that the major reason why many research studies were unable to produce a reproducible
version of their system(s) is due to methodology and not technology.

The design space that is not yet explored

The researchers define the scope of their study based on a three-dimensional model of 44 papers. In each of the three
dimensions, there is a defined void within the body of literature. Specifically, 42 out of 44 systems (95.5%), lacked any form of
forward consequence reasoning, none of the 44 systems implemented any type of adversarial self-testing and finally, 41 of the 44
systems (93.2\%), were closed source.

These three voids represent three separate abilities that have been individually studied throughout the years. However, no
one has attempted to integrate them together.

Current methodologies exist independently in specific areas within this three dimensional model. For example, rule-based
and physics aware systems prevent violations of rules through enforcement of constraint without utilizing forward consequence
reasoning. Machine learning methods utilize anomaly detection techniques without incorporating any form of adversarial
robustness. Digital twins can be used to simulate the actual behavior of systems without integrating such simulations into real time
validation systems. Adversarial testing frameworks can test systems without integrating the results into real time pipeline
processes.

No single methodology exists to address the combination of all three aspects of the problem. As such, the entire area
representing integrated capability is completely unexplored.

As such, this clearly represents a new and emerging field of research, which is comprised of an integrated approach to
forward physical consequence reasoning, continuous adversarial evaluation and reproducible system design as a unified semantic
validation framework for future generations of industrial control system (ICS) security architectures.

Gap Paper Coverage Why it persists
Consequence 2/44 (partial) 4.5% Detection paradigm inherited from IT security;
Prediction no physical process model available
Adversarial Self- 0/44 int. 7/44 ext. 0% Testing treated as one-time activity; not
Testing conceived as operational property
Open-Source 3/44 4.5% Proprietary research culture; no incentive for
Deployability production-grade release

Table No 3: Gap Summary Matrix

VI.DISCUSSION
Implications for the Research Community:

All 44 studies indicated that the prevalence of detection-oriented techniques in ICS security is not technologically
necessary. Rather they represent a design decision borrowed from IT security. For instance, in the event of detecting intrusions
into IT systems, security mechanisms focus on identifying anomalous or malicious activity as the consequences of such are largely
digital. Conversely, ICS environments control physical processes and commands directly impact safety, reliability, and
infrastructure integrity. Notwithstanding these differences, 44 of 44 of the systems studied utilize a detection first paradigm by
validating commands with reference to protocol rules, historical behavior, or statistical models rather than assessing their physical
consequences.

Three gaps were identified which accounted for 42 of 44 systems lacking a means to predict consequences (95.5\%); 44 of
44 lacked a method for testing themselves against adversarial attacks (100\%); and 41 of 44 lacked some level of ability to be
reproduced (93.2\%). These are not merely independent shortcomings. Rather, they result directly from the application of IT-
centric security architectures to cyber-physical systems. Detection provides an answer regarding whether a command is unusual;
however, ICS security requires an assessment of whether a command is safe. Therefore, the objective of ICS security should shift
from detection to prevention. A prevention first paradigm will require systems to reason about how the physical state evolves,
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assess potential risk prior to executing a command, and continually assess its own resilience against adaptive attackers. As all 44
studies indicate the lack of these characteristics across each category, ICS security researchers have optimized within the
parameters of an inherited paradigm rather than redefine those parameters specifically for cyber-physical system contexts.

Threats to Validity:

Three potential confounding variables (threats to validity) have been identified. The first one has to do with how data may
be affected by publication bias. Publication bias occurs when there is an underrepresentation of some studies due to a reporting
bias. As researchers tend to report only positive results from their work on proprietary/industrial systems, they may not share
negative results or complete evaluations of those systems. To mitigate this issue, we searched five major databases including IEEE
Xplore, ACM Digital Library, Scopus, Google Scholar, and PubMed Central; we also conducted a grey literature cross check to
identify as many relevant studies as possible. The second confounding variable has to do with search completeness. Search
completeness is limited because our search excludes non-English language articles. We mitigate this limitation based on the fact
that most of the research done in the area of ICS security is written and published in English. A large number of English language
academic journals and conference proceedings are primarily used for publishing research in the areas of ICS security. Those
include IEEE and ACM. They are among the leading organizations in terms of publishing peer-reviewed journal articles and
conference papers in the area of ICS security. The third confounding variable has to do with the subjective nature of classification,
specifically regarding attributes like "Partial" consequences of predictions. Classification can be subjective when reviewers must
make decisions about classifications. We use an independent evaluation process to mitigate this issue. All instances with unclear
classification were evaluated by two independent reviewers. Any disagreements between the reviewers were then discussed until
both reviewers agreed on a single classification.

Limitations:

This review has two constraints: time and focus. Semantic validation of industrial control systems was only examined for
commands and processes; excluded were hardware-based, physical security aspects such as sensor tampering detection or
protection against modifications to programmable logic controller (PLC) firmware. From 2010 to 2025, the review period lasts for
fifteen years.Although this provides sufficient information regarding recent developments in industrial control system security, it
could limit its ability to identify foundational research that has contributed to the current state-of-the-art. Finally, no proprietary
industrial control systems nor vendor-specific products were analyzed because there was insufficient technical detail provided in
publically available documentation for them to be systematically evaluated. Because each of the forty-four reviewed systems with-
in the constrained scope exhibited the same design deficiencies, these limits did not impact the identification of the gaps.

VII.CONCLUSION
Semantic Validation in Industrial Control System Security: A Systematic Literature Review

This systematic literature review analyzed 44 studies conducted between 2010 — 2025 to assess the current state of semantic
validation for industrial control systems. The findings are conclusive. Only five percent (two out of forty-four) of all systems had
some form of consequences predicted when evaluating the effects of malicious inputs. None of the forty four systems evaluated
were found to have an independent adversarial testing capability. Ninety-three point two percent (forty-one out of forty-four) of
all systems studied lacked reproducible implementation capabilities. In summary these findings indicate that the vast majority of
all existing solutions utilize detection based methods which are able to either prevent or stop malicious input commands but provide
no information about what the potential physical implications may be of those commands. Furthermore, none of the systems
reviewed tested their own robustness against adaptive attacks. Additionally, not one of the systems reviewed could be
independently verified and/or implemented.

Collectively these limitations represent a fundamental flaw in how the field defines its security architectures. The lack of
consequence prediction, adversarial self-testing, and reproducibility in these systems is not a technical problem. Instead, it
represents an ongoing dependence upon detection-centric architectures developed from IT security approaches. Over the last
fifteen years ICS security researchers have continually improved detection accuracy through the use of rule-based, statistical and
machine learning technologies. However, the next generation of ICS security must transition away from detection centric
methodologies toward prevention centric methodologies with physics aware semantic validation, continuously self-testing against
adversaries, and reproducible designs.
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