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Abstract: The rapid growth of e-commerce platforms has resulted in an enormous volume of user-generated textual data in the form of
customer reviews. These reviews play a crucial role in influencing purchasing decisions and provide valuable insights into product quality and
customer satisfaction. However, analyzing such large-scale textual data manually is inefficient and time-consuming. Sentiment Analysis, a
subfield of Natural Language Processing (NLP), offers automated techniques to classify opinions expressed in text into categories such as
positive, negative, and neutral.

This research proposes a robust sentiment analysis framework using a balanced dataset derived from the Amazon Fine Food Reviews
corpus. One of the major challenges in sentiment classification is class imbalance, where positive reviews dominate the dataset, leading to
biased predictions. To address this issue, a balanced dataset consisting of 150,000 reviews equally distributed across sentiment classes is
constructed using an under-sampling approach.

The proposed system integrates advanced NLP preprocessing techniques, including tokenization, stop-word removal, and stemming,
followed by feature extraction using word embedding’s. A Long Short-Term Memory (LSTM) deep learning model is employed to capture
contextual dependencies within textual data. The model is trained and evaluated using standard metrics such as accuracy, precision, recall,
and F1-score.

Experimental results demonstrate that the proposed model achieves a test accuracy of 94.37%, indicating a significant improvement
over traditional and imbalanced learning approaches. The use of a balanced dataset effectively reduces model bias and enhances classification
reliability across all sentiment classes. The proposed framework can be effectively applied in real-world applications such as customer feedback
analysis, product evaluation, and decision support systems.

Key Words: Sentiment Analysis, Natural Language Processing (NLP), Machine Learning, Deep Learning, LSTM, Amazon Reviews, Class
Imbalance, Text Mining, Opinion Mining, Data Preprocessing.

I. INTRODUCTION

The exponential growth of internet technologies and digital platforms has led to an unprecedented increase in the generation
of data across various domains. E-commerce platforms such as Amazon and Flipkart continuously generate massive volumes of
user data through product interactions, transactions, and customer feedback. This large-scale data, commonly referred to as Big
Data, includes structured, semi-structured, and unstructured formats that require advanced computational techniques for efficient
processing and analysis [1].

Among the various forms of user-generated data, customer reviews have emerged as one of the most valuable sources of
information for both consumers and businesses. Studies indicate that nearly 90% of customers rely on online reviews before
making purchasing decisions, highlighting the critical role of opinion-based content in influencing consumer behavior [2]. These
reviews provide insights into product quality, usability, and customer satisfaction, making them essential for business intelligence
and decision-making processes.

However, the rapid increase in the volume of textual data presents significant challenges for manual analysis. Large-scale
platforms receive thousands of reviews daily, making it impractical to extract meaningful insights through traditional methods.
This has led to the adoption of automated techniques such as Natural Language Processing (NLP) and Machine Learning (ML),
which enable efficient processing and analysis of textual data [3].

Sentiment Analysis, also known as opinion mining, is a key application of NLP that focuses on identifying and classifying
opinions expressed in text. It enables the automatic categorization of textual data into positive, negative, or neutral sentiments,
allowing organizations to understand customer feedback at scale [4]. Over the years, sentiment analysis has evolved from simple
lexicon-based methods to advanced machine learning and deep learning approaches, significantly improving classification
accuracy and performance [5].

Despite these advancements, several challenges remain in real-world sentiment analysis applications. One of the major
issues is class imbalance, where positive reviews significantly outnumber negative and neutral reviews. This imbalance can lead
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to biased models that fail to accurately identify minority sentiments, particularly negative feedback, which is often critical for
business improvements [6]. In addition, the complexity of human language-including sarcasm, ambiguity, and informal
expressions-poses significant difficulties for automated systems [7].

To address these challenges, researchers have explored various approaches, including supervised machine learning models
such as Naive Bayes and Support Vector Machines, as well as deep learning techniques. Convolutional Neural Networks (CNN)
have been effectively applied for sentence-level classification tasks [8], while Recurrent Neural Networks (RNN) and Long Short-
Term Memory (LSTM) networks capture sequential dependencies in textual data [9]. More recently, transformer-based models
such as BERT have achieved state-of-the-art performance by leveraging attention mechanisms [10]. Among these, LSTM networks
have shown strong performance in sentiment analysis tasks due to their ability to capture long-term dependencies and contextual
relationships in sequential data [11][12].

Another critical aspect in improving sentiment classification performance is the use of balanced datasets. Several studies
have demonstrated that balancing the dataset significantly reduces model bias and improves the accuracy of classification models
across all sentiment categories [13] [14]. Proper preprocessing techniques, including tokenization, stop-word removal, and
stemming, also play a crucial role in enhancing model performance by reducing noise and standardizing textual data [15].

In recent years, the integration of deep learning with word embeddings has further improved the effectiveness of sentiment
analysis systems. Techniques such as Word2Vec and GloVe enable models to capture semantic relationships between words,
leading to better contextual understanding and improved classification results [16]. Additionally, evaluation metrics such as
precision, recall, and F1-score provide a comprehensive assessment of model performance, especially in imbalanced classification
scenarios [17].

In this context, the present study proposes a balanced deep learning framework for sentiment analysis of Amazon product
reviews using an LSTM-based model. By addressing issues related to class imbalance and leveraging advanced NLP techniques,
the proposed system aims to achieve higher accuracy and improved reliability in sentiment classification.

II.LITERATURE REVIEW

Sentiment Analysis, also referred to as opinion mining, has emerged as a critical research area within Natural Language
Processing (NLP) due to the exponential growth of user-generated content on digital platforms. It involves identifying and
classifying opinions expressed in textual data into predefined sentiment categories such as positive, negative, or neutral. Early
research in this domain primarily focused on rule-based and lexicon-driven approaches, where predefined sentiment dictionaries
were used to determine polarity [18].

With advancements in computational techniques, machine learning-based methods gained prominence. These approaches
utilize labeled datasets to train models capable of learning patterns and relationships within textual data. Traditional algorithms
such as Naive Bayes, Support Vector Machines (SVM), and Logistic Regression have been widely used due to their simplicity
and effectiveness in text classification tasks [19]. However, these models rely heavily on feature engineering techniques such as
Bag-of-Words (BoW) and Term Frequency-Inverse Document Frequency (TF-IDF), which often fail to capture contextual
meaning.

2.1 Deep Learning in Sentiment Analysis

The introduction of deep learning techniques marked a significant advancement in sentiment analysis. Neural network
architectures such as Convolutional Neural Networks (CNN) and Recurrent Neural Networks (RNN) have demonstrated superior
performance in capturing complex patterns in textual data.

CNN-based models are effective in extracting local features and identifying important phrases within text, making them
suitable for sentence-level classification tasks [20]. On the other hand, RNNs and their advanced variant, Long Short-Term
Memory (LSTM), are designed to process sequential data and capture long-term dependencies, enabling better contextual
understanding of text [21].

More recently, transformer-based models such as BERT have revolutionized NLP by introducing attention mechanisms
that allow models to understand bidirectional context. These models achieve state-of-the-art performance in various sentiment
analysis tasks but require significant computational resources [22].

2.2 Feature Representation Techniques

Feature representation plays a crucial role in the performance of sentiment analysis models. Traditional approaches such as
Bag-of-Words and TF-IDF convert text into numerical form based on word frequency, but they ignore semantic relationships
between words.

To address this limitation, word embedding techniques such as Word2Vec and GloVe were introduced. These methods
map words into dense vector representations, capturing semantic similarity and contextual relationships between words [23]. Word
embedding’s significantly improve model performance by providing meaningful input representations for machine learning and
deep learning models.

2.3 Challenges in Existing Approaches
Despite significant advancements, several challenges remain in sentiment analysis research.

One of the primary challenges is class imbalance, where the distribution of sentiment classes is uneven. This leads to biased
models that favor the majority class, reducing the accuracy of minority class predictions [24].

Another major challenge is the complexity of natural language, which includes sarcasm, ambiguity, slang, and context-
dependent meanings. Traditional models often struggle to interpret such linguistic variations accurately [25].
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Additionally, domain dependency affects model performance, as words may carry different sentiments in different contexts.
Models trained on one dataset may not generalize well to another domain [26].

2.4 Comparative Analysis of Existing Methods
To better understand the strengths and limitations of existing approaches, a comparative analysis of prominent techniques
is presented in Table 1.

Author / Reference Year Method Key Contribution Limitation Accuracy
Zhang et al. [18] H 2018 H CNN H Improved text classification H Needs large data H ~85-90%
Young et al. [19] 2018 NLP + DL Advanced NLP integration High complexity ~80-85%

Vaswani et al. [20] 2017 || Transformer Attention mechanism Resource intensive ~90-95%

Cambria et al. [21] 2017 ||Concept-based Better semantics Weak sarcasm handling || ~75-85%
Mikolov et al. [22] 2013 || Word2Vec Semantic embeddings Context limitation N/A
Blei et al. [23] 2003 LDA Topic extraction Not sentiment-focused | ~65-75%
Kowsari et al. [24] 2019 Survey Comprehensive study No imbalance handling N/A
Johnson & Zhang [25] || 2015 CNN Word order learning High cost ~88-92%
Devlin et al. [26] 2018 BERT State-of-the-art NLP High computation ~92-96%
Joulin et al. [27] 2017 Fast Text Fast classification Limited context ~80-88%

Table 1. Comparative Analysis of Sentiment Analysis Techniques Based on Methods, Performance, And Limitations.

2.5 Research Gap

From the literature review, it is evident that significant progress has been made in sentiment analysis using machine learning
and deep learning techniques. However, several limitations still exist.

Most existing studies focus on improving model accuracy using advanced architectures but often overlook the issue of
dataset imbalance. As a result, models tend to perform well on majority classes while failing to accurately classify minority
sentiments, particularly negative reviews.

Furthermore, although deep learning models such as LSTM and BERT improve contextual understanding, they require
large datasets and high computational resources, which may not be practical in all scenarios. Additionally, challenges related to
language complexity and domain dependency remain unresolved.

IHLMETHODOLOGY
The proposed system is designed to perform sentiment classification on Amazon product reviews using a deep learning-
based approach. The overall workflow consists of multiple stages, including data acquisition, preprocessing, feature extraction,
model development, and evaluation.
The key objective of this methodology is to improve sentiment classification accuracy by addressing class imbalance and
leveraging contextual learning through Long Short-Term Memory (LSTM) networks. The system ensures that each stage
contributes to enhancing data quality and model performance.

3.1 System Architecture

The architecture of the proposed system follows a structured pipeline as shown in Fig. 1. The process begins with reading
the raw dataset, followed by the removal of unwanted features to retain only relevant information for analysis. The data then
undergoes a comprehensive preprocessing stage, which includes data cleaning to remove noise and inconsistencies, handling class
imbalance to ensure equal representation of sentiment classes, tokenization to convert text into individual words, and label
encoding to transform categorical sentiment labels into numerical form.

After preprocessing, the dataset is divided into training and testing sets using a standard train-test split approach. The
processed textual data is then converted into numerical tensors suitable for deep learning models. These tensors are fed into the
LSTM model, where sequential dependencies and contextual relationships within the text are learned effectively [28].

The model is subsequently trained using the training dataset, and its performance is evaluated on the test dataset using
standard evaluation metrics. Finally, the system visualizes training and testing loss curves to analyze model performance and detect
issues such as overfitting or under fitting. This structured workflow ensures efficient processing, accurate sentiment classification,
and improved model reliability.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 445|Page



Balanced LSTM-Based Deep Learning Framework for Sentiment Analysis of Amazon Product Reviews

Data Extraction from benchmark data source

Fig. 1. Overall architecture of the proposed sentiment analysis system showing data preprocessing, feature extraction, LSTM model, and
classification output.

The system consists of the following modules:
1. Data Collection and Balancing:

Amazon review dataset is collected and categorized into three sentiment classes. To eliminate bias, a balanced dataset of
150,000 reviews is created using under-sampling.

2. Text Preprocessing
Raw text is cleaned by:
Converting to lowercase
Removing stop words
Tokenization

Stemming

3. Feature Extraction
Text data is transformed into numerical sequences using tokenization and padding techniques.

4. Embedding Layer
Words are converted into dense vectors to capture semantic relationships.

5. LSTM Model
Sequential data is processed using LSTM to capture contextual dependencies.

6. Output Layer
A sigmoid/softmax function produces sentiment probabilities.

3.2 Mathematical Formulation of LSTM

The Long Short-Term Memory (LSTM) network is specifically designed to capture long-term dependencies in sequential
data through its gating mechanisms [29].
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Fig. 2. Internal structure of LSTM cell showing forget gate, input gate, output gate, and cell state for sequential data processing.

Fig. 2 illustrates the internal structure of the Long Short-Term Memory (LSTM) cell, which is designed to process
sequential data and capture long-term dependencies in textual inputs. The LSTM cell maintains two key components: the cell state
(Cy) and the hidden state (h;), which are updated at each time step.

The flow of information begins with the forget gate, which determines which information from the previous cell state (Ci-1)
should be retained or discarded. This gate uses a sigmoid activation function to assign values between 0 and 1, where values closer
to 0 indicate forgetting irrelevant information.

Next, the input gate decides which new information should be added to the cell state. It works in combination with the
candidate cell state, generated using the tanh activation function, to update the memory with relevant features from the current
input (x).

The updated cell state (C,) is computed by combining the retained previous information and the newly selected candidate
values. This mechanism allows the LSTM to preserve important contextual information over long sequences.

Finally, the output gate determines the information to be passed to the next hidden state (h;). The output is generated by
applying a sigmoid function followed by a tanh transformation on the updated cell state. This output serves as the input for the
next time step and contributes to the final prediction.

Forget Gate
Determines which information from the previous state should be discarded.

fi = o(Ws - [he_y, x,] + bf) (1)

Where:

e f,— Forget gate output at time step ¢

e 0— Sigmoid activation function (range 0 to 1)
We— Weight matrix of forget gate

-— Matrix multiplication

[h_1’ x,]— Concatenation of previous hidden state and current input
h;_,— Hidden state at previous time step

x,— Input at current time step

bs— Bias term of forget gate

Input Gate
Controls which new information should be added.
ip =0(W; - [heq, xe] + by) (2)

Candidate Cell State
Generates new candidate values for memory.
Ci = tanh(W; - [he—y, x;] + b) 3)

Cell State Update
Updates the internal memory of the network.

Ct:ﬁt'ct—l-}-it'ét 4)
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Output Gate
Determines output information.
o =W, - [he_q, %] + b,) (5)

Hidden State
Final output of LSTM at each time step.
h, = o, - tanh(C,) (6)

3.3 Model Training Strategy
The model is trained using the following configuration:
Train-Test Split: 80:20
Optimizer: Adam
Epochs: 10
Batch Size: 128
Early Stopping: Enabled
Early stopping prevents overfitting by monitoring validation loss.
Deep learning techniques have significantly improved the performance of text classification tasks by learning complex
patterns from data. Standard architectures and training methodologies are widely discussed in the literature [30], [31].

3.4 Performance Evaluation Metrics

To evaluate the performance of the proposed sentiment analysis model, several standard evaluation metrics are employed,
including accuracy, precision, recall, and F1-score. Accuracy measures the overall correctness of the model by calculating the
proportion of correctly predicted instances out of the total predictions. Precision evaluates the proportion of correctly predicted
positive instances among all instances predicted as positive, reflecting the model’s ability to avoid false positives. Recall, also
known as sensitivity, measures the model’s ability to correctly identify actual positive instances, indicating how well the model
captures relevant cases. The F1-score provides a balanced measure by combining precision and recall into a single metric, making
it particularly useful when dealing with imbalanced datasets. These metrics collectively provide a comprehensive assessment of
the model’s performance.

Algorithm 1: Sentiment Classification using LSTM
Input: Raw review dataset D
Output: Predicted sentiment labels

Step 1: Load dataset D

Step 2: Convert ratings into sentiment classes (positive, negative, neutral)
Step 3: Perform data balancing using under-sampling

Step 4: Clean text (lowercase, remove stopwords, tokenize, stem)
Step 5: Convert text into sequences using tokenizer

Step 6: Apply padding to ensure fixed length

Step 7: Initialize LSTM model with embedding layer

Step 8: Train model using training dataset

Step 9: Apply early stopping to prevent overfitting

Step 10: Evaluate model using test dataset

Step 11: Predict sentiment for new input reviews

Return sentiment labels

IV.RESULT AND DISCUSSION
The performance of the proposed LSTM-based sentiment analysis model is evaluated using a balanced dataset consisting
of 150,000 Amazon reviews. The model is assessed using standard evaluation metrics, including accuracy, precision, recall, and
F1-score, to ensure a comprehensive performance analysis.

4.1 Overall Performance Analysis

The experimental results indicate that the model achieves a training accuracy of 95.30%, while both validation and test
accuracy are recorded at 94.37%. The small difference between training and validation accuracy demonstrates that the model does
not suffer from significant overfitting and maintains strong generalization capability when applied to unseen data. This consistency
highlights the effectiveness of the proposed approach in learning meaningful patterns from textual data.

The detailed classification report further confirms the robustness of the model. The precision, recall, and F1-score values
for both negative and positive classes are approximately 0.94, indicating balanced performance across all sentiment categories.
The nearly identical metric values for both classes demonstrate that the model effectively handles class distribution without bias,
which is achieved through the use of a balanced dataset.
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Metric Value
Test Accuracy 94.37%
Training Accuracy 95.30%
Validation Accuracy 94.37%

Table 2. Summary of Model Performance Metrics

Table 2. presents the overall performance of the proposed LSTM-based sentiment analysis model across training,
validation, and test datasets. The model achieves a training accuracy of 95.30%, indicating that it effectively learns patterns and
features from the training data.

The validation accuracy is recorded at 94.37%, which is very close to the training accuracy. This small difference suggests
that the model generalizes well and does not suffer from significant overfitting. The consistent performance between training and
validation datasets indicates stable learning behavior.

Furthermore, the test accuracy of 94.37% confirms that the model performs reliably on unseen data. The alignment between
validation and test accuracy demonstrates that the model maintains its performance across different data splits. Overall, these
results highlight the effectiveness, stability, and robustness of the proposed sentiment analysis model.

4.2 Confusion Matrix Analysis

Confusion Matrix

50000

positive | 8,489 2,175
40000
©
a 30000
o
2
&= 20000
Negative 1'638
10000
positive Negative

Predicted label
Fig 3. Confusion Matrix for Sentiment Classification

Fig. 3 presents the confusion matrix of the proposed sentiment analysis model, illustrating the classification performance
across positive and negative sentiment classes. The diagonal elements represent correctly classified instances, while the off-
diagonal elements indicate misclassifications.

For the positive class, 8,489 reviews are correctly classified, while 2,175 reviews are incorrectly classified as negative. For
the negative class, the maodel correctly classifies 55,402 reviews, with 1,638 reviews misclassified as positive.

The results indicate that the model performs exceptionally well in identifying negative sentiments, with a very high number of
correct predictions. Although a small number of misclassifications are observed in the positive class, the overall performance
remains strong.

The dominance of diagonal values confirms that the model achieves high classification accuracy. Additionally, the
relatively low number of misclassifications demonstrates that the model effectively distinguishes between sentiment classes,
validating its reliability and robustness in real-world applications.

4.3 Training and Validation Performance Analysis

Model accuracy

Model loss
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Fig. 4. Training and validation performance of the proposed model: (a) accuracy curve and (b) loss curve over multiple epochs.
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Fig. 4 illustrates the training and validation performance of the proposed LSTM model in terms of accuracy and loss across
multiple epochs. As shown in Fig. 4(a), the training accuracy increases steadily and reaches above 98%, indicating that the model
effectively learns patterns from the training data. The validation accuracy also improves and stabilizes around 94-95%, which is
consistent with the final test accuracy of 94.37%. The close alignment between training and validation accuracy suggests that the
model generalizes well without significant overfitting.

Fig. 4(b) shows the training and validation loss curves. The training loss decreases consistently throughout the training
process, indicating effective optimization and error minimization. However, the validation loss initially decreases and then shows
a slight increase in later epochs, suggesting a mild degree of overfitting. Despite this, the validation accuracy remains stable,
indicating that the model maintains good predictive performance.

Finally, the combined analysis of accuracy and loss curves demonstrates that the model achieves stable convergence,
effective learning, and strong generalization capability.

4.4 Discussion

The results clearly demonstrate that the proposed LSTM-based sentiment analysis model achieves high accuracy and
balanced classification performance. The use of a balanced dataset plays a significant role in reducing model bias and improving
prediction reliability.

The consistency between training and validation accuracy confirms that the model does not overfit and generalizes well to
unseen data. Furthermore, the classification report shows equal performance across sentiment classes, highlighting the
effectiveness of the proposed approach.

Compared to traditional machine learning methods, the proposed deep learning model provides improved accuracy and
better contextual understanding of textual data. Overall, the system proves to be efficient, reliable, and suitable for real-world
sentiment analysis applications.

V.CONCLUSION AND FUTURE WORK

This paper presented a deep learning-based approach for sentiment analysis of Amazon product reviews using a Long
Short-Term Memory (LSTM) model. The proposed system focused on addressing the problem of class imbalance by constructing
a balanced dataset, thereby improving the reliability and fairness of sentiment classification.

The experimental results demonstrated that the model achieved a test accuracy of 94.37%, with consistent performance
across training and validation datasets. The classification report showed nearly identical precision, recall, and F1-score values for
both sentiment classes, confirming that the model performs in a balanced and unbiased manner. Furthermore, the confusion matrix
analysis and performance curves validated the robustness and generalization capability of the model.

Overall, the proposed approach effectively combines data preprocessing, class balancing, and LSTM-based modeling to
achieve high-performance sentiment classification. The results indicate that the system is suitable for real-world applications such
as customer feedback analysis, product evaluation, and decision support systems.

Future Work

Although the proposed model achieves strong performance, several improvements can be explored in future work. First,
advanced deep learning architectures such as Bidirectional LSTM (BiLSTM) and Transformer-based models like BERT can be
implemented to further enhance contextual understanding and improve accuracy.

Second, incorporating attention mechanisms can help the model focus on important words within the text, leading to better
sentiment interpretation. Additionally, expanding the dataset to include multilingual reviews can improve the applicability of the
model across different languages and regions.

Another potential improvement is the use of real-time sentiment analysis systems that can process streaming data from
social media platforms. Finally, hyperparameter tuning and optimization techniques can be applied to further enhance model
performance and reduce computational complexity.

Recent advancements in large-scale language models have further improved natural language understanding capabilities,
enabling more accurate sentiment prediction in complex scenarios [32].

Acknowledgements
The author is thankful to the Department of Computer Science at Government College (Autonomous), Rajahmundry, for
their support and encouragement throughout the course of this work.

REFERENCES

1. J. Manyika et al., “Big Data: The Next Frontier for Innovation, Competition, and Productivity,” 2011. [Online]. Available:
https://www.mckinsey.com/capabilities/quantumblack/our-insights/big-data-the-next-frontier-for-innovation

2. BrightLocal, “Local Consumer Review Survey 2023,” 2023. [Online]. Available: https://www.brightlocal.com/research/local -consumer-
review-survey/

3. C. D. Manning, P. Raghavan, and H. Schiitze, Introduction to Information Retrieval. Cambridge University Press, 2008. [Online].
Awvailable: https://nlp.stanford.edu/IR-book/

4. B. Liu, Sentiment Analysis and Opinion Mining. Morgan & Claypool, 2012. [Online].  Awvailable:
https://www.cs.uic.edu/~liub/FBS/SentimentAnalysis-and-OpinionMining.pdf

5. B.Pangand L. Lee, “Opinion Mining and Sentiment Analysis,” Foundations and Trends in Information Retrieval, vol. 2, no. 1-2, pp. 1-
135, 2008, [Online]. Available: https://www.cs.cornell.edu/home/llee/omsa/omsa.pdf

6. H.HeandE. A. Garcia, “Learning from Imbalanced Data,” IEEE Trans. Knowl. Data Eng., vol. 21, no. 9, pp. 1263-1284, 2009, [Online].

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 450|Page



Balanced LSTM-Based Deep Learning Framework for Sentiment Analysis of Amazon Product Reviews

7.

8.

9.

10.
11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

24,

25.

26.

27.

28.

29.

30.

31.
32.

Available: https://ieeexplore.ieee.org/document/4633969

E. Cambria, B. Schuller, Y. Xia, and C. Havasi, “Affective Computing and Sentiment Analysis,” IEEE Intell. Syst., vol. 32, no. 2, pp. 102—
107, 2017, [Online]. Available: https://ieeexplore.ieee.org/document/7888457

K. Kowsari, K. Jafari Meimandi, M. Heidarysafa, S. Mendu, L. Barnes, and D. Brown, “Text Classification Algorithms: A Survey,”
Information, vol. 10, no. 4, p. 150, 2019, [Online]. Available: https://arxiv.org/abs/1904.08067

Y. Kim, “Convolutional Neural Networks for Sentence Classification,” in EMNLP, 2014. [Online]. Available:
https://arxiv.org/abs/1408.5882

A. Vaswani et al., “Attention Is All You Need,” in NeurIPS, 2017. [Online]. Available: https://arxiv.org/abs/1706.03762

S. Hochreiter and J. Schmidhuber, “Long Short-Term Memory,” Neural Comput., vol. 9, no. 8, pp. 1735-1780, 1997, [Online]. Available:
https://www.bioinf.jku.at/publications/older/2604.pdf

D. P. Patinavalasa and D. Suneel Kumar, “Scalable Email Spam Detection Using BiLSTM with Large-Scale Hybrid Datasets,”
International Journal Of Recent Trends In Multidisciplinary Research, p. 96, Mar. 2026, doi: 10.59256/ijrtmr.20260602016.

N. Japkowicz, “The Class Imbalance Problem: Significance and Strategies,” International Conference on Artificial Intelligence, 2000,
[Online]. Available: https://link.springer.com/article/10.1023/A:1007649029923

S. K. DUVVURI, Applications of Artificial Intelligence Across Domains . Commissionerate of Collegiate Education, Government of
Andhra Pradesh , 2026. doi: 10.5281/zenod0.18623057.

S. Bird, E. Klein, and E. Loper, Natural Language Processing with Python. O’Reilly Media, 2009. [Online]. Available:
https://www.nltk.org/book/

J. Pennington, R. Socher, and C. Manning, “GloVe: Global Vectors for Word Representation,” in EMNLP, 2014, pp. 1532-1543. [Online].
Available: https://nlp.stanford.edu/projects/glove/

T. Fawcett, “An Introduction to ROC Analysis,” Pattern Recognit. Lett., vol. 27, no. 8, pp. 861874, 2006, [Online]. Available:
https://dl.acm.org/doi/10.1145/1143844.1143874

X. Zhang, J. Zhao, and Y. LeCun, “Character-level Convolutional Networks for Text Classification,” Adv. Neural Inf. Process. Syst., 2015,
[Online]. Available: https://arxiv.org/abs/1509.01626

T. Young, D. Hazarika, S. Poria, and E. Cambria, “Recent Trends in Deep Learning Based Natural Language Processing,” |IEEE Comput.
Intell. Mag., vol. 13, no. 3, pp. 5575, 2018, [Online]. Available: https://ieeexplore.ieee.org/document/8416583

A. Vaswani et al., “Attention Is All You Need,” in Advances in Neural Information Processing Systems, 2017. [Online]. Available:
https://arxiv.org/abs/1706.03762

E. Cambria, B. Schuller, Y. Xia, and C. Havasi, “Affective Computing and Sentiment Analysis,” IEEE Intell. Syst., vol. 32, no. 2, pp. 102—
107, 2017, [Online]. Available: https://ieeexplore.ieee.org/document/7888457

T. Mikolov, K. Chen, G. Corrado, and J. Dean, “Efficient Estimation of Word Representations in Vector Space,” arXiv preprint
arXiv:1301.3781, 2013, [Online]. Available: https://arxiv.org/abs/1301.3781

D. M. Blei, A. Y. Ng, and M. L. Jordan, “Latent Dirichlet Allocation,” Journal of Machine Learning Research, vol. 3, pp. 993-1022, 2003,
[Online]. Available: https://www.jmlr.org/papers/v3/blei03a.html

K. Kowsari, K. Jafari Meimandi, M. Heidarysafa, S. Mendu, L. Barnes, and D. Brown, “Text Classification Algorithms: A Survey,”
Information, vol. 10, no. 4, p. 150, 2019, [Online]. Available: https://arxiv.org/abs/1904.08067

R. Johnson and T. Zhang, “Effective Use of Word Order for Text Categorization with Convolutional Neural Networks,” arXiv preprint
arXiv:1509.01626, 2015, [Online]. Available: https://arxiv.org/abs/1509.01626

J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, “BERT: Pre-training of Deep Bidirectional Transformers for Language
Understanding,” arXiv preprint arXiv:1810.04805, 2018, [Online]. Available: https://arxiv.org/abs/1810.04805

A. Joulin, E. Grave, P. Bojanowski, and T. Mikolov, “Bag of Tricks for Efficient Text Classification,” arXiv preprint arXiv:1607.01759,
2017, [Online]. Available: https://arxiv.org/abs/1607.01759

D. P. Kadupu, D. P. Patinavalasa, and D. Suneel Kumar, “Deep Learning-Based Sentiment Analysis of Hotel Reviews Using LSTM and
Bidirectional LSTM Models,” Indian Journal of Computer Science and Technology, p. 262, Apr. 2026, doi:
10.59256/indjcst.20260501038.

S. Hochreiter and J. Schmidhuber, “Long Short-Term Memory,” Neural Comput., vol. 9, no. 8, pp. 1735-1780, 1997, [Online]. Available:
https://www.bioinf.jku.at/publications/older/2604.pdf

F. Chollet, Deep Learning with Python. Manning Publications, 2018. [Online]. Available: https://www.manning.com/books/deep-learning-
with-python

I. Goodfellow, Y. Bengio, and A. Courville, Deep Learning. MIT Press, 2016. [Online]. Available: https://www.deeplearningbook.org

T. Brown et al., “Language Models are Few-Shot Learners,” in Advances in Neural Information Processing Systems (NeurlPS), 2020.
[Online]. Available: https://arxiv.org/abs/2005.14165

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 451|Page


https://www.deeplearningbook.org/

	I. INTRODUCTION

