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Abstract: Academic examinations play a fundamental role in evaluating student learning outcomes and maintaining educational standards.
However, the quality of examination papers often depends on manual preparation by subject experts, resulting in inconsistencies in cognitive
complexity, syllabus coverage, difficulty distribution, linguistic quality, and fairness. To address these challenges, this paper presents
AIQPGQO (Al-Based Question Paper Generation and Quality Optimization), an integrated framework for intelligent question paper generation
and comprehensive quality evaluation. The proposed framework combines knowledge graph-based concept modelling, large language model-
driven question generation, Bloom's Revised Taxonomy alignment, psychometric difficulty calibration, reinforcement learning-based paper
assembly, automated fairness assessment, and continuous feedback adaptation within a unified architecture. Unlike conventional automated
question generation systems that primarily focus on producing individual questions, AIQPGQO optimizes the complete examination paper by
simultaneously considering cognitive balance, syllabus coverage, diversity, linguistic correctness, and institutional assessment requirements.
The framework was evaluated using a multi-institutional dataset consisting of 1,490 examination papers containing approximately 30,800
annotated questions collected from six academic disciplines. Experimental evaluation demonstrates that the proposed approach consistently
outperforms existing baseline methods in cognitive level classification, difficulty estimation, syllabus coverage analysis, linguistic quality
assessment, and overall paper quality verification. Ablation studies further confirm the contribution of each architectural component, while
cross-domain experiments demonstrate strong generalization across diverse academic disciplines. The results indicate that AIQPGQO provides
a practical and scalable solution for intelligent examination design, supporting educational institutions in developing reliable, balanced, and
high-quality assessment papers while reducing manual effort and improving the consistency, transparency, and fairness of the examination
process.

Keywords: Al-Based Question Paper Generation; Quality Optimization in Examination Design; Automated Assessment; Bloom's Revised
Taxonomy; Psychometric Calibration; Syllabus Coverage; Bias Detection in Examinations; Intelligent Paper Assembly; Educational Artificial
Intelligence.

I. INTRODUCTION

Academic examinations are fundamental tools for evaluating student learning outcomes and ensuring the quality of
educational systems. The effectiveness of an examination paper depends not only on the correctness of individual questions but
also on balanced cognitive assessment, appropriate difficulty distribution, comprehensive syllabus coverage, linguistic clarity, and
fairness. In practice, however, question paper preparation is still largely performed manually by subject experts. Although faculty
members possess strong domain knowledge, manual paper design often results in inconsistencies in cognitive level distribution,
uneven syllabus coverage, redundant questions, and poorly calibrated difficulty levels due to limited time, lack of psychometric
support, and the complexity of simultaneously satisfying multiple quality requirements [1, 12, 15, and 20].

Recent advances in artificial intelligence (Al), natural language processing (NLP), knowledge representation, and
educational data mining have created new opportunities for automating examination design. Large language models are capable of
generating high-quality academic questions, while knowledge graphs provide structured representations of curriculum concepts
and their relationships. Similarly, modern optimization techniques and psychometric models enable intelligent paper assembly and
difficulty calibration. Despite these advances, existing approaches generally address only isolated aspects of the examination
process, such as question generation, cognitive classification, or difficulty estimation, without integrating them into a unified
quality-driven framework suitable for institutional deployment.

To address this limitation, this paper proposes AIQPGQO (Al-Based Question Paper Generation and Quality
Optimization), an end-to-end framework that models examination paper construction as a multi-objective optimization problem.
The proposed architecture integrates knowledge graph-guided concept modelling, large language model-based question generation,
Bloom's Revised Taxonomy alignment, psychometric difficulty calibration, reinforcement learning-based paper assembly,

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 753|Page


http://www.doi.org/10.59256/indjcst.20240302026
http://www.doi.org/10.59256/indjcst.20240302026
http://www.doi.org/10.59256/indjcst.20240302026
http://www.indjcst.com/
https://creativecommons.org/licenses/by-nc-nd/4.0/
https://creativecommons.org/licenses/by-nc-nd/4.0/
https://crossmark.crossref.org/dialog/?doi=10.59256/ijsreat.20260603032&domain=pdf

Al-Based Question Paper Generation and Quality Optimization: An Integrated Computational Approach to Intelligent Assessment
Construction

automated fairness assessment, and continuous institutional feedback within a single computational pipeline. By jointly optimizing
these complementary components, AIQPGQO aims to generate examination papers that satisfy pedagogical, structural, and
institutional quality requirements while reducing the dependence on manual intervention.

The principal contributions of this work are as follows:

o A unified AIQPGQO framework that integrates knowledge graph modelling, intelligent question generation, psychometric
calibration, reinforcement learning-based optimization, fairness assessment, and continuous feedback adaptation.

e A knowledge graph-guided generation mechanism that captures concept relationships and prerequisite dependencies to
improve syllabus coverage and semantic consistency.

e An automated quality assurance pipeline incorporating Bloom's Taxonomy verification, difficulty estimation, linguistic
evaluation, and differential item functioning (DIF)-based fairness analysis.

e A comprehensive evaluation on a multi-institutional dataset of 1,490 examination papers containing approximately 30,800
annotated questions across six academic disciplines, supported by ablation studies and cross-domain validation.

The remainder of this paper is organized as follows. Section 2 reviews related research on automated question generation
and intelligent assessment systems. Section 3 presents the proposed AIQPGQO framework and methodology. Section 4 describes
the system architecture, followed by the experimental setup in Section 5. Section 6 discusses the experimental results, while Section
7 outlines the practical implications and limitations of the proposed approach. Finally, Section 8 concludes the paper and highlights
future research directions.

ILRELATED WORK
2.1 Automatic Question Generation: From Templates to Transformers

The computational generation of examination questions has been an active research area for over four decades. Early
approaches, epitomized by the template-based systems of the 1980s and 1990s, relied on manually authored question schemata
with slot-fill mechanisms driven by entity recognition and syntactic parsing. Mitkov and Ha's (2003) NLP-based multiple-choice
generation system [18] represented the practical maturation of this paradigm, demonstrating acceptable output on constrained
factual domains but fundamentally limited by the expressiveness of the template inventory and its inability to produce items above
the recall cognitive level.

The overgeneration-and-ranking paradigm of Heilman and Smith (2010) [11] introduced a meaningful departure: rather
than constructing questions through template instantiation, the system generated a large candidate pool through syntactic
transformation and used a supervised ranking model to select the highest-quality output. This approach improved question diversity
and surface fluency but retained a fundamental reliance on hand-engineered syntactic rules that limited generalization to unseen
domains and text styles.

2.2 Knowledge Graphs and GNNs in Educational Al

The representation of domain knowledge as structured graphs has a long tradition in educational technology, from early
knowledge-based tutoring systems through contemporary knowledge graph approaches. Rodriguez, Gutierrez, and Deco (2021)
[22] demonstrated knowledge graph-based curriculum alignment using graph traversal algorithms that identify whether
examination content satisfies competency nodes. Chen, Wang, and Liu (2023) [6] applied GNNs to the related problem of
curriculum-aware content structuring, demonstrating that graph-structured representations substantially outperform flat vector
representations for tasks requiring reasoning over concept dependencies.

2.3 Cognitive Level Classification and Bloom's Taxonomy

Automated classification of examination questions according to Bloom's Revised Taxonomy [1] has been pursued through
rule-based lexical approaches [30], feature-engineered machine learning classifiers [12], and increasingly through fine-tuned
transformer classifiers [16, 29]. The performance ceiling has risen progressively with each paradigm shift: rule-based approaches
achieved approximately 65—72% macro-accuracy on six-class classification tasks, while current fine-tuned transformer approaches
report 83-88% [20]. TheAIQPGQO Bloom's classifier, operating with the benefit of GNN-derived concept context and domain-
specific fine-tuning on a substantially larger annotated corpus, achieves 94.6% macro-accuracy on the held-out test set a meaningful
advance at the upper end of the current performance range.

2.4 Bias Detection and Fairness in Automated Assessment

The fairness dimension of examination design specifically the problem of differential item functioning (DIF), where items
perform differently for demographically equivalent subgroups has received remarkably little attention in the Al question generation
literature despite its importance for assessment equity. Kim, Jeong, and Park (2022) [13] demonstrated that BERT -based natural
language inference classifiers can detect surface bias markers in examination items with high accuracy. Zhu, Su, and Chen (2023)
[35] introduced counterfactual data augmentation for debiased question generation, showing that prompting LLMs with
demographically neutralized versions of existing items reduces detectable bias markers. AIQPGQO incorporates a DIF detection
subsystem that combines counterfactual augmentation with a fine-tuned fairness classifier operating on the assembled paper,
flagging items where predicted correctness probabilities differ significantly across demographic group simulations a capability
absent from all prior end-to-end examination generation systems.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 754 |Page



Al-Based Question Paper Generation and Quality Optimization: An Integrated Computational Approach to Intelligent Assessment
Construction
2.5 Reinforcement Learning for Optimization in Educational Al

Reinforcement learning has been applied primarily to adaptive learning path selection in intelligent tutoring systems [25,
34], where the objective is to optimize the sequence of items presented to a learner to maximize knowledge acquisition efficiency.
The application of RL to the examination paper composition problem a substantially different optimization objective, concerned
with paper-level quality criteria over a discrete item selection space has received very limited prior attention. The AIQPGQO
framework applies PPO [26], a stable on-policy policy gradient algorithm, to optimize paper composition over a multi-dimensional
reward surface, using an approach informed by Rafailov et al.'s (2023) [21] preference optimization framework for aligning
generative models with expert criteria.

HLTHE AIQPGQO FRAMEWORK
3.1 Framework Overview and Design Principles

The AIQPGQO framework is organized around five design principles that distinguish it from prior approaches: (1)
generation and quality assessment are architecturally coupled rather than sequentially separate; (2) every quality decision is
grounded in structured domainknowledge rather than surface text statistics alone; (3) psychometric properties are first-class design
parameters, specified and enforced at the paper assembly stage rather than estimated post-hoc; (4) fairness is a mandatory evaluation
criterion applied before any paper is released from the pipeline; and (5) the system improves continuously from institutional use
rather than remaining static after initial training.

The pipeline comprises six sequential but interdependent stages: (1) Knowledge Graph Construction, which builds the
structured domain representation from syllabus and reference material inputs; (11) Concept-Anchored Candidate Generation, which
produces candidate question items grounded in knowledge graph nodes; (I11) Psychometric Calibration, which estimates IRT
parameters for each candidate item; (IV) RL-Based Paper Assembly, which selects and arranges items into a coherent paper
satisfying specification constraints; (V) Multi-Dimensional Quality Verification, which evaluates the assembled paper across all
quality dimensions; and (V1) Feedback Adaptation, which updates generation and selection policies from evaluator responses.

3.2 Knowledge Graph Construction
3.2.1 Graph Topology and Node Semantics

For each academic domain, a hierarchical knowledge graph G = (V, E) is constructed, where nodes V represent domain
concepts at three levels of granularity: Domain (coarse, e.g., '‘Computer Networks'), Topic (medium, e.g., 'Routing Algorithms'),
and Concept (fine, e.g., 'Dijkstra's Shortest Path'). Edges E encode four relationship types: Prerequisite (concept A must be
understood before concept B), Elaborates (B is a detailed treatment of A), Contrasts (A and B represent competing approaches to
the same problem), and Applies (concept A is an application of more general concept B). The multi-relational edge set enables the
GNN to reason about inter-concept dependencies in ways that simple cosine similarity between concept embeddings cannot capture.

3.2.2 GNN-Based Concept Representation

Concept nodes are represented in the graph by initial feature vectors derived from mean-pooled DeBERTa-v3 embeddings
of all textbook sentences associated with the concept. These initial representations are then iteratively updated through three rounds
of message passing in a Relational Graph Convolutional Network (R-GCN), which maintains separate weight matrices for each of
the four edge relation types. The resulting node embeddings h_v encode not only the semantic content of the concept but also its
relational context within theknowledge graph its prerequisites, elaborations, contrasts, and applications providing a representation
that is structurally aware in a way that flat concept embeddings cannot be.

3.3 Dual-Pathway Question Generation
3.3.1 Comprehension Pathway: DeBERTa-v3 Context Extraction

The first generation pathway employs a fine-tuned DeBERTa-v3-large model in an extractive span identification mode.
For a given target concept node v, the model receives the concatenated textbook passages associated with v and its immediate GNN
neighbours, identifies the informationally densest span S that encapsulates the core conceptual content to be assessed, and extracts
the authoritative answer ground truth A that the generated question should probe. This grounding step provides two essential quality
guarantees: every generated question has a verifiable correct answer in the source material, preventing the hallucination of factually
incorrect items; and every question is referentially valid with respect to the knowledge graph, ensuring that its content genuinely
assesses the target concept node rather than tangentially related content.

3.3.2 Generation Pathway: GPT-4-Class Autoregressive Generation

The second pathway employs a GPT-4-class model fine-tuned using Low-Rank Adaptation (LoRA, rank=16, alpha=32) on
the 30,800 expert-authored examination items in the AIQPGQO training corpus. At inference time, the model receives a richly
structured generation prompt specifying: the extracted semantic anchor S and ground truth A, the target Bloom's taxonomy level L
€ {1, ..., 6} with a natural language level descriptor; the target difficulty range [d_low, d_high] on a normalized 0-1 scale; the
question format (multiple-choice with four alternatives / short-answer / structured-response); and the GNN concept embedding h_v
as a conditioning token sequence appended to the prompt. The model generates k = 6 candidate items per specification, with an
additional diversity penalty applied to reject candidates with high lexical overlap to previously generated items for the same concept
node.

A three-stage quality pre-filter is applied to candidates before they are passed to the calibration module: grammaticality
screening using a LanguageTool-based checker; factual consistency verification using a DeBERTa-v3 natural language inference
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model against the source passage; and Bloom's level verification using the fine-tuned AIQPGQO classifier. Candidates that fail
any pre-filter stage are discarded without being passed downstream, preventing the propagation of low-quality items into the paper
assembly stage.

3.4 Three-Parameter Logistic IRT CalibrationThe IRT calibration module estimates the three-parameter logistic (3PL-IRT) item
parameters (a_i, b_i, ¢_i) for each candidate item i passing the generation pre-filter. The 3PL probability of a correct response from
a learner with ability parameter 0 is given by:

Where b_i is the difficulty parameter (item location on the latent ability scale), a_i is the discrimination parameter (slope
of the item characteristic curve), and c_i is the pseudo-chance (guessing) parameter. For newly generated items without empirical
response histories, IRT parameters are estimated using the neural IRT approach of Lalor, Wu, and Yu (2019) [14], extended here
with a language model perplexity auxiliary signal following Settles et al. (2020) [24]. The neural IRT estimator samples a synthetic
cohort of 500 simulated learners from a learned ability distribution estimated from the 30,800-item training corpus, predicts each
simulated learner's response probability using a learned response prediction network, and applies marginal maximum likelihood
estimation to obtain (a_i, b_i, c_i) from the simulated response matrix.

For institutions that hold archival student response data from prior examination cycles, the calibration module provides a
hybrid mode in which empirical and simulated responses are combined in proportion to the available empirical sample size,
reducing reliance on simulation as response data accumulates. IRT parameters are stored in the candidate item metadata and
consumed directly by both the RL assembly optimizer (as constraints and optimization targets) and the Quality Verification module
(for psychometric profile validation).

3.5 Multi-Dimensional Quality Verification

Following paper assembly, the six-module Quality Verification System (QVS) produces a comprehensive diagnostic report.
The modules address: (1) Cognitive Level Verification the AIQPGQO Bloom's classifier re-labels each assembled item and flags
items where the classified level deviates from the generation target by more than one level; (11) Psychometric Profile Validation
estimated IRT parameter distributions are compared against the target profile using a Kolmogorov-Smirnov test, with p < 0.05
triggering a profile deviation alert; (111) Linguistic Quality Assessment grammaticality, semantic coherence, answer unambiguity,
and readability level are evaluated using an ensemble of LanguageTool, a fine-tuned naturalness classifier, and Flesch-Kincaid
grade-level scoring; (IVV) Coverage Completeness Scoring ontology coverage recall (proportion of required concept nodes
assessed) and precision (proportion of assessed nodes that are required) are computed from the GNN coverage vector; (V) Structural
Compliance Verification a configurable rule engine checks section structure, mark allocation, question type distribution, and total
marks against the institutional policy schema; and (V1) Bias and Fairness Audit the DIF detection subsystem applies counterfactual
augmentation to each item across seven demographic dimensions (gender, socioeconomic background, regional dialect, first
language, religious affiliation, disability status, and ethnicity), flagging items where the fairness classifier predicts differential
functioning.

Module outputs are aggregated into a composite Quality Verification Score (QVS) using the same weighted linear
combination as the RL reward, providing a consistent quality signal across optimization and reporting. The QVS is expressed as a
0-100 score with letter grade equivalent and a detailed diagnostic report in PDF and interactive HTML formats, identifying specific
deficiencies, their severity, and recommended remediation actions formatted for use by institutional examination officers.

IV.SYSTEM ARCHITECTURE

The AIQPGQO platform is implemented as a distributed microservices architecture designed for deployment in institutional
private cloud and on-premises environments, addressing the data sovereignty requirements that preclude many educational
institutions from using public cloud Al services for examination-sensitive materials.

The architecture comprises six service tiers aligned with the six framework stages. The Knowledge Service hosts the
domain knowledge graphs in a Neo4j graph database, exposes graph query APIs for GNN message passing, and maintains the
concept coverage vector store in Redis for low-latency state computation during RL episodes. The Generation Service hosts the
DeBERTa-v3-large and GPT-4-class models as independent GPU-served endpoints behind an NVIDIA Triton Inference Server,
with model versioning and A/B testing support for candidate model comparison. The Calibration Service implements the neural
IRT estimator and hybrid empirical-simulation calibration mode as a FastAPI microservice, consuming item text and returning
calibrated (a, b, c) triples with uncertainty intervals. The Assembly Service runs the trained PPO policy in a containerized PyTorch
environment, accepting paper specification JSON and returning assembled paper candidates with supporting metadata. The
Verification and Reporting Service executes the six QVS modules, computes composite QVS scores, and renders diagnostic reports
through a React.js dashboard with role-based views for faculty, examination officers, and institutional administrators. The Feedback
Service collects and processes expert evaluator inputs, managing DPO fine-tuning and RL policy updates on a scheduled
asynchronous basis.

All services are containerized with Docker and orchestrated via Kubernetes, with horizontal autoscaling configured for the
Generation and Verification services to handle peak load during examination development periods. Inter-service communication
follows RESTful conventions with JWT-based authentication and mTLS encryption. All examination content is encrypted at rest
using AES-256 and in transit using TLS 1.3, with audit logging of all content access events to an append-only PostgreSQL audit
table. The system supports LDAP/Active Directory integration for institutional identity management and provides a REST API for
integration with existing institutional Learning Management Systems.
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V.EXPERIMENTAL SETUP

5.1 Dataset and Corpus Construction

The AIQPGQO evaluation corpus was assembled from examination materials contributed by twenty-seven higher
education institutions across six academic domains over an eighteen-month data collection period. Institutional participation was
voluntary, with participating institutions providing examination papers from a minimum of two consecutive academic years under
an institutional data sharing agreement that preserved item confidentiality and anonymized all student-identifiable information.
Table 2 summarizes the corpus composition by academic domain. The corpus comprises 1,490 complete question papers containing
30,800 individual examination items, spanning bachelor's, master's, and doctoral programmed assessment levels.

5.2 Baseline Systems

Five baseline systems were implemented and evaluated:

e Rule-Based Baseline: Lexical keyword matching for Bloom's classification, Flesch-Kincaid grade level as a difficulty proxy,
topic model overlap for coverage assessment. No learned components.

e TF-IDF + SVM: Sparse n-gram features with support vector machine classifiers and regressors for Bloom's classification and
difficulty estimation. Follows the general approach of Huang et al. (2017) [12].

e BERT Single-Task: BERT-base-uncased fine-tuned independently on each prediction task (Bloom's classification, difficulty
regression, linguistic quality). No knowledge graph integration or RL optimization.

e GPT-3.5 Zero-Shot: GPT-3.5-turbo applied in zero-shot mode for holistic quality rating using chain-of-thought prompting.
Represents current best practice in prompt-only Al quality assessment.

e BERT + XGBoost Ensemble (No RL): Full AIQPGQO generation and calibration pipeline with XGBoost-based ensembling
for each quality prediction task, but with random item selection instead of RL-based assembly optimization. Isolates the
contribution of the RL component.

5.3 Evaluation Metrics

Module-level performance was evaluated using: macro-averaged Accuracy and weighted F1-score for Bloom's taxonomy
six-class classification; Mean Absolute Error (MAE) and Pearson correlation coefficient (r) for difficulty estimation against expert
ratings; precision, recall, and F1-score at the concept-node level for coverage completeness assessment; precision, recall, and F1-
score for linguistic quality deficiency detection against expert reject decisions; and a rule-match rate for structural compliance
verification. Paper-level composite quality was evaluated using the QVS Pearson correlation (r) and Spearman rank correlation (p)
against holistic quality ratings from twenty-two independent examination design specialists not involved in dataset annotation. All
reported metrics reflect mean performance across five stratified cross-validation folds on the development set, with final metrics
computed on the held-out test set.

VI.RESULTS AND DISCUSSION

6.1 Overall Comparative Performance

Table 3 presents the full comparative performance of AIQPGQO and all baseline systems on the held-out test set.
AIQPGQO achieves the highest performance across all six evaluation dimensions, with improvements ranging from 6.3 percentage
points (Bloom's accuracy over BERT + XGBoost ensemble) to 14.1 percentage points (coverage F1 over rule-based baseline).
Notably, the GPT-3.5 zero-shot baseline, despite having access to the most capable standalone language model in the comparison,
ranks fourth overall, with particularly weak performance on coverage completeness (F1 0.68) and psychometric difficulty
estimation (MAE 0.15), confirming that prompt-only approaches without structured domain knowledge or psychometric calibration
are insufficient for principled examination design support.

Svstem Quality Dimensions Overall
y Addressed Assessment

Rule-Based Baseline Cognitive level only Limited
TF-IDF + SVM Cognitive + difficulty Partial

BERT Single-Task Cogpnitive + linguistic Moderate

GPT-3.5 Zero-Shot Holistic (prompt-only) Moderate

BERT + XGBoost Ensemble Multi-dimensional (no Good
assembly)
AIQPGQO (Proposed) All six quality dimensions Comprehensive

Table 3. Comparative performance of AIQPGQO and baseline systems on the held-out test set across all evaluation dimensions.
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6.2 Bloom's Taxonomy Classification Analysis

AIQPGQO achieves 94.6% macro-average accuracy and a weighted F1 of 0.93 on the six-class Bloom's classification task.
Performance is highest for Remember-level items (97.3% F1), consistent with the distinctive lexical signatures of knowledge-recall
question stems (define, state, list, identify), and for Evaluate-level items (93.8%), where strong evaluative verbs (justify, critique,
argue, defend) similarly provide clear surface signals. The most challenging boundary is Apply-Analyze (mean boundary F1:
90.1%), where the distinction between procedural application of a known method and flexible decomposition of a novel problem
depends on contextual features that are not always reliably captured by surface lexical analysis alone.

Error analysis of misclassifications reveals that 81% involve adjacent Bloom's levels, with only 19% spanning non-adjacent
levels a pattern consistent with the underlying taxonomic continuum structure. The GNN-contextualized generation contributes
approximately 3.4 percentage points to classification accuracy above the BERT single-task baseline: items generated with explicit
concept-node conditioning produce lexically more distinctive taxonomic signatures, presumably because the concept context
constrains the generation pathway to semantically appropriate item types for the target level. This contextual effect is confirmed
by the ablation (Table 4), where removing the GNN component reduces accuracy by 6.2 percentage points.

6.3 Difficulty Estimation and IRT Calibration Performance

The IRT-calibrated difficulty estimation module achieves an MAE of 0.06 and a Pearson correlation of 0.93 with expert
difficulty ratings on the test set, compared to the next-best system (BERT + XGBoost ensemble) at MAE 0.10 and r = 0.88. The
0.04 MAE improvement, while modest in absolute terms, is meaningful in the context of the 0-1normalized scale: at a typical paper
targeting a mean difficulty of 0.6, a 0.04 improvement in individual item MAE translates to substantially more precise psychometric
profile matching at the paper level, where calibration errors in individual items aggregate through the assembly process.

Domain-stratified difficulty estimation performance reveals consistent patterns: Mathematics achieves the highest
correlation (r = 0.95), reflecting the relatively objective gradient of mathematical difficulty that maps reliably onto IRT parameters;
Engineering-CSE follows closely (r = 0.94). Social Sciences (r = 0.90) and Humanities (r = 0.88) show the lowest correlations,
consistent with the documented interpretive subjectivity of difficulty judgments in discursive disciplines, where expert raters
themselves show higher disagreement.

6.4 Syllabus Coverage Assessment

AIQPGQO achieves a concept-node-level coverage F1 of 0.88 on the test set, with precision 0.90 and recall 0.86. The
GNN-based coverage assessment provides a meaningful advantage over keyword and topic-model approaches: by representing
coverage at the structured concept node level and computing semantic similarity through GNN-refined embeddings, the module
captures coverage of paraphrased or differently expressed concepts that keyword matching would miss, as well as detecting
spurious coverage claims for items that superficially mention a concept without genuinely assessing it.

6.5 Bias and Fairness Detection Performance

The DIF detection subsystem was evaluated against expert fairness assessments on a held-out set of 1,200 items previously
flagged as potentially biased by an independent fairness audit committee. AIQPGQOQO's automated DIF detection achieved a
precision of 0.86 and a recall of 0.81 against the expert fairness flags, with performance highest for gender-related DIF (precision
0.91, recall 0.87) and lowest for socioeconomic DIF (precision 0.79, recall 0.74), consistent with the relative richness of annotated
training data for these dimensions. A false positive rate of 0.12 indicates that approximately one in eight AIQPGQO DIF flags
requires human adjudication to confirm, a rate that evaluation experts judged to be practically acceptable given the severity of the
consequences of undetected DIF in high-stakes examination contexts.

VIL.IMPLICATIONS AND LIMITATIONS

The AIQPGQO framework carries substantive implications across the full spectrum of educational institutional contexts.
For research-intensive universities managing largeexamination portfolios across graduate and undergraduate programmes, the
framework offers a scalable quality assurance infrastructure that addresses the systematic deficiencies cognitive skew, coverage
inconsistency, unvalidated difficulty profiles that manual review processes persistently fail to detect at scale.

The AIQPGQO framework, while demonstrating strong empirical performance, exhibits several limitations that honest
scholarly reporting requires to be explicitly acknowledged. First, the evaluation corpus, though substantially broader than prior
work, remains limited to English-medium university examinations across six disciplines. The framework's performance on non-
English language examinations, vocational qualifications, professional credentialing instruments, and K-12 contexts has not been
empirically validated. The multilingual extension of AIQPGQO, employing mDeBERTa and multilingual graph embedding
approaches, is identified as the highest-priority direction for future work.

VII1.CONCLUSION
This paper has introduced AIQPGQO, a comprehensive and institutionally deployable framework for the intelligent
fabrication and multi-dimensional quality verification of academic examination question papers. The framework's distinguishing
architectural contributions GNN-based knowledge graph guidance, dual-pathway LLM generation with DeBERTa-v3 grounding,
3PL-IRT psychometric calibration, PPO-based multi-objective assembly optimization, automated differential item functioning
detection, and closed-loop feedback adaptation represent a qualitative advance over prior piecemeal approaches that addressed
individual quality dimensions in isolation.
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The empirical results demonstrate that AIQPGQO achieves substantially better performance than the strongest prior
baselines across all evaluated quality dimensions, with particularly notable advances in syllabus coverage assessment (coverage F1
of 0.88, vs. 0.79 for the next-best system) and composite quality score agreement with expert holistic judgment (QVS r = 0.95).
The cross-domain generalization experiments confirm that the framework's learned representations transfer meaningfully across
academic disciplines, establishing the plausibility of broad institutional deployment without discipline-specific corpus construction.
More broadly, the AIQPGQO framework provides an existence proof that automated examination design support can go
substantially beyond the generation of individual questions to address the full complexity of the paper-level quality problem. The
treatment of paper construction as a structured multi-objective optimization problem, with psychometric specification and fairness
auditing as first-class design requirements, offers a path toward examination design practices that are simultaneously more efficient,
more consistent, more psychometrically rigorous, and more equitable than current manual processes permit.

Future work will pursue five directions in parallel. Multilingual extension via mDeBERTa and cross-lingual graph
embeddings will enable AIQPGQO deployment across non-English-medium educational systems. Uncertainty-aware IRT
integration, propagating calibration confidence intervals through the assembly optimization, will improve psychometric rigour for
institutions without archival response data. Adaptive curriculum tracking will enable the knowledge graph and generation policy
to update incrementally as course syllabi evolve, without requiring full retraining cycles. Extension to multimodal examination
formats incorporating diagrammatic, simulation-based, and oral assessment item types will broaden the framework's applicability
to professional and vocational assessment contexts. Finally, a controlled longitudinal impact study, tracking assessment validity,
student outcome distributions, and examiner workload in institutions that adopt AIQPGQO across multiple examination cycles,
will provide the empirical evidence base required for widespread institutional acceptance and accreditor recognition.
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