
Published By: Fifth Dimension Research Publication                   https://fdrpjournals.org/                                           237 | P a g e  

 

Indian Journal of Computer Science and Technology  
https://www.doi.org/10.59256/indjcst.20260502026 
Volume 5, Issue2 (May-August 2026), PP: 237-240.  
www.indjcst.com                                                                                                                                                                        ISSN No: 2583-5300 

Agentic AI Based Smart Assistant: A Multimodal Visual 
Question Answering System Using Fast API and GROQ  
Vision-Language Models 
 
Gaurav Arya1, Shuchi Sharma2 
1Student, Department of AIML, ADGIPS, FC-26 Shastri Park, Shahdara, New Delhi, India. 
2Assistant Professor, Department of AIML, ADGIPS, FC-26 Shastri Park, Shahdara, New Delhi, India. 

 

To Cite this Article: Gaurav Arya1, Shuchi Sharma2, “Agentic AI Based Smart Assistant: A Multimodal Visual Question 

Answering System Using Fast API and GROQ Vision-Language Models”, Indian Journal of Computer Science and Technology, 

Volume 05, Issue 02 (May-August 2026), PP: 237-240. 
Copyright: ©2026 This is an open access journal, and articles are distributed under the terms of the Creative 

Commons Attribution License; Which Permits unrestricted use, distribution, and reproduction in any medium, 

provided the original author and source are credited. 
 

 

I. INTRODUCTION 

 Artificial Intelligence has transformed modern computing by enabling machines to perceive and reason across multiple 

modalities. Among the most impactful intersections of AI subfields is the combination of Computer Vision (CV) and Natural 

Language Processing (NLP) — two disciplines that historically operated in isolation. Human cognition, however, is inherently 

multimodal; we simultaneously process visual inputs and linguistic reasoning. This gap motivates the development of integrated 
systems capable of Visual Question Answering (VQA). 

This paper presents the Agentic AI Based Smart Assistant, a lightweight, web-based multimodal AI system that enables 

users to upload images and pose natural language queries, receiving contextually accurate AI-generated responses in real time. The 

system exploits FastAPI for high-performance backend processing and the GROQ API to access LLaMA-based VLMs. An 

optional PDF ingestion pipeline powered by TF-IDF-based RAG further extends the system's document-aware answering 

capability. 

The contributions of this work are: (i) a complete end-to-end multimodal VQA web application; (ii) dual-model parallel 

inference using two LLaMA vision variants; (iii) a TF-IDF RAG module for document-grounded answering; and (iv) rigorous 

functional testing across 10 scenarios. 

 

II.RELATED WORK 
Early multimodal systems treated vision and language as separate pipelines, often requiring task-specific architectures. 

Antol et al. [1] introduced the VQA benchmark, establishing evaluation standards for image-based question answering. Subsequent 

work by Anderson et al. [2] demonstrated that bottom-up attention mechanisms on object features significantly improve VQA 

accuracy. 

The emergence of large language models (LLMs) enabled unified representations of vision and language. Radford et al. 

[3] Introduced CLIP, learning aligned visual-text embeddings at scale, while models like BLIP-2 [4] and LLaVA [5] further 

advanced open-ended VQA by fine-tuning LLMs on visual instruction-following datasets. 

On the RAG side, Lewis et al. [6] demonstrated that combining dense retrieval with sequence generation significantly 

improves knowledge-intensive tasks. TF-IDF-based retrieval, while simpler, remains effective for keyword-centric document 

search and is computationally lightweight for deployment-constrained environments. 

The present work differentiates itself from existing research by providing a deployable, API-integrated, full-stack VQA 

application with dual-model inference and document-aware answering — addressing a gap between research prototypes and 
practical web deployments. 

 

Abstract: This paper presents the design and implementation of an Agentic AI Based Smart Assistant — a multimodal web application capable 
of analyzing images and answering natural language queries in real time. The system integrates FastAPI as the backend web framework with the 
GROQ API, leveraging LLaMA-based Vision-Language Models (VLMs) to interpret both visual and textual data simultaneously. An additional 
Retrieval-Augmented Generation (RAG) pipeline using TF-IDF vectorization enables document-aware question answering from uploaded 

PDFs. The system was tested across ten functional scenarios including valid and invalid inputs, large images, concurrent requests, and API 
fault conditions — all passing successfully. Results demonstrate strong contextual accuracy and low-latency performance suitable for real-
world applications in medical imaging, smart education, and automated inspection. 
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III.SYSTEM DESIGN AND ARCHITECTURE 

A. Overall Architecture 

The system is designed as a modular, layered application comprising four principal layers: 

(1) The User Interface Layer, (2) the FastAPI Application Layer, (3) the External AI Integration Layer, and (4) the Support 

Layer. 

Figure 1 shows the high-level data flow. Users submit images and text queries via an HTML/Jinja2 front-end. The FastAPI backend 

validates and encodes the image to Base64, constructs a multimodal JSON payload, and dispatches it to the GROQ Vision API. 

The model's text response is parsed and rendered back to the user interface. 

  

User (Browser UI) → FastAPI Backend → Image Encode & Validate → GROQ Vision API (LLaMA) 

Fig. 1. System Architecture — Data flow from User to GROQ Vision API 

 

B. Frontend: HTML/Jinja2 Interface 

  The frontend is rendered via Jinja2 templates served by FastAPI. It provides a two-panel layout: an image upload section 

and a text query input section, with AI responses displayed in side-by-side columns corresponding to the two LLaMA model 

variants queried in parallel. 

 

C. Backend: FastAPI Application 

  FastAPI's asynchronous capabilities allow concurrent handling of multiple user requests without blocking. The 

/upload_and_query POST endpoint receives the uploaded image file and query string as form data, orchestrates validation, 

encoding, and API communication, then returns a JSON response containing both model outputs. 

 

D. Image Processing Module 

  Uploaded images are validated using Pillow (PIL) to confirm format integrity and non-corruption. Valid images are read 

as binary, converted to Base64-encoded strings, and embedded within the GROQ API message payload as data URLs conforming 

to the OpenAI Chat Completions schema. 
 

E. GROQ Vision-Language Model Integration 

  The system queries two LLaMA-based vision models — Llama-3.2-11b-vision and Llama-3.2-90b-vision — in parallel via 

separate HTTP POST requests to the GROQ API endpoint. Responses are aggregated and returned together, enabling comparative 

multi-model output display. 

 

F. PDF RAG Module 

  An optional PDF ingestion pipeline extracts text using pypdf, splits it into chunks, and indexes them with a TF-IDF matrix 

via scikit-learn. At query time, cosine similarity is computed against the user's query vector to retrieve the top-k most relevant 

document chunks, which are prepended as context to the GROQ API prompt. 

 

G. Error Handling and Security 
  API keys are stored securely in environment variables via dotenv. All user inputs are validated before processing; 

exceptions (invalid format, empty query, API failure) are caught and surfaced as informative error messages. Communication with 

external APIs is conducted over HTTPS. 

  

IV.IMPLEMENTATION 

A. Technology Stack 

The system is implemented in Python 3.10+ using the following components: 

• FastAPI + Uvicorn — ASGI web framework and server 

• GROQ API — Access to LLaMA-3.2 vision-language models 

• Pillow (PIL) — Image validation and processing 

• pypdf + scikit-learn (TF-IDF) — PDF ingestion and retrieval 
• python-dotenv — Secure environment variable management 

• HTML + Jinja2 — Templated front-end rendering 

• Git/GitHub — Version control and source management 

The full source code is publicly available at: https://github.com/viKrida/Miner_Project_ForCollege 

 

B. Core Code Module — Image Processing and API Call 

  The process_image() function reads the uploaded file, validates it via PIL, encodes it to Base64, constructs a multimodal 

message list following the OpenAI message schema, and dispatches it to the GROQ endpoint with the GROQ_API_KEY loaded 

from the environment. Response text is extracted from the JSON content array and returned to the caller. 

 

https://github.com/viKrida/Miner_Project_ForCollege
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C. FastAPI Endpoint 

  The root GET endpoint serves the HTML interface via TemplateResponse. The /upload_and_query POST endpoint uses 

UploadFile and Form parameter injection to receive the multipart form data, processes both LLaMA model calls asynchronously, 

and returns a JSONResponse with status 200 and both model outputs. 

 

V.RESULTS AND EVALUATION 

A. Functional Testing 

  Ten test cases were executed covering the full functional scope of the system. Table I summarises the inputs, expected 

outputs, and pass/fail outcomes. All ten cases passed, validating the system's correctness and robustness. 

 

TC Test Case Input Expected Status 

TC01 Valid Image + Query JPEG + 'Describe image' AI description PASS 

TC02 No Image Uploaded No file + query Error message PASS 

TC03 Invalid Format .txt file Validation error PASS 

TC04 Empty Query PNG + empty text Client validation PASS 

TC05 Brain Anatomy Brain PNG + query Brain description PASS 

TC06 CNN Architecture CNN JPEG + query Layer description PASS 

TC07 PDF RAG Query PDF + text query Document answer PASS 

TC08 API Timeout Valid img + slow API Timeout handled PASS 

TC09 Large Image 5MB PNG Response generated PASS 

TC10 Concurrent Requests Multiple users No crash PASS 

Table I. Functional Test Cases Summary 

 

B. Qualitative Response Quality 

For a CNN architecture diagram with the query 'Describe the image,' both Llama-3.2-11b-vision and Llama-3.2-90b-vision 

correctly identified the diagram type, data flow direction, and all layer types (Conv, Pool, Flatten, FC, Softmax). For a human brain 

anatomy diagram with the query 'what is this image about?’ both models accurately identified and described the Frontal, Parietal, 

Temporal, and Occipital lobes along with the Cerebellum. 

 

C. Comparison with Related Approaches 

  Table II compares the proposed system against traditional VQA systems and text-only chatbots across key capability 

dimensions. 

 

Feature Proposed System Traditional VQA Text-Only Chatbots 

Image Understanding ✓ Full ✓ Partial ✗ 

NLP Query ✓  ✓ Limited ✓  

Web Interface ✓ FastAPI ✗ ✓  

PDF RAG ✓ TF-IDF ✗ ✓ Limited 

Dual-Model Inference ✓  ✗ ✗ 

Deployment Ease High Low Medium 

API Dependency GROQ API Custom model Various 
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D. Performance Characteristics 

Average API response time from GROQ was observed to be under 5 seconds per query under normal network conditions. 

FastAPI's asynchronous architecture successfully handled concurrent requests in TC10 without performance degradation, 

confirming scalability for moderate multi-user scenarios. The PDF TF-IDF index of 12 chunks was built at application startup with 

negligible overhead. 

VI.DISCUSSION 

The system demonstrates that modern API-integrated multimodal AI can be deployed in lightweight web applications 

without training custom deep learning models. The GROQ API's LLaMA-based VLMs provide strong baseline VQA accuracy 

across diverse image types, making the system broadly applicable. 

The TF-IDF RAG module, while effective for keyword-dense documents, is a known limitation. Dense embedding models 

such as Sentence-BERT [7] would provide superior semantic retrieval, particularly for paraphrased or concept-level queries. This 

represents the primary technical improvement pathway for future iterations. 

The dependency on the external GROQ API introduces a single point of failure for system availability. Integrating a local 

fallback model or caching frequent query-response pairs could mitigate this risk for production deployments. 

 

VII.LIMITATIONS AND FUTURE WORK 

 Current limitations include: API-dependent availability, absence of persistent session storage, English-only query support, no 

user authentication, and restriction to static image inputs (no video). Future work will address these through: 

• Integration of dense semantic embedding models (Sentence-BERT, Open AI Embeddings) for improved RAG 

• Persistent storage via PostgreSQL or MongoDB for query history and session management 

• OAuth2/JWT-based user authentication and role-based access control 

• Real-time video frame analysis via streaming APIs 

• Cloud deployment (AWS/Azure/GCP) with auto-scaling for production-grade availability 

• Multilingual query support using multilingual LLM variants 

• Vector database integration (Pinecone, ChromaDB) for large-scale semantic search 

• Domain-specific model fine-tuning for medical imaging and industrial inspection 

 

VIII.CONCLUSION 

This paper presented the design, implementation, and evaluation of an Agentic AI Based Smart Assistant — a multimodal 

VQA web application that bridges computer vision and natural language processing through a practical, deployable architecture. 

By integrating FastAPI with GROQ's LLaMA-based Vision-Language Models and a TF-IDF RAG pipeline, the system achieves 

real-time image-based question answering with dual-model parallel inference. 

All ten functional test cases passed successfully, and qualitative testing on CNN diagrams and medical anatomy images 

demonstrated strong contextual accuracy. The system confirms that lightweight, API-integrated multimodal AI is technically 

feasible and economically practical for real-world deployment. It establishes a solid foundation for next-generation AI assistants 

capable of perceiving, reasoning about, and communicating insights from visual and textual data. 
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