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Abstract: This paper introduces AGENTIC Al, an autonomous multi-agent framework developed to simplify the machine learning workflow
with minimal human involvement. The system employs specialized agents for data analysis, feature engineering, model training, evaluation,
explainability, and report generation within a collaborative architecture. It supports multiple learning algorithms and incorporates
hyperparameter optimization to improve predictive accuracy. SHAP-based methods are used to provide model interpretability, while a
semantic memory layer enables knowledge reuse across executions. Implemented with a FastAPI backend and a React-based interface, the
framework allows users to upload datasets, visualize results, and access generated reports. Experimental results show that AGENTIC Al
offers an efficient, scalable, and interpretable solution for automated machine learning development.

I. INTRODUCTION

Constructing machine learning applications involves a series of interconnected activities, including data exploration, feature
creation, model refinement, performance analysis, and interpretation of outcomes. Although AutoML methods have alleviated
some of the manual burden associated with these stages, they generally offer limited support for adaptive reasoning and robust
explainability. As a result, there is increasing interest in intelligent systems capable of overseeing the complete learning pipeline
with minimal human participation.

To address these challenges, this study presents AGENTIC Al, an agent-oriented platform developed for comprehensive
machine learning automation. The architecture orchestrates a collection of specialized agents dedicated to analytical processing,
optimization, explainability, knowledge retention, and automated report preparation. By combining semantic memory
mechanisms, locally deployed language models, and a FastAPI-React ecosystem, the framework enhances transparency,
efficiency, and usability for real-world machine learning scenarios.

Il. MOTIVATION AND BACKGROUND

The rapid progress of machine learning technologies has accelerated their use in numerous application areas, yet
constructing dependable predictive systems continues to demand considerable effort and domain knowledge. Building effective
models typically involves several interconnected stages, ranging from data preparation and feature extraction to algorithm
configuration, performance validation, and interpretation of results. Although AutoML solutions have simplified parts of this
process, most available approaches emphasize optimization tasks and offer only limited capabilities for adaptive reasoning, workflow
orchestration, and model explainability.

Recent developments in Agentic Al and large language models have opened new possibilities for designing autonomous
systems that can coordinate specialized tasks and manage sophisticated computational processes. Furthermore, advances in
explainable Al and semantic memory techniques provide mechanisms for improving transparency and preserving contextual
knowledge across executions. Inspired by these developments, this work introduces AGENTIC Al, an autonomous multi-agent
platform aimed at managing the complete machine learning lifecycle. The proposed framework seeks to improve interpretability,
reproducibility, and operational efficiency, making it suitable for practical machine learning deployments.

I11. LITERATURE REVIEW

Research in Automated Machine Learning has focused on simplifying the model development pipeline through increased
automation. Frameworks such as Auto-sklearn, TPOT, and H20 AutoML have demonstrated that algorithm configuration and
parameter search can be performed automatically, leading to reduced development effort and improved model quality.
Nevertheless, these platforms primarily emphasize optimization-related tasks and provide limited support for autonomous
reasoning or broader workflow management.

The rise of large language models and Agentic Al has encouraged the design of intelligent systems capable of organizing
and executing complicated sequences of operations. Multi-agent paradigms, in particular, enable different components to handle
specialized responsibilities, resulting in greater adaptability and more effective problem-solving capabilities. Such architectures
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have attracted considerable interest for constructing advanced Al systems.

Interpretability has become a key requirement in modern machine learning applications. Methods including SHAP assist
in identifying the influence of input variables and offer valuable explanations for prediction outcomes. Likewise, tools for
experiment management, such as MLflow, support reproducible research by preserving information related to configurations,
performance measures, and training artifacts.

Another active area of research involves memory-enhanced Al and vector-based storage mechanisms. By utilizing
embeddings and vector databases, these systems can preserve contextual information and efficiently retrieve previously acquired
knowledge. This capability supports informed decision-making and minimizes unnecessary repetition during iterative learning
processes.

Although substantial progress has been achieved across these domains, most existing studies address specific stages of the
machine learning pipeline in isolation. A comprehensive framework that combines autonomous agents, interpretability, memory
mechanisms, and coordinated workflow execution remains relatively unexplored. Motivated by this gap, AGENTIC Al is
proposed as a production-oriented platform that unifies these capabilities to enable highly automated machine learning
development with limited human involvement.

IV. SYSTEM ARCHITECTURE

The proposed AGENTIC Al platform adopts a layered multi-agent design to support automated machine learning
operations. Its architecture comprises a web interface, a FastAPI backend, a planning module, a tool management layer, domain-
specific agents, memory components, and learning modules. Execution begins when a dataset is submitted through the user
interface. After receiving the request, the backend forwards the task to the planning mechanism, which determines an appropriate
sequence of actions according to the characteristics of the data and the requirements of the user.

At the core of the framework is the Planner Agent, which governs the interaction among different system components. By
utilizing information maintained in the Tool Registry, the planner selects and activates the appropriate resources needed at each
stage of execution. The registry maintains descriptions of available services and tools, enabling dynamic workflow construction.
Such an organization improves extensibility and allows individual capabilities to operate independently.

Individual agents perform dedicated functions including exploratory analysis, preprocessing, feature transformation, model
construction, parameter tuning, interpretability analysis, experiment monitoring, and report preparation. The learning subsystem
supports several algorithms, including Random Forest, Logistic Regression, Decision Tree, XGBoost, LightGBM, and CatBoost.
Parameter search is carried out using Optuna to obtain improved predictive accuracy, whereas SHAP techniques provide
explanations regarding feature influence and prediction outcomes. Information associated with experiments and trained models is
preserved to support reproducibility and comparative evaluation.

To provide continuity across executions, the framework incorporates a semantic memory layer implemented using
ChromaDB and Sentence Transformers. This module maintains records of previous experiments, observations, and dataset-related
information, making it possible to retrieve relevant knowledge when similar tasks are encountered. An Ollama-powered local
language model contributes reasoning capabilities and assists in generating summaries and analytical reports while ensuring privacy
through local deployment.
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Fig 1: System Architecture Diagram
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Backend functionalities are exposed through FastAPl services supporting model training, prediction, comparison,
interpretability analysis, and experiment administration. On the client side, a React-based dashboard offers facilities for dataset
submission, visualization of outcomes, model comparison, feature analysis, and access to automatically generated reports.
Through the combination of autonomous agents, memory mechanisms, explainable Al methods, and modern web technologies,
AGENTIC Al provides a robust and extensible environment for intelligent machine learning development.

V.METHODOLOGY
A. Data Acquisition and Preparation
Execution starts when users provide datasets through the graphical interface. The system initially examines the incoming
data and performs preparation procedures such as missing-value treatment, categorical variable transformation, and feature
normalization. These operations prepare the data for subsequent analytical and learning processes.

B. Dataset Exploration

The EDA Agent investigates the underlying properties of the data by studying distributions, relationships among variables,
missing information, and class imbalance patterns. The observations obtained during this stage help assess data quality and guide
downstream processing decisions.

C. Learning and Performance Assessment

Model construction is carried out by the Training Agent using algorithms including Logistic Regression, Decision Tree,
Random Forest, XGBoost, LightGBM, and CatBoost. Performance is assessed through appropriate evaluation measures, and
comparative analysis is conducted to determine the most suitable model for the problem under consideration.

D. Parameter Search and Interpretability

Predictive capability is further enhanced through a Hyperparameter Tuning Agent that utilizes Optuna to identify favorable
parameter configurations. In parallel, the Explainability Agent employs SHAP techniques to quantify feature influence and provide
meaningful interpretations of prediction outcomes, thereby improving model transparency.

E. Knowledge Retention and Reasoning

To maintain contextual information across executions, the framework employs a semantic memory layer implemented with
ChromaDB and Sentence Transformers. This component preserves experiment summaries and dataset-specific knowledge for
future retrieval. Reasoning and report generation are supported by a locally deployed language model based on Ollama, ensuring
privacy while delivering context-aware insights.

F. Visualization and User Interaction

Core functionalities are exposed through FastAPI services responsible for training, prediction, interpretability analysis, and
experiment administration. A web interface developed with React enables users to examine model comparisons, feature importance
plots, SHAP explanations, and automatically generated reports through an interactive dashboard, facilitating effective analysis and
decision-making.

VI.IMPLEMENTATION DETAILS

The proposed AGENTIC Al system is developed in Python and adopts a component-oriented multi-agent structure for
managing different stages of the machine learning workflow. Backend functionalities are built with FastAPI and expose services
for data ingestion, model construction, prediction, interpretability analysis, and experiment administration. A web interface
implemented with React provides an environment for examining model outcomes, feature relevance, and automatically generated
reports.

Machine learning capabilities are primarily supported by Scikit-learn, while XGBoost, LightGBM, and CatBoost are
incorporated to provide gradient-boosting-based learning methods. The framework trains and evaluates several algorithms,
including Logistic Regression, Decision Tree, Random Forest, XGBoost, LightGBM, and CatBoost, to determine the most
appropriate solution for a particular dataset. Parameter configuration is optimized with Optuna to improve predictive capability
and support better generalization.

Interpretability is facilitated through SHAP, which enables the examination of feature contributions and provides insight
into model decisions. Information associated with experiments, trained models, and preprocessing pipelines is preserved to support
reproducibility and comparative studies. In addition, Joblib is employed for serializing trained artifacts, allowing efficient storage
and reuse during deployment.

Reasoning capabilities are provided through locally executed large language models managed by Ollama. To retain
contextual information, the framework incorporates a semantic memory layer based on ChromaDB and Sentence Transformers.
This module stores experiment summaries, observations, and dataset-specific information that can be retrieved during subsequent
executions, thereby minimizing repetitive computations and improving continuity across workflows.

The user interface is implemented with React and Tailwind CSS, whereas interactions between client and server components
are handled through REST-based communication. This integrated environment allows users to upload datasets, perform training
tasks, compare evaluation metrics, inspect SHAP explanations, and obtain automatically generated reports from a single interface.
Owing to its modular organization, the framework can be readily extended with additional agents and machine learning methods
while maintaining flexibility and scalability.
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Fig 2: Implementation Diagram

VII. RESULT AND ANALYSIS

The effectiveness of the proposed AGENTIC Al framework was investigated using benchmark datasets to examine its
capability to manage the machine learning pipeline autonomously. During execution, the framework completed data ingestion,
exploratory analysis, quality assessment, feature transformation, model construction, parameter optimization, interpretability
analysis, memory operations, experiment management, and report preparation without requiring continuous user involvement.

For classification problems, several algorithms, including Logistic Regression, Random Forest, XGBoost, LightGBM,
CatBoost, and Optimized XGBoost, were trained and assessed automatically. The evaluation mechanism determined the most
suitable model according to predefined criteria. Observations from the experiments showed that the framework was able to identify
competitive solutions while reducing the complexity associated with traditional model development procedures.

Interpretability mechanisms produced feature importance rankings together with SHAP-based explanations, allowing users
to examine the factors influencing prediction outcomes. These capabilities improved the visibility of the decision-making process
and increased confidence in the generated models. Visual artifacts, including confusion matrices and SHAP summary
representations, were incorporated into the interface to provide a clearer understanding of model characteristics.

Experiment management capabilities supported reproducibility by preserving configurations, evaluation results, and
execution artifacts. In addition, the semantic memaory layer implemented with ChromaDB exhibited the ability to retain and retrieve
contextual information obtained from earlier executions, thereby facilitating knowledge reuse and supporting subsequent
reasoning processes.

From the perspective of usability, the web dashboard offered a convenient environment for uploading datasets, initiating
workflows, comparing models, and exploring generated results. Communication between the client interface and the multi-agent
backend was efficiently handled through FastAPI services, enabling smooth interaction among system components.

Taken together, the observations suggest that AGENTIC Al can automate major stages of the machine learning lifecycle
while maintaining strong predictive capability and providing interpretable outcomes. The framework decreases reliance on
extensive manual expertise and highlights the practicality of applying Agentic Al concepts to real-world machine learning tasks.

VI1l. CONCLUSION AND FUTURE WORK

The study introduced AGENTIC Al, an autonomous platform designed to support machine learning activities through an
agent-oriented architecture. The framework combines data analysis, model construction, parameter optimization, interpretability,
memory mechanisms, and automated reporting within a unified environment. Through the integration of machine learning
techniques, explainable Al methods, semantic memory components, and locally deployed language models, the proposed system
offers a flexible and reproducible setting for intelligent model development. Experimental observations indicate that the framework
is capable of reducing human involvement while increasing the level of automation and supporting more informed analytical
decisions.

The interaction among specialized agents, dynamic workflow coordination, and memory-based knowledge retention enables
the framework to mimic certain characteristics associated with human reasoning during learning tasks. Moreover, interpretability
modules and automatically generated reports improve accessibility and transparency, allowing the platform to be utilized by both
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experienced practitioners and domain specialists. These characteristics demonstrate how Agentic Al concepts can contribute to the
evolution of conventional machine learning workflows into more adaptive and self-regulating environments.

Despite the encouraging results, several opportunities remain for extending the capabilities of the framework. Subsequent
developments may involve support for distributed and cloud-oriented execution, reinforcement learning approaches for agent
coordination, and more sophisticated collaboration strategies among agents. Additional enhancements could include deep learning
architectures, multimodal data handling, and Retrieval-Augmented Generation techniques to strengthen contextual understanding.
Incorporating technologies such as Docker and Kubernetes may further improve scalability and simplify deployment in industrial
settings.

From a broader perspective, AGENTIC Al provides a basis for the development of future autonomous learning systems
capable of continual adaptation, self-improvement, and intelligent decision support. Such systems may facilitate the transition
from conventional AutoML solutions toward highly autonomous machine learning ecosystems, thereby promoting progress in
intelligent MLOps and practical Al applications across a wide range of domains.

REFERENCES

1. M. Feurer, K. Eggensperger, S. Falkner, M. Lindauer, and F. Hutter, “Auto-Sklearn 2.0: Hands-free AutoML via Meta-Learning,” arXiv
preprint arXiv:2007.04074, 2020.

2. R.S.Olson and J. H. Moore, “TPOT: A Tree-Based Pipeline Optimization Tool for Automating Machine Learning,” in *Automated Machine
Learning: Methods, Systems, Challenges*, Springer, 2019.

3. F. Hutter, L. Kotthoff, and J. Vanschoren, *Automated Machine Learning: Methods, Systems, Challenges*. Springer, 2019.

4. S. M. Lundberg and S.-I. Lee, “A Unified Approach to Interpreting Model Predictions,” in *Advances in Neural Information Processing
Systems (NeurIPS)*, 2017.

5. S. M. Lundberg, G. G. Erion, and S.-l. Lee, “Consistent Individualized Feature Attribution for Tree Ensembles,” arXiv preprint
arXiv:1802.03888, 2018.

6. T. Akiba, S. Sano, T. Yanase, T. Ohta, and M. Koyama, “Optuna: A Next-generation Hyperparameter Optimization Framework,” in *Proc.
25th ACM SIGKDD Int. Conf. Knowledge Discovery and Data Mining*, 2019.

7. M. Zaharia et al., “Accelerating the Machine Learning Lifecycle with MLflow,” *IEEE Data Engineering Bulletin*, vol. 41, no. 4, pp. 39—
45, 2018.

8. N. Reimers and |. Gurevych, “Sentence-BERT: Sentence Embeddings using Siamese BERT-Networks,” in *Proc. EMNLP-IJCNLP*,
2019.

9. J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, “BERT: Pre-training of Deep Bidirectional Transformers for Language
Understanding,” in *Proc. NAACL-HLT*, 2019.

10. T. Brown et al., “Language Models are Few-Shot Learners,” in *Advances in Neural Information Processing Systems (NeurlPS)*, 2020.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 671|Page



	AGENTIC AI: An Autonomous Multiagent Framework for End-to-End Machine Learning Development
	Yugasarathy S1, Vignesh Murali2
	To Cite this Article: Yugasarathy S1, Vignesh Murali2, “AGENTIC AI: An Autonomous Multiagent Framework for End-to-End Machine Learning Development”, Indian Journal of Computer Science and Technology, Volume 05, Issue 02 (May-August 2026), PP: 667-671.

	II. MOTIVATION AND BACKGROUND
	Recent developments in Agentic AI and large language models have opened new possibilities for designing autonomous systems that can coordinate specialized tasks and manage sophisticated computational processes. Furthermore, advances in explainable AI ...
	III. LITERATURE REVIEW

	Abstract: This paper introduces AGENTIC AI, an autonomous multi-agent framework developed to simplify the machine learning workflow with minimal human involvement. The system employs specialized agents for data analysis, feature engineering, model tra...
	IV. SYSTEM ARCHITECTURE
	To provide continuity across executions, the framework incorporates a semantic memory layer implemented using ChromaDB and Sentence Transformers. This module maintains records of previous experiments, observations, and dataset-related information, mak...
	V.METHODOLOGY
	A. Data Acquisition and Preparation
	B. Dataset Exploration
	C. Learning and Performance Assessment

	Model construction is carried out by the Training Agent using algorithms including Logistic Regression, Decision Tree, Random Forest, XGBoost, LightGBM, and CatBoost. Performance is assessed through appropriate evaluation measures, and comparative ana...
	D. Parameter Search and Interpretability
	E. Knowledge Retention and Reasoning
	F. Visualization and User Interaction

	VI.IMPLEMENTATION DETAILS
	The user interface is implemented with React and Tailwind CSS, whereas interactions between client and server components are handled through REST-based communication. This integrated environment allows users to upload datasets, perform training tasks,...


