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Abstract: Enterprise configuration management has become increasingly challenging due to the growth of distributed systems, strict security
requirements, and complex interdependencies among software components. Administrators are required to interpret extensive documentation
while ensuring that configuration changes align with the actual system state. Although large language models have shown promise in providing
natural language assistance, their direct application to configuration management raises concerns related to hallucination, lack of contextual
grounding, and operational safety. This paper presents an agentic artificial intelligence framework that combines hierarchical retrieval-
augmented generation, knowledge graph—based system modelling, and human-in-the-loop controlled execution. The framework enables
administrators to query configuration procedures in natural language, grounds responses in authoritative documentation, validates
recommendations against live infrastructure topology, and executes actions only after explicit human approval. System-level evaluation
demonstrates reduced task completion time, lower configuration error rates, and improved explain ability compared to manual and text-only
Al approaches. The results indicate that agentic Al architectures are well suited for enterprise environments where reliability and accountability
are critical.

Traditional documentation-centric support systems and conventional Al chatbots remain largely passive, offering static guidance
without sufficient grounding in real-time system state or operational safeguards. Addressing these limitations, this research presents Admin
Assist Al agent, an intelligent administrative assistant that integrates structure-aware Retrieval-Augmented Generation (RAG), a stateful
Knowledge Graph, and a Human-in-the-Loop (HITL) execution framework to deliver trustworthy, explainable, and safe operational assistance.
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I. INTRODUCTION

Modern enterprise systems depend heavily on configuration management platforms to enforce authentication,
authorization, routing, and policy control. These platforms often comprise numerous interdependent components, and even minor
configuration errors can lead to service disruption or security exposure. Despite the availability of detailed documentation,
administrators must manually interpret procedural guidelines and adapt them to environment-specific constraints. This process is
time-consuming, difficult to scale, and heavily dependent on expert knowledge. Recent advances in large language models have
enabled conversational assistance for technical tasks. However, such models lack intrinsic awareness of system state and may
generate unreliable or unsafe recommendations. To overcome these limitations, this research introduces an agentic Al framework
that integrates document grounding, infrastructure-aware reasoning, and supervised execution. Unlike conventional Al assistants
that rely solely on natural language generation, the proposed framework combines procedural knowledge retrieval, state validation
through structured representations, and controlled execution. This design ensures that recommendations are both contextually
accurate and operationally safe.

Research in Retrieval-Augmented Generation has demonstrated that grounding language models with external knowledge
sources significantly improves factual accuracy. Knowledge Graphs have been widely adopted for modelling complex system
relationships and supporting rule-based validation. Agentic Al systems extend these ideas by enabling multi-step reasoning and
tool integration. Despite these advances, existing approaches often lack integrated safety controls and system-level validation,
limiting their applicability in enterprise Application management. This paper addresses these gaps through a unified agentic
architecture.

Automation in system administration has evolved from static scripts and rule-based expert systems to learning-based
approaches. While early systems reduced repetitive effort, they lacked adaptability and were difficult to maintain. Retrieval-
augmented generation has emerged as an effective approach for grounding language model outputs in external knowledge sources.
However, most existing RAG systems rely on flat text segmentation, which is insufficient for procedural documentation that
depends on hierarchical structure and cross-references. Knowledge graphs have been widely used to model infrastructure
dependencies and enable impact analysis. Nevertheless, querying such graphs typically requires specialized expertise. Recent work
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on natural language interfaces to graph databases has improved accessibility but remains under-integrated with generative
reasoning systems. Agentic Al frameworks enable multi-step reasoning and tool usage, yet unrestricted autonomy poses risks in
safety-critical domains. Human-in-the-loop mechanisms have proven essential for maintaining accountability, but their application
to configuration management remains limited. These gaps motivate the integrated framework proposed in this paper.

Problem Definition

Enterprise Product management suffers from four key challenges: reliance on expert administrators, difficulty interpreting
extensive procedural documentation, risk of configuration conflicts, and limited transparency in automation. The research problem
addressed is how to design an Al-driven system that provides accurate, explainable, and safe assistance for Application
configuration while preserving human control.

Proposed Agentic Al Framework

The proposed framework follows an observe-think—act paradigm and adopts a layered architecture consisting of a
hierarchical retrieval-augmented generation layer, a knowledge graph—based infrastructure explorer, an agentic orchestration layer,
and a human-in-the-loop execution layer. Hierarchical RAG preserves document structure and procedural context, enabling
accurate retrieval of configuration steps. The knowledge graph represents live system entities and their dependencies, allowing
recommendations to be validated against actual infrastructure state. An agentic controller coordinates reasoning across these
components, while the execution layer enforces explicit human approval for all configuration changes. This design ensures
reliability, transparency, and operational safety.

ILLITERATURE REVIEW

Enterprise application and configuration management has traditionally been studied across three interrelated domains:
access control models, policy specification frameworks, and system configuration automation. Early research primarily focused
on formal authorization mechanisms to ensure secure and consistent access enforcement in large-scale enterprise systems. As
enterprise environments grew increasingly distributed and dynamic, researchers began to address not only policy expressiveness
and enforcement but also the challenges of configuration consistency, system state awareness, and operational reliability. More
recently, advances in artificial intelligence—particularly large language models and retrieval-augmented reasoning—have
introduced new opportunities for natural-language-driven administrative assistance. However, existing approaches remain
fragmented, often addressing authorization, configuration, reasoning, or automation in isolation, without an integrated framework
that combines contextual grounding, infrastructure awareness, and operational safety. This review examines prior work across
these domains to identify the limitations that motivate the unified agentic architecture proposed in this paper.

Early research in enterprise application management focused on policy-based authorization mechanisms to control access
and enforce administrative constraints. Role-Based Access Control (RBAC) simplified permission management by mapping
privileges to organizational roles, reducing administrative overhead in large systems [1]. However, subsequent studies identified
limitations such as role explosion and lack of contextual expressiveness in dynamic environments [1], [2].

Attribute-Based Access Control (ABAC) extended this paradigm by incorporating contextual attributes related to users,
resources, and environmental conditions, enabling more fine-grained and adaptive policy enforcement [2]. Standardization efforts
such as the eXtensible Access Control Markup Language (XACML) further enabled declarative policy specification and
centralized enforcement across heterogeneous systems [3]. Despite their expressiveness, these approaches primarily address
authorization logic and do not directly assist administrators in interpreting procedural documentation, validating configuration
dependencies, or safely executing changes across complex infrastructures.

To reduce manual configuration errors and improve consistency, automation techniques such as Infrastructure as Code
(1aC) have been widely adopted. Declarative configuration models and version-controlled artifacts improve reproducibility and
mitigate configuration drift in distributed systems [4]. Nevertheless, empirical studies indicate that discrepancies between
documented configurations, declared infrastructure state, and actual runtime deployments persist, particularly in large-scale and
evolving enterprise environments [4]. These approaches also assume significant domain expertise and provide limited assistance
in reasoning about configuration intent or cross-component dependencies.

Graph-based representations have been proposed to model enterprise infrastructure, configuration dependencies, and
service relationships. Knowledge graphs and digital twin models enable topology-aware queries, impact analysis, and dependency
tracing across complex systems [5]. While these representations improve system visibility, maintaining synchronization with live
operational states remains challenging. Moreover, interacting with such models typically requires specialized query languages,
limiting accessibility for administrators without graph expertise.

Recent advances in large language models have enabled natural language interfaces for technical assistance. Retrieval-
Augmented Generation (RAG) enhances factual grounding by combining language models with external knowledge sources [6].
RAG has demonstrated improved accuracy in knowledge-intensive tasks; however, most implementations rely on flat text
segmentation and lack awareness of procedural structure, hierarchical documentation, or cross-references. As a result, generated
responses may be incomplete or misleading in configuration-centric tasks that depend on ordered steps and contextual constraints.
Agentic Al frameworks extend language models by enabling multi-step reasoning, tool invocation, and environment interaction.
Such systems have shown promise in automating complex workflows but raise concerns regarding reliability and operational
safety, particularly in enterprise environments. Human-in-the-loop (HITL) mechanisms have been widely studied as a means to
maintain accountability, prevent unsafe actions, and provide auditability in autonomous systems [7]. However, existing work
largely treats HITL as a generic safeguard and does not integrate it tightly with configuration validation, system-state awareness,
and execution control.
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Despite substantial progress across these domains, several challenges remain unresolved. Existing solutions lack a unified
framework that combines structure-aware document retrieval, infrastructure-aware reasoning, agentic planning, and human-
supervised execution. Prior work does not sufficiently address real-time alignment between procedural documentation and live
system state, explainability of multi-step administrative reasoning, or safe execution of configuration changes in enterprise
application management. These gaps motivate the integrated agentic Al framework proposed in this paper.

In summary, prior research has made significant progress in access control formalization, declarative policy specification,
configuration automation, and infrastructure modelling. Nevertheless, these efforts remain largely siloed. Access control
frameworks lack dynamic alignment with live system state; configuration automation tools struggle to reconcile documentation
with deployed environments; knowledge graph approaches require specialized query expertise; and recent Al-driven assistants
often operate without sufficient grounding, explainability, or safety guarantees. While Human-in-the-Loop mechanisms have been
recognized as essential for accountability, their systematic integration with retrieval-based reasoning and infrastructure-aware
validation remains underexplored. These unresolved challenges collectively highlight the need for an integrated, agentic system
that unifies document-grounded reasoning, system state validation, and controlled execution—thereby directly motivating the
problem formulation and architectural design presented in the following sections.

IHL.SYSTEM DESIGN
The system follows a goal-aware, observe-think-act pattern inspired by Lang Graph:
Observe: Capture the user’s natural language intent and system state.
Think: Retrieve relevant knowledge, apply reasoning, and identify suitable configuration actions.
Act: Invoke appropriate system APIs after human approval.
The Admin Assist Al agent architecture consists of four layers: Hierarchical RAG, Knowledge Graph Configuration Explorer,
Executor Layer, and Lang Graph Orchestration. This layered design ensures modularity, traceability, and safe Execution.
Hierarchical RAG (Retrieval-Augmented Generation) — for intent interpretation grounded in product documentation.
Knowledge Graph Configuration Explorer — for modelling and querying the deployed infrastructure state.
Executor Layer — for validated configuration changes via APIs or automation.
Lang Graph Orchestration — for decision-making cycles that coordinate reasoning, retrieval, exploration, and execution.

Figure 1 High-Level Architecture

ALGORITHM: Admin Assist Al Agent Decision Workflow
Input: User Query Q (Natural Language)
Output: Grounded Explanation or Executed Configuration

1. Observe Phase:
Capture user query Q
Extract intent and context

2. Intent Classification:
Classify Q into informational, configuration, multi-hop, or ambiguous

3. Think Phase:
Retrieve relevant documentation using Hierarchical RAG
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Perform structure-aware chunking and reference stitching
Apply hybrid semantic ranking
Generate reasoning output

4. Infrastructure Awareness:
Query Knowledge Graph for system entities
Identify dependencies and constraints

5. Decision Routing:
If informational — generate explanation
If configuration — generate execution plan and request approval

6. Act Phase:
Execute approved actions via APIs or automation
Log actions and update Knowledge Graph

7. Result Delivery:
Return explanation or execution confirmation.

IV.IMPLEMENTATION
This section presents the implementation of the Admin Assist Al Agent, an intelligent Al assistant designed to transform
static enterprise Application-management documentation and configuration artifacts into an interactive, explainable, and
actionable system. The framework integrates an Agentic Retrieval-Augmented Generation (RAG) pipeline, a Knowledge Graph
(KG) Explorer, a chat-based user interface, and a controlled action flow suitable for enterprise environments.

Agentic RAG Pipeline

The Agentic RAG pipeline operationalizes unstructured manuals, administrative guides, API references, and configuration
artifacts. A structure-aware ingestion strategy preserves document hierarchy, resolves cross-references, and enables auditable
reasoning for configuration-centric queries.

Document Ingestion and Chunking

Documents are segmented using hierarchical chunking rather than fixed token windows. Each chunk is enriched with
metadata, neighbor links, and resolved references. Dual-granularity indexing supports both precision retrieval and contextual
completeness, as illustrated in Figure 2.

Figure 2 Low-Level Architecture of the Agentic RAG Pipeline

Retrieval and Reasoning
Hierarchical retrieval, metadata-aware reranking, and multi-hop reasoning ensure faithful and explainable responses.
Administrative tasks are decomposed into sub-steps, each supported by retrieved evidence.

Knowledge Graph Explorer

The Knowledge Graph Explorer models deployed infrastructure entities and relationships. Natural-language queries are
translated into Cypher queries for interactive exploration and validation of configurations against live environments, as shown in
Figure 3.
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Figure 3 Low-Level Knowledge Graph Pipeline: Natural Language to Cypher Query Execution

Unified Reasoning-to-Action Loop
The system integrates documentation reasoning, knowledge graph validation, and human-in-the-loop execution into a
closed, explainable reasoning-to-action cycle suitable for enterprise-scale Application management.

VV.CONCLUSION

The proposed system introduces a structure-preserving ingestion pipeline that maintains document hierarchy, resolves
internal references, and supports dual-granularity indexing at both section and chunk levels. This design enhances retrieval fidelity
by ensuring contextual completeness and reducing fragmented or misleading responses. To further improve answer quality, the
system employs metadata-aware hierarchical retrieval combined with diversity-controlled reranking, enabling balanced evidence
selection while minimizing redundancy.

A key contribution of this work lies in its agentic reasoning architecture, which performs query classification, configuration
field extraction, and multi-hop task decomposition through a graph-orchestrated planning mechanism. Unlike opaque text-
generation models, this approach produces auditable, stepwise reasoning tailored to the nature of the administrative task.
Additionally, the integration of a Knowledge Graph Explorer—implemented using Neo4j with natural-language-to-Cypher
translation—grounds responses not only in documentation but also in the actual deployed system state, thereby enabling accurate
topology and policy queries.

To ensure operational safety, AdminAssist Al agent incorporates an Action Flow with HITL gating, where generated
execution plans are reviewed and approved by administrators before interacting with REST APIs or automation workflows. This
mechanism mitigates configuration risks, captures audit trails, and reinforces accountability. The system is further supported by a
transparent conversational interface that exposes citations, reasoning traces, execution plans, and approval steps, fostering user
trust and control.

Experimental outcomes demonstrate improved retrieval completeness, enhanced reasoning clarity, accurate state-aware
responses, and effective prevention of unsafe executions through human oversight. The findings confirm that the synergistic
combination of RAG, Knowledge Graphs, and HITL transforms Al assistants from passive question-answering tools into reliable
operational co-pilots.

The study concludes by identifying future research directions, including multi-module expansion, broader knowledge
source integration, policy conflict analysis, proactive event-driven operations, cost-aware retrieval optimization, and richer
execution graphs. Overall, this research provides a practical blueprint for building explainable, verifiable, and safe Al systems for
enterprise administration.
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