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I. INTRODUCTION 

Fine particulate matter (PM2.5) forecasting increasingly relies on spatio-temporal deep learning models that pair a spatial 

module, capturing dependency among monitoring stations, with a temporal module. Graph Attention Networks (GAT; Veličković 

et al., 2018) have been proposed as an adaptive alternative to fixed, distance-based spatial weighting, learning edge importance 

directly from data instead of assuming it decays with distance. In earlier unpublished work by the author, this was tested on a 

dense, 62-station network in Gurugram, India: an adaptive GAT layer, matched in parameter count to a fixed-weight alternative 

of identical topology, achieved lower RMSE at every forecast horizon. 

That result, however, came from a single city. This is not an isolated gap: reviewing the broader graph-attention air quality 

literature, essentially every study evaluates its model on one geographic network, and Chen et al. (2025) explicitly flag their own 

model's untested cross-location generalisability. A finding established on one city's network could plausibly reflect that network's 

specific density or local pollution dynamics rather than a general property of adaptive spatial attention. 

This paper addresses that gap by conducting an independent cross-city validation. Using a separately collected PM2.5 

dataset from Mumbai, India — a city with a different geography, a structurally sparser monitoring network, and data from different 

agencies — the identical fixed-weight-versus-adaptive-GAT comparison is repeated without modifying any architectural 

hyperparameter. To our knowledge, this is the first direct empirical test, for this specific matched-capacity comparison, of whether 

the advantage generalises beyond the city where it was first observed. We report the result honestly, including where it does not 

hold (the 24-hour horizon), and apply a formal paired test rather than relying on direction of effect alone. 

 

II.RELATED WORK 

Early PM2.5 forecasting relied on statistical and classical machine-learning methods, later extended by recurrent 

architectures (LSTM, GRU) and grid-based CNN hybrids. Graph-based approaches remove the grid assumption by representing 

stations as graph nodes: Diffusion Convolutional Recurrent Networks (Li et al., 2018) and Spatio-Temporal Graph Convolutional 
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Networks (Yu et al., 2018) established this for traffic forecasting, and Graph Attention Networks (Veličković et al., 2018) extended 

it with learned edge importance. Attention-based spatio-temporal models (Guo et al., 2019; Zheng et al., 2020) and adaptive graph 

convolutional networks (Bai et al., 2020) have since been applied to air quality forecasting specifically (Chen et al., 2021; Zhang 

et al., 2022; Wang et al., 2024), generally reporting gains over non-graph or fixed-graph baselines. 

Two gaps motivate this study. First, few of these works isolate adaptive-versus-fixed spatial weighting under matched 

model capacity, typically comparing a fully adaptive architecture against a non-graph baseline instead, which confounds the 

spatial-weighting mechanism with other architectural differences. Second, evaluation is almost universally confined to a single 

geographic network — Chen et al. (2025) flag their own model's untested cross-location generalisability, a pattern that recurs across 

the broader literature reviewed for this line of work. 

 

III. MATERIAL AND METHODS 

Reference result: the Gurugram network: The comparison replicated here was originally established, in earlier unpublished 

work by the author, on a hyperlocal, 62-station PM2.5 network in Gurugram, India (1 Nov 2024 – 30 Jun 2025). A fixed-weight 

graph model (Model A, edges weighted by a fixed function of inter-station distance) was compared against an adaptive Graph 

Attention model (Model B, edge importance learned end-to-end), matched in parameter count (53,528 vs. 53,784), sharing an 

identical k = 6 Haversine-KNN graph, a 12-hour input window, and direct 24-hour multi-output forecasting. Table 1 reproduces 

that original result for reference. 

 

Model 1h RMSE 6h RMSE 12h RMSE 24h RMSE 

LSTM (no spatial term) 8.73 12.62 13.71 15.07 

Fixed-weight graph (Model A) 11.91±0.74 14.99±0.39 15.49±1.09 15.16±0.57 

Adaptive GAT (Model B) 10.11±1.05 14.41±0.34 14.96±1.07 13.97±0.41 
Table 1: Reference result on the primary Gurugram network (mean ± std across 3 seeds). 

 

Mumbai dataset and station-quality screening: The validation dataset consists of 29 station-wise hourly exports covering all of 

2025 (8,760 timestamps), from three agencies under the CPCB Continuous Ambient Air Quality Monitoring programme (IITM, 

MPCB, BMC). As with the Gurugram dataset, station identity was verified rather than assumed, with a small number of coordinate 

mismatches resolved manually or via public station-location records. Each station file was screened for at least 60% overall 

timestamp coverage and no core variable (PM2.5, PM10, humidity, wind direction, temperature) missing more than 40% of the 

time. Ten of 29 candidate stations failed this screen and were dropped — nine because they report pollutant concentrations only, 

with 0% meteorological coverage, a pattern concentrated among the IITM-operated stations. The remaining 19 stations form a 

structurally sparser network than the 62-station Gurugram graph. 

 

Feature-set adaptation and graph construction: None of the 29 Mumbai exports report wind speed; wind direction is retained. 

The Gurugram feature set used seven inputs (PM2.5, PM10, temperature, humidity, wind speed, and wind direction as 

sine/cosine); for this validation wind speed is dropped, leaving six inputs, applied identically to both models so it cannot advantage 

either spatial weighting scheme. The candidate graph is built identically to the Gurugram study: each retained station is a node, 

with candidate edges given by the k = 6 nearest neighbours by Haversine distance, 

 

Equation 1: Haversine distance (r = 6,371 km). 

The resulting 19-node graph is fully connected, with a mean nearest-neighbour distance of 3.68 km, denser on average 

than the Gurugram network. Figure 1 shows both networks side by side. 

 

Figure 1: The primary Gurugram network (62 stations, left) and the Mumbai validation network (19 stations, right), both with k = 6 nearest-

neighbour edges by Haversine distance. 
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Model architectures and protocol: Both models share every architectural element except how spatial importance between 

neighbouring stations is determined. In the fixed-weight graph model (Model A), each edge is weighted by a fixed, non-trainable 

function that decays exponentially with inter-station distance, and these weights are normalised so that each station's incoming 

edge weights sum to one; the weighting is set once from station geometry and never updated during training. 

In the adaptive Graph Attention model (Model B), edge importance is instead learned end-to-end, following the Graph 

Attention Network formulation of Veličković et al. (2018). For each station and each of its k = 6 candidate neighbours, a shared 

linear transformation is first applied to both stations' feature representations. The two transformed vectors are concatenated and 

passed through a learned attention vector followed by a LeakyReLU nonlinearity, producing a single unnormalised compatibility 

score for that station pair. These scores are then normalised with a softmax across all of a station's candidate neighbours, so that 

each station's incoming attention weights sum to one and higher scores translate into proportionally larger influence. This entire 

process is repeated independently across four parallel attention heads — each with its own learned transformation and attention 

vector, allowing different heads to specialise in different spatial relationships — and the four heads' outputs are concatenated 

before a final linear projection back to the model's hidden size. Unlike Model A, every weight involved in this computation is 

updated during training by backpropagation, so the network learns which neighbours matter most for each station directly from 

the data. 

Both models append an identical residual connection and Layer Normalisation after the spatial step, feed the result into an 

LSTM (64 hidden units), and produce a direct 24-hour-ahead forecast in one pass. With six input features, Model A and B are 

matched at 53,272 vs. 53,528 parameters (within 0.5%), so that any performance difference reflects the spatial- weighting 

mechanism rather than model capacity. Inputs use a 12-hour lookback window; data is split chronologically 70/20/10 (train: 1 Jan 

– 13 Sep 2025; val: 13 Sep – 25 Nov; test: 25 Nov – 31 Dec), with Min-Max scaling fit on the training split only. Each model was 

trained across three random seeds (0, 1, 2); the LSTM baseline once, as a reference line. No architectural hyperparameter, optimiser 

setting, or training schedule was re-tuned from the Gurugram study. 

Statistical testing procedure: RMSE is computed after inverting Min-Max scaling to original PM2.5 units (µg/m³), 

 

 

Equation 2: Root Mean Square Error. 

For each of 3 seeds and 4 horizons, the paired difference Δ = RMSE(Adaptive GAT) − RMSE(Fixed-weight graph) is 

computed, giving 12 paired observations. A Wilcoxon signed-rank test on these differences tests the null hypothesis that the median 

difference is zero against the two-sided alternative, without assuming a particular distribution for the RMSE differences. 

 

IV.RESULTS 

Table 2 reports mean RMSE (± std across 3 seeds) for both models at each horizon on the Mumbai validation set. 
 

Model 1h RMSE 6h RMSE 12h RMSE 24h RMSE 

LSTM (no spatial term) 9.69 18.27 18.82 18.41 

Fixed-weight graph (Model A) 11.00±0.85 18.49±0.15 19.62±0.29 18.26±0.15 

Adaptive GAT (Model B) 9.69±0.15 18.06±0.23 19.05±0.06 18.14±0.06 
Table 2: RMSE by forecast horizon on the Mumbai validation set (µg/m³; mean ± std across 3 seeds). 

 

Figure 2: RMSE by forecast horizon on the Mumbai validation set. Error bars show ±1 standard deviation across seeds. 
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Table 3 reports the underlying 12 paired seed-by-horizon RMSE deltas. Of these, 10 favour the adaptive model; the two 

exceptions (seed 0 and seed 2, both at 24h) are small (+0.015 and +0.009 µg/m³ — under 0.1% of mean 24h RMSE).A paired 

Wilcoxon signed-rank test on all 12 differences rejects the null hypothesis of no systematic difference (W = 3, p = 0.0024, two-

sided). 

 

Seed 1h Δ 6h Δ 12h Δ 24h Δ 

0 −1.020 −0.264 −0.872 +0.015 

1 −2.648 −0.574 −0.569 −0.394 

2 −0.263 −0.448 −0.283 +0.009 
Table 3: Per-seed RMSE delta (Adaptive GAT − Fixed-weight graph, µg/m³) by horizon. Negative values favour the adaptive model. 

 

Horizon Mean Δ ± std Exceeds noise? 

1h −1.310±1.000 Yes 

6h −0.429±0.379 Yes 

12h −0.575±0.355 Yes 

24h −0.123±0.214 No 
Table 4: Mean RMSE delta (GAT − Fixed) across 3 seeds by horizon. A delta exceeding the combined standard deviation is unlikely to be 

training-run noise. 

 

The adaptive model achieves lower mean RMSE at every horizon. At 1h, 6h, and 12h this exceeds the combined seed-to-

seed standard deviation; at 24h the mean difference is small relative to noise, consistent with the two seed-level reversals in Table 

3. The paired Wilcoxon test, pooling evidence across all four horizons, nonetheless finds the overall pattern statistically 

distinguishable from chance. 

 

V.DISCUSSION 

Consistency with the Gurugram findings: The central claim from the Gurugram network — that learned spatial attention 

outperforms fixed, distance-based weighting under matched capacity — replicates on this independent, second-city dataset, 

supported by a formal paired test rather than direction of effect alone. Figure 3 compares the RMSE delta by horizon between 

cities. 

 

Figure 3: Mean RMSE delta (Adaptive GAT − Fixed-weight graph) by horizon, Gurugram versus Mumbai (this validation). 

 

The shape of the advantage differs between cities: in Gurugram it is largest and most consistent at 24h; in Mumbai it is 

largest at 1h and weakens toward 24h, where it falls inside the noise band — plausibly reflecting differences in monitoring density 

(62 vs. 19 stations), feature completeness (Mumbai lacks wind speed), and PM2.5 spatial autocorrelation between the two cities. 

What does not differ is the direction of effect at short and medium horizons: at no horizon, in either city, does the fixed-weight 

baseline outperform the adaptive model by a margin exceeding noise. 

 

Interpreting the 24-hour result and its implications: Rather than a failure to replicate, the small 24-hour difference reads as an 

informative boundary condition: the adaptive model's advantage is concentrated at horizons where spatial information adds the 

most over what the temporal module alone captures. The magnitude and horizon-profile of the advantage appear to vary with the 

specific monitoring network being modelled, even where the direction of effect at the operationally important short and medium 
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horizons does not. Given that this validation used a different city, network, density, date range, and a reduced feature set,  with no 

hyperparameter re-tuned, the consistent short-to-medium horizon advantage is reasonably strong evidence that the benefit of 

adaptive over fixed spatial weighting is a property of the method rather than an artefact of the Gurugram dataset. We recommend 

that future spatial-weighting studies report a matched-capacity ablation on an independently collected dataset with a paired 

statistical test, rather than relying on a single network's results. 

 

VI.LIMITATIONS 

1. A single additional city over a single year (2025); this strengthens but does not exhaustively establish cross-city 

generalisation. 

2. Wind speed is unavailable in Mumbai, so the feature set (six inputs) differs from Gurugram's (seven); the within-study 

model comparison is unaffected, but absolute RMSE is not directly comparable across cities. 

3. Ten of 29 candidate stations were dropped on data-quality grounds, leaving a sparser 19-station network. 

4. A single chronological split was used, as in the Gurugram study; spatial cross-validation (holding out entire stations) was out 

of scope. 

5. The non-graph and classical baselines reported for Gurugram were not repeated here; this study is scoped to the fixed-

vs-adaptive spatial weighting comparison. 

6. With only 3 seeds and 4 horizons (12 paired observations), the Wilcoxon test has limited power to detect a small horizon-

specific effect such as the one at 24h. 

 

VII.CONCLUSION 

This paper reported an independent cross-city validation of a controlled, capacity-matched comparison between adaptive 

Graph Attention and fixed, distance-based spatial weighting for PM2.5 forecasting, originally established on a 62-station 

Gurugram network. Using a separately collected, 19-station Mumbai network — differing in city, density, feature availability, and 

date range, with no hyperparameter re-tuned — the adaptive model achieved lower RMSE in 10 of 12 seed-horizon comparisons; 

a paired Wilcoxon signed-rank test confirms this is statistically distinguishable from chance (p= 0.0024). The two exceptions, both 

small and both at 24h, are reported alongside the positive result rather than omitted. This validation provides evidence that the 

benefit of adaptive spatial weighting is not confined to a single city's network, while identifying the respects — feature 

completeness, monitoring density, forecast horizon — in which its magnitude should be expected to vary. 
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