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Abstract: A student's notes are usually spread across many PDFs, text files, and handouts, and finding one idea inside them can take longer
than learning it. Keyword search helps only when the learner remembers the right word. This paper describes a web-based study assistant
that treats a learner's own notes as the knowledge source for a language model. Uploaded files are split into short overlapping passages,
turned into vectors, and stored with the owner's identity and subject label. A question is answered in three steps: passages from the same
owner and subject are ranked by meaning, weak matches are discarded, and the remaining passages are given to the model with an instruction
to stay inside them. The reply shows source cards and a simple confidence label, and the same index is used to create flashcards, short
questions, and multiple-choice tests. The prototype uses Next.js, Supabase, LangChain text splitting, and OpenAl or Gemini models. No
accuracy benchmark was run, so the paper focuses on design, implementation, and a clear plan for testin.
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I. INTRODUCTION

Most students now study from digital material: slides exported as PDF, scanned or typed lecture notes, lab manuals, and
assignment sheets. Saving these files is easy. Reusing them is not. Before an exam, a learner often knows that a topic was covered
but cannot recall which file held it, which page, or what wording the teacher used. Folders, tags, and keyword search answer the
question "where is this word?" much better than the question "where is this idea explained?"

Large language models (LLMSs) are good at explaining ideas in plain language, but a general model knows nothing about
a particular course. It may give a correct textbook answer that differs from what the teacher taught, or it may invent details with
confidence. Retrieval-Augmented Generation (RAG) offers a practical remedy: the system first looks up relevant passages in an
external store and then asks the model to write its answer using those passages [1]. When the store contains only the learner's own
notes, the answer stays close to the learner's course. This work asks a simple question: can a small web application turn a private
set of notes into a reliable study partner? The objectives are to keep each learner's material separated by user and subject, to answer
questions from retrieved passages and show which passages were used and to say "not found" when the notes contain no support,
rather than guess; and (iv) to reuse the same index for revision material such as flashcards and quizzes.

1. BACKGROUND AND RELATE WORK
Keyword and lexical: search. Classical retrieval ranks documents by term overlap, and weighting schemes such as BM25 remain
strong baselines for exact terms [4], [5]. Their weakness is vocabulary mismatch: a learner who asks about "making a table smaller"
may not match a note that says "normalization."

Dense retrieval: Neural language models such as the Transformer and BERT produce context-aware representations of text [2],
[3]. Dense retrievers and sentence encoders place questions and passages in the same vector space, so related meanings lie close
together even when the words differ [6], [7]. Similarity between two vectors is then computed with a cosine or dot-product score.

Retrieval-augmented generation: Lewis et al. joined a text generator with a retrieval-based memory and showed the benefit for
knowledge-intensive tasks [1]. The idea matches the needs of a study tool, because the memory can be filled from the learner's
files. It also targets a known weakness of generative models, namely fluent but unsupported statements, often called hallucination

[8].

Research gap- Note-taking applications organize files but rarely understand their content. General chatbots understand language
but do not hold the learner's private material. Systems that combine both often stop at question answering. The gap addressed here
is a single workflow that joins subject-level personal retrieval, answers with visible evidence, a defined behavior when evidence
is missing, and active-recall study formats built on the same index.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 106 |Page


http://www.doi.org/10.59256/indjcst.20240302026
http://www.doi.org/10.59256/indjcst.20240302026
http://www.doi.org/10.59256/indjcst.20240302026
http://www.indjcst.com/
https://creativecommons.org/licenses/by-nc-nd/4.0/
https://creativecommons.org/licenses/by-nc-nd/4.0/
https://crossmark.crossref.org/dialog/?doi=10.59256/indjcst.20260503014&domain=pdf

A Subject-Scoped, Retrieval-Augmented Study Assistant for Understanding and Questioning Personal Lecture Notes

I1l. REQUIREMENTS AND SYSTEM ARCHITECTURE
Requirements. The functional requirements are: user sign-in; upload of PDF and TXT files or pasted text; semantic
retrieval; question answering grounded in retrieved text; and a study mode for flashcards, short questions, and multiple-choice
questions. The non-functional requirements are: security, meaning that user context and credentials are controlled; reliability,
meaning that bad input and missing evidence are handled without crashing; and maintainability, meaning that interface, Al,
retrieval, and authentication code stay in separate modules.

Architecture: The system is a client-server web application with seven responsibilities: presentation, authentication, API routing,
document processing, semantic retrieval, Al generation, and persistence. The interface is built with React inside Next.js. Supabase
handles sign-in and stores chat history. A small Al module hides the choice of provider (OpenAl or Google Gemini) for both
embeddings and text generation. A custom vector-store module holds the embeddings and runs similarity search. Because the
question-answering route only calls the retrieval service, it never touches file parsing, and the study route can call the same service.
Fig. 1 shows the complete flow.
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Fig. 1. Workflow of the proposed system: indexing of notes (left) and grounded question answering (right).

Personalization boundary. Every stored passage carries the owner's user ID and a subject name, and every search applies
the same two filters. In this work, personalization therefore means source personalization: the knowledge base is built only
from the learner's material for the chosen subject. Chat history is saved under the same user-subject pair, so a session can be
resumed later.

IV. METHODOLOGY
Ingestion and chunking: The upload route requires a signed-in user and a subject name. PDF files are read with pdf-parse and
separated by page; text files are read directly. LangChain's Recursive Character Text Splitter cuts the text into pieces of 800
characters that overlap by 150 characters, which keeps a sentence that falls on a boundary from being lost. Each piece is stored as
a document with its text and metadata (subject, user ID, file name, chunk ID, and page number for PDFs). Pieces shorter than 20
characters are dropped as noise.

Embedding and storage: Each chunk is converted into an embedding by the configured provider, scaled to unit length, and saved
with its text and metadata in a JSON-backed local index. Normalizing the vectors means that a plain dot product equals cosine
similarity, which keeps the search step simple.

Similarity search: For a query vector q and a stored vector v, the cosine similarity is cos(q, v) = (q - v) / (J|al| |lvI}). The
implementation turns this into a distance d = 1 - cos and returns the entries with the smallest distance. Metadata filters run before
scoring, so other users' or subjects' passages are never ranked. The full scan is cheap for a personal collection, but it would not
scale to a shared service.
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V. IMPLEMENTATION
Stack: The application uses Next.js 16 and React 19 with TypeScript and ESLint, Framer Motion for interface transitions, Supabase
for authentication and chat storage, pdf-parse and LangChain for extraction and chunking, and OpenAl or Google Gemini for
embeddings and generation [9]-[11]. A modular layout keeps the interface, Al, vector, and authentication code loosely coupled.

Authentication: Users sign up or sign in with email and password; sign-up also stores a first and last name. A middleware layer
keeps browser and server cookies in sync and sends unauthenticated visitors to the sign-in page. A helper detects refresh-token
failures and clears the broken session. Each protected API route checks the user again on its own, so the security of the system
does not depend on the interface alone.

Al provider layer: The Al module reads the Al_PROVIDER setting and the available credentials, creates the embedding and chat
models only when first needed, and reuses them afterwards. One helper function, safelnvoke(), sends a prompt with optional
generation settings to the selected model, returns its text, and passes any error to the calling route.

Client workflow: On the subject page, the learner uploads or pastes notes, sees how many chunks were created, and is moved to
the chat view. Answers arrive as a stream of meta, delta, and done events, which the page assembles into a message with its
confidence label and source cards. Study mode shows flashcards with a reveal action and multiple-choice cards with selectable
options. Suggested prompts (for example, "list the key ideas" or "what should I revise first?") help a new user begin. Settings such
as URLs, keys, model names, and the vector-store path are kept in environment variables outside source control, and the upload
route runs on the Node.js runtime so that server-side document parsing works.

VI. ILLUSTRATIVE SCENARIO

The following example is a hypothetical walk-through; it is not a measured result. A learner creates the subject "Database
Systems™ and uploads unit notes as a PDF. The system reads each page, cuts the text into 800-character passages, and stores a
vector for each one. The learner then asks, "Why do we split a big table into smaller ones?" The notes may never use these words;
they may say "normalization removes redundancy and update anomalies.” Because the search compares meaning rather than
spelling, the passage about normalization can still rank near the top. The model receives that passage and writes a short explanation
that refers to it, and the interface lists the file name and page so the learner can check the original. If the learner instead asks about
a topic that the notes never covered, no passage passes the 0.2 threshold and the system reports that the notes do not contain the
answer.

VII. EVALUATION DESIGN AND DISCUSSION
The current system is a working prototype. The available material contains no benchmark set, no user study, and no
measured accuracy, so this paper reports no performance numbers. Instead, it defines tests and a protocol that others can repeat.

Functional and negative-path tests: Ten cases are defined: (T1) a valid session opens the workflow; (T2) a request without a
user returns 401 or redirects to sign-in; (T3) a readable PDF or TXT file is chunked and indexed; (T4) an empty or unreadable file
returns a controlled error; (T5) a missing question or subject returns a 400 error; (T6) a relevant question returns a grounded
answer with evidence; (T7) a question without support returns the low-confidence reply; (T8) study mode returns structured output;
(T9) malformed model JSON is recovered or replaced by a fallback; and (T10) an expired refresh token clears the session safely.

Retrieval quality: For one subject, the evaluator writes a set of representative questions and marks by hand the passages that
support each one. Recall is the fraction of questions for which at least one supporting passage appears among the top K results.
Mean reciprocal rank can be added to show how high the first supporting passage appears. A lexical baseline such as BM25 should
be run on the same questions for comparison.

Discussion: The main strength of the design is traceability. The chain from user, subject, and file to passage and answer is explicit,
the prompt asks the model to admit gaps, and source cards let the learner verify the reply. This is stronger than a stand-alone
chatbot, which offers no link back to the notes. A second strength is economy: one index serves both question answering and
revision tools. Two threats to validity should be noted. First, the 0.2 threshold and the confidence bands are heuristic values that
may behave differently across embedding models and subjects. Second, a wrong but plausible passage can still be retrieved, and
the model may then explain it well; the source cards reduce this risk but do not remove it.

Privacy and safety: Notes are personal data. The design keeps APl keys on the server, checks identity on every protected route,
and filters retrieval by owner. Note text and questions are sent to the chosen model provider, so a deployment should state this
clearly to users and follow the provider's data-handling terms.

VIIL.LIMITATIONS AND FUTURE WORK

The prototype needs machine-readable text. Scanned pages and handwriting require OCR, and poor extraction directly
reduces retrieval quality. The JSON-backed store and in-application scoring suit a single user or a small class, not a large service.
Pure semantic search can miss exact identifiers, formulas, and rare terms. The confidence label is uncalibrated, and overall accuracy
is unmeasured. Planned work includes: OCR for scanned and handwritten notes; support for DOCX, PPTX, Markdown, and
HTML,; a managed vector database with per-user namespaces; hybrid semantic and keyword retrieval; citations that point to exact
passages; adaptive quizzes with spaced repetition; multilingual and voice interaction; and a controlled benchmark covering
Recall@k, groundedness, hallucination rate, latency, and learner satisfaction.

Published By: Fifth Dimension Research Publication https://fdrpjournals.org/ 108|Page



A Subject-Scoped, Retrieval-Augmented Study Assistant for Understanding and Questioning Personal Lecture Notes

IX.CONCLUSION
This paper described a study assistant that turns a learner's own notes into a searchable and questionable knowledge base.

Its main design choices are subject-scoped retrieval, answers built only from retrieved passages, visible sources, a safe reply when
evidence is missing, and reuse of one index for question answering and revision tools. The work shows that a useful study assistant
can be built as a complete, evidence-aware pipeline instead of a general chatbot. The next steps are a controlled evaluation and a
scalable retrieval back end.
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