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I. INTRODUCTION 

A. The problem of Cognitive State Surveillance in High-Stake Situations. 

Cognitive degradation has devastating consequences in high-stakes and safety-critical settings, including aerospace 

medicine, military aviation, and industrial process control, and therefore real-time monitoring of human cognitive states, including 

mental workload, fatigue, and attention focus, is a paramount objective.12 Research has directly implicated attention-related pilot 

performance deficiencies (APPD) including channelized attention, as the cause of many aviation incidents. 

 

B. Multimodal Sensing for Robust Psychophysiological Evaluation. 
Psychophysiological sensing is the best way of non-invasively capturing these internal states. Electroencephalography 

(EEG) is generally considered one of the primary modalities, which provides milliseconds temporal resolution to record the brain 

electrical activity (neural oscillations and event-related potentials), which directly correlate with cognitive processes.14 Cognitive 

processes are not necessarily neural processes; they are holistic psychophysiological processes also taking place in the autonomic 

nervous system (ANS). 

Thus, multimodal approach is becoming more popular in the literature. The combination of the EEG with peripheral 

physiological signals makes it possible to have a stronger and more comprehensive signal of the state of the operator: cardiac 

processes are captured by the electrocardiogram (ECG) and its variation, heart rate variability (HRV), whereas sympathetic 

nervous system arousal is reflected by Galvanic Skin Response (GSR) or electrodermal activity (EDA).17,21 This method causes 

a model to be less vulnerable to a single-modality artifact and more vulnerable to the composite bodily reaction to a cognitive 

incident. 

 

C. Diffusion of Research: The "Imbalance" Barrier to Translational Application. 

Although there are several reports on high classification accuracies (usually over 90 percent) in the laboratory 13, their 

models frequently do not work well in the real world. One of the main causes of this translational gap is the issue of extreme 

imbalance in classes.1 In a working environment, an operator is most of the time in a baseline or "nominal" cognitive state. By 

definition, the critical events of interest, i.e. a sudden spike in the workload, a moment of inattention, or the development of fatigue, 

are rare. 

A dataset that represents this fact will be overwhelmingly occupied with the majority (baseline) class. Even using standard 

machine learning algorithms, which are generally trained to be as accurate as possible, will obtain high performance by merely 

learning to predict the majority and ignore the minority events that occur with probability 0.00 but result in a 1.00 loss to 
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correctness.4 This results in the so-called Accuracy Fallacy: a model that has a high probability of predicting the majority will 

have a high performance score by merely learning to predict the majority and ignoring the minority events that happen with 

probability 0.00 but cost the model a 1.00 loss to correctness. This is a fatal defect of a safety system. 

 

D. Paper Structure and contribution. 

This research has several major contributions. First, we introduce a scalable data processing and machine learning pipeline 

to a large, multimodal physiological dataset (more than 21 million samples across 24 channels, 19 EEG, ECG, R, GSR) and 

establish a strong classification baseline with a high, however, misleading overall accuracy of 93.02%.3 Second, we introduce a 

high baseline classification with a Light Gradient Boosting Machine (LGBM) classifier with a high, but misleading, overall 

accuracy of 93.02%. 

The key value of this work is a critical decomposition of this underlying outcome. We show that, although highly accurate, 
the model has a disastrous recall of minority classes, and its detection rates are down to 25.0% of a critical event class.3, revealing 

constraints of common metrics in imbalanced safety critical settings. Lastly, we capitalize on this so-called failed baseline to 

suggest an operationalized, state-of-the-art framework of developing an operationally viable model, which concentrates on dealing 

with imbalances (e.g., SMOTE, Focal Loss) techniques and advanced, objective feature selection (e.g., Genetic Algorithms). 

 

II. DATASET ACQUISITION AND OVERVIEW 

The data on this research is a multimodal psychophysiological recording of a great scale. The complete data set is 

comprised on 21,627,234 rows (samples) and 25 columns.3 The data is structured into three peripheral physiological channels 

(EEG F3, EEG Fz, EEG F4, EEG T4, EEG T6, EEG T5, EEG T3, EEG FP2, EEG O1, EEG P3, EEG Pz, EEG F3, EEG Fz, EEG 

T3, E Event is the last column and it is the target variable to which the classification processes will occur.3 Since the size of the 

dataset is quite large, a representative sample of 1,000,000 rows was loaded to perform first exploratory data analysis (EDA) 

operations. 
 

A. Signal properties and Descriptive Statistics. 

The 1M-row sample of 24 signal channels was calculated in descriptive statistics (mean, standard deviation, min/max, and 

quartiles).3 The signals have a large dynamic range. To illustrate the point, the mean of EEG FP1 is 9.21, and the range is between 

-443.66 and 956.95 whereas the mean of ECG is 8057.29, and the range is between -5998.97 and 15725.703. 

Using a boxplot representation of all channels (Figure 1, adapted 3) the distributions and the existence of large outliers 

were seen, especially of the channels such as EEG O2 and ECG. This large variance and the fact that extreme values are allowed 

in physiological recordings, either because of muscle artifacts or sensor noise, confirm the importance of resilient preprocessing, 

or outlier detection, or the use of models (such as tree-based ensembles) that are inherently resilient to outliers. 

 

B. Temporal and Correlation Analysis. 
The data is time based and TimeSecs is continuous index. The time series of the EEG FP1 channel is a plot that shows 

typical brainwave profiles and signal non-stationarity.3 

A Pearson correlation heatmap was obtained to determine the relationship among the 24 channels (Figure 2, adapted from 

3). The analysis has made two important observations. First, there are strong positive correlations between spatially neighboring 

channels of the EEG (e.g., between the cluster of frontal channels and between the cluster of temporal channels) in the EEG. This 

is observed because of the volume conduction in the brain. Second, the peripheral signals (ECG, R, GSR) have very low 

correlations with the cluster of EEG channels. This statistical non-dependency proves that they are a complementary, not a 

redundant, source of information, which makes a multimodal fusion approach worthwhile as mentioned in Section I(B) 

 

C. Characteristics in the frequency domain. 

To examine the oscillations within the brain, the Power Spectral Density (PSD) was calculated with respect to a 
representative channel of EEG signal. Figure 3 (adapted version of 3) shows that the PSD of EEG FP1 (Figure 3) has a typical 

slope of 1/f that is indicative of neural activity which is the presence of a pink noise slope. Overlaid onto this decline are apparent 

peaks that reflect canonical brainwave frequencies, with a very clear peak in the alpha frequency (around 8-12 Hz). These different 

frequency components are the reason why the bandpower features are used in the feature engineering phase (Section III(A)). 

 

D. The Target Variable: Measuring Class Imbalance. 

The basic difficulty of this dataset is revealed in distribution of the Event target variable. As Figure 4 (adapted to 3) 

indicates, the event distribution of the 1M-row sample (shown as a bar chart) indicates that one class with a value of 0.0 serves as 

a vast majority of the data (around 800,000 samples out of 1 million). 

As a measure of this imbalance, the support column in the test set evaluation of the final model (described in Section 

IV(B)) was taken. This gives the ground truth distribution of the 587711 samples that were used in the ultimate evaluation.3 The 

distribution that is given in Table 1 shows that the imbalance of the classes is indeed severe. 
As Table 1 shows, the baseline state (Class 0.0) dominates the dataset at 80.57%. The two rarest event classes (1.0 and 5.0), 

which are likely the critical cognitive states of interest, combined make up only 3.17% of the data. This extreme imbalance, with the 

rarest class at less than 1%, poses a significant challenge for any standard classifier. 
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III. BASELINE CLASSIFICATION FRAMEWORK 
To establish a performance baseline, a machine learning pipeline was developed using a combination of standard signal 

processing, feature engineering, and ensemble learning techniques. (3) 

 

A. Data Processing and Feature Engineering 

 Since the size of the multi-million-row dataset is huge, an effective loading function (load_large_csv) with chunking was 

used to avoid memory error.3 Subsequently, the preprocessing operations comprised of dropping rows with missing values 

(df.dropna) and shuffling the dataset (shuffle(df)) to avoid having any temporal ordering bias in the training and validation split.  

 

The visualization of figures is paramount because it points out two challenges. To begin with, the broad scales ensure the 

raw amplitude values of the various channels cannot be directly compared and this supports the necessity of feature engineering 

(such as band power) or effective model selection (such as the tree-based LGBM, which is less sensitive to feature scale). Second, 
the sheer volume of outliers confirms the fact that the data is very noisy and realistic, which explains why we must either perform 

significant preprocessing or fit models that are more resistant to outliers. 

An important part was the conversion of raw time-series data into useful feature space. In the 19 EEG channels, a compute 

bandpower function was created.3 This computes the relative power in five canonical frequency bands, delta (1-4 Hz), theta (4-8 

Hz), alpha (8-12 Hz), beta (12-30 Hz) and gamma (30-45 Hz). It is a common and widely used feature extraction technique in 

EEG analysis, these bands have been known to be related with various states of cognition and arousal.16 

The final feature matrix, X features, was created as a result of the addition of the calculated bandpower features of all 19 

EEG electrodes, and the raw and unprocessed values of the three peripheral electrodes (ECG, R, GSR). 

 

  A. Feature Selection 

The resultant feature matrix is high-dimensional. An embedded feature selection approach was used in order to reduce 
dimensions, minimize overfitting, and probably enhance the performance of a model. A SelectFromModel wrapper was utilized 

with a RandomForestClassifier (n_estimators=50) as the selecting model.3 The first step in this method is training the Random 

Forest on the feature matrix, and ranking all the features in order of their Gini importance (or mean decrease in impurity). The 

SelectFromModel utility is then used as a filter, keeping only those features whose importance score is larger than a set threshold 

(usually the median), which effectively removes the less informative features. 

Figure visualization is critical as it highlights two challenges. First, the wide-ranging scales confirm that the raw amplitude 

Event Class Support (N Samples) Percentage of Test Set 

0.0 473,543 80.57% 

1.0 5,341 0.91% 

2.0 95,568 16.26% 

5.0 13,259 2.26% 

Total 587,711 100.0% 
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values of different channels are not directly comparable, reinforcing the need for feature engineering (like band power) or robust 

model selection (like the tree-based LGBM, which is less sensitive to feature scale). Second, the large number of outliers 

underscores the noisy, real-world nature of the data, justifying the need for robust preprocessing or the use of models that are 

inherently resistant to outliers. 

A critical step was the transformation of the raw time-series data into a meaningful feature space. For the 19 EEG channels, 

a compute_bandpower function was defined.3 This function calculates the relative power in five canonical frequency bands: delta 

(1-4 Hz), theta (4-8 Hz), alpha (8-12 Hz), beta (12-30 Hz), and gamma (30-45 Hz). This is a standard and highly effective feature 

extraction method in EEG analysis, as these bands are known to correlate with different cognitive and arousal states.16 

The final feature matrix, X_features, was constructed by concatenating the computed bandpower features from all 19 EEG 

channels with the raw, untransformed values from the three peripheral channels (ECG, R, GSR).3 

 
Figure III(B) Correlation Heatmap of Physiological Signals 

 

Correlation Heatmap of Physiological Signals demonstrates the Pearson correlation coefficient of each of 24 channels (19 

EEG, ECG, R and GSR) of the 1,000,000-row sample. The colormap adopted is the coolwarm colormap where dark red means 

that the correlation is strong positive (near 1.0), dark blue means that correlation is strong negative (near -1.0), and white means 

no correlation (0).    

 

B. Major Findings and Conclusion: 

High Intra-EEG Correlation: It is obvious that there is a big red-orange square that is vividly seen in the top-left part. This 

block is the representation of the 19 EEG channels, and all of the channels are positively and highly correlated with each other. 

This is not surprising since volume conduction is a physiological fact whereby the electrical impulse of a single source in the brain 

is transmitted through the skull and recorded by EEG electrodes several times over. 
Low Inter-Modality Correlation: The huge rectangular blocks on the bottom-left and top-right (that indicate the cross-

correlation of the 19 EEG channels and the three peripheral signals (ECG, R, GSR)) are nearly totally white. This implies that 

there is a low to non-linear relationship between the electrical activity of the brain (EEG) and the peripheral autonomic cues. 

 

A. Classification Model 

Its main component is the LGBMClassifier (Light Gradient Boosting Machine).3 LGBM is a gradient-boosted decision 

tree (GBDT) ensemble, which is famous due to its high performance, scalability, and the speed of training on large and tabular 

datasets. This selection is reasonable because its state of art performance in numerous areas has been demonstrated to be highly 

competitive, frequently competing or even surpassing more sophisticated deep learning models using feature-based data. (3) 
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 B. Evaluation Metrics 

A common set of classification measures was applied to test the model 4: 

Accuracy: This is the ratio of the total prediction that was accurate. Defined as (TP + TN) / (TP + TN + FP + FN). 

Precision The proportion of correct positive predictions. Defined as TP / (TP + FP). This will respond: What proportion of 

times did the model accurately predict an event of all the times it did it? 

Recall (Sensitivity): This is the percentage of actual positive cases that the prediction method correctly recognized. Defined 

as TP / (TP + FN). This gives the answer: "What was the number of the real events that actually took place that were detected by 

the model. (30) 

 

F1-Score: The harmonic average of Precision and Recall (2 (Precision Recall)/(Precision Recall)) which gives one score, 

which balances the two issues. 

For imbalanced applications, overall accuracy is a notoriously misleading metric.4 A model can achieve 99% accuracy by 

simply ignoring a 1% minority class. Therefore, the primary metrics for evaluating a safety-critical system are Recall (failure to 

detect an event is the worst-case outcome) and the F1-Score, which balances the risk of false positives (low precision) and false 

negatives (low recall).29 

 

C. Overall Performance 

The baseline LGBM pipeline was trained and evaluated, yielding a primary, "headline" result of 93.02% overall accuracy.3 

This high accuracy, along with a weighted average F1-score of 0.92, suggests, on the surface, a highly effective and successful 

model. The weighted average F1-score is high because it is skewed by the model's excellent performance on the dominant majority 

class (Class 0.0), which (as shown in Table 1) accounts for 80.57% of the test set. 

 

Event Class Precision Recall F1-Score Support 

0.0 0.93 0.99 0.96 473,543 

1.0 0.88 0.46 0.60 5,341 

2.0 0.93 0.76 0.84 95,568 

5.0 0.88 0.25 0.39 13,259 

Accuracy   0.9302 587,711 

Macro Avg 0.91 0.61 0.70 587,711 

Weighted Avg 0.93 0.93 0.92 587,711 

 

A more sober "macro average" F1-score (the unweighted mean of all class F1-scores) of 0.70 was also reported.3 The 

significant divergence between the weighted (0.92) and macro (0.70) averages is the first quantitative evidence of a severe 

performance disparity across classes. 
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 D. The Baseline Flop: A Deconstruction of the Classification Report.  

Only a detailed per-class breakdown of the classification report, as shown in Table 2, will give the real performance of the 

baseline model. 

Table 2: LGBM Classifier (Baseline) Results on Test Set (N=587,711) 

Data derived from.3 

Table 2 analysis is the focus of the findings of this paper. 

Hidden Success: The model was incredibly high-accurate on most of the classes (Class 0.0), where it scored an F1-score of 0.96 

and a Recall of 0.99. The model learned well to "always predict the baseline and this is the right prediction 80.6 percent of the time. 

Catastrophic Failure: The operation on the minority classes, the very performances that the system is meant to signal is 

operationally undesirable. 
In the case of Class 1.0 (0.91% of data): Recall = 0.46. It implies that the model missed out on 54 percent of the total Class 

1.0 incidences. 

In Class 5.0 (2.26% of the data): The Recall is 0.25. It translates to the fact that the model missed 75% of all Class 5.0 events. 

And this is the Accuracy Fallacy in action.4 A model that is advertised as being 93.02% accurate and which is ignorant of 75% of 

a critical cognitive phenomenon (Class 5.0) is not merely a failure; it is a liability. A safety-critical application like this one gives 

a false impression of security which may result in over-reliance by the operators and as a result, instead of enhancing their safety, 

such a system would be actively undermining it. This baseline is not important as much as it is accurate, but clearly, quantitatively 

demonstrates why standard methods cannot be used to tackle this problem. 

The analysis of feature importance is provided by the ANOVA test, which is also called the ANOVA t-test.  

 

E. Feature Importance Analysis  
The ANOVA test, also known as ANOVA t-test, provides the analysis of feature importance. 

The LGBM model gives a feature ranking of importance, which is illustrated in Figure 5 (modified version of 3). This plot 

demonstrates that only three features prevail in the predictive ability of this model. Although one of the weaknesses of the existing 

pipeline is the fact that these feature indices are not mapped back to the original names (e.g., alpha Fz or GSR), it is obvious that the 

decisions made by the model rely on the small fraction of the post-selection feature space. This indicates that the step of future 

selection can be too aggressive or as we will see later prejudiced by the majority class. 

 

 
 

C. A Framework for Operationally Viable Classification 

A. Addressing Imbalance (Part 1): Data-Level and Hybrid Approaches 

The most direct solution is to alter the data distribution to be more balanced. 

Resampling: This involves either under sampling the majority class or oversampling the minority class.2 Random under 

sampling (RandUS), while shown in some studies to improve sensitivity (Recall), achieves this at the cost of overall accuracy, as 

it discards a massive volume of potentially valuable training data from the majority class.2 

Synthetic Oversampling: A more advanced and widely-adopted technique is the Synthetic Minority Over-sampling 

Technique (SMOTE).2 Instead of simply duplicating rare samples, SMOTE creates new, synthetic minority class samples by 
finding a minority sample and interpolating in the feature space between it and its nearest minority-class neighbors.5 This creates 

a larger, more robust decision boundary for the minority class. SMOTE has been used with great success in imbalanced 

physiological signal classification, including for EEG data 34, and represents a logical first step for improving the model. 
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B. Addressing Imbalance (Part 2): Algorithm-Level Solutions (Focal Loss) 

A more elegant solution is to leave the data distribution intact and modify the algorithm's learning objective. The baseline 

model uses a standard cross-entropy loss function, which is overwhelmed by the cumulative loss from the 80.6% of "easy" Class 

0.0 samples. The model's optimization gradient is dominated by these samples, so it never dedicates enough capacity to learning 

the "hard" minority classes.7 

The proposed solution is to replace the cross-entropy loss with Focal Loss.6 Focal Loss is a cost-sensitive loss function 

that dynamically scales the loss contribution of each sample. It is defined as: 

𝐹𝐿(𝑝𝑡)  =   − (1  −  𝑝𝑡)
𝛾  log(𝑝𝑡) 

Here, 𝑝𝑡 is the model's predicted probability for the correct class, and γ (gamma) is a focusing parameter. 

For an "easy" Class 0.0 sample the model is confident in (e.g., 𝑝𝑡 = 0.99), the modulating factor (1 − 0.99)γ becomes 

vanishingly small, and its contribution to the loss is down-weighted to almost zero. 

For a "hard" Class 5.0 sample the model is unsure about (e.g., pt = 0.3), the factor (1  −  0.3)γ is significant, and its loss 

contribution is retained. 

Focal Loss 6 would automatically force the LGBM classifier to stop wasting training capacity on the 473,543 "easy" 

baseline samples and focus its attention on learning the difficult, rare patterns of Classes 1.0 and 5.0. This directly targets the root 

cause of the baseline's failure. 

 

C. Optimizing the Feature Space: Beyond RF Selection 

The baseline's feature selection (RF-based) is also flawed. An embedded RF selector optimizes its feature importances 

(Gini) to improve overall accuracy. It is therefore also biased by the majority class. It will select features that are most effective at 

discriminating Class 0.0, not features that are predictive of Class 5.0. 

A superior approach is to use a wrapper method like a Genetic Algorithm (GA) for feature selection, which is a state-of-

the-art technique for high-dimensional EEG data.8 The true power of a GA is its custom_fitness function_.44 Instead of optimizing 

for accuracy, the GA can be explicitly designed to evaluate each "chromosome" (feature subset) based on its performance on the 

Macro F1-Score or even the Recall of Class 5.0. The GA would then evolutionarily search for the optimal, perhaps non-obvious, 

combination of EEG bandpower and physiological features that best predicts the rarest event. This aligns the feature selection 

process with the true operational goal of the system, not the misleading accuracy metric.26 

 

D. Benchmarking the LGBM Approach 
The baseline's choice of a feature-based LGBM model is a highly defensible one. The alternative is typically an end-to-end 

Deep Learning (DL) model, such as a Convolutional Neural Network (CNN) for spatial filtering combined with a Recurrent Neural 

Network (RNN) or Long Short-Term Memory (LSTM) unit for temporal pattern recognition.24 

This represents a key methodological trade-off: 

LGBM (Baseline Approach): This is a "feature-based" approach. It relies on human-defined hypotheses (e.g., "alpha and 

beta bandpower are important," as defined in compute_bandpower 3). Its primary advantage is interpretability. The feature 

importance plot, however flawed in this baseline, shows which hypothesized feature was most important. This interpretability is 

vital for regulatory and patent requirements.3 

  

Study Modality Classifier Task 

Reported Metrics 

(e.g., Accuracy, 

F1) 

23 EEG (Gamma Band) CNN Cognitive State 

91.42% Acc, 

71.41% Prec, 

72.51% Rec 

13 [Implied multimodal] Random Forest Pilot Workload 

97.69% Acc, 

98.08% Prec, 

96.98% Rec 

51 [Implied] 
Ensemble (Soft 

Voting) 
Pilot Workload 

82.6% Acc (cross-

pilot) 

20 EEG + ECG 
Att-1DCNN-

GRU 
Emotion 

95.95% Acc 

(Valence) 

52 EEG + MRI LightGBM Parkinson's 
97.17% Acc, 

96.58% Sensitivity 
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DL (e.g., CNN-LSTM): This is a "representation learning" approach. It bypasses human hypotheses and learns optimal 

filters and patterns directly from the raw signal.49 Its advantage is power, as it may discover complex, non-linear spatiotemporal 

patterns that a human would not pre-define as a feature. 

The baseline's 93.02% accuracy (despite its recall failure) proves that the feature-based LGBM is competitive with SOTA 

DL benchmarks, as shown in Table 3. Therefore, the immediate goal is not to abandon this interpretable model, but to correct its 

evaluation and training to handle the data imbalance. 

Table 3: State-of-the-Art Benchmarks for Cognitive State and Multimodal Physiological Classification 
 

  D. Conclusion and Future Directions 

A. Summary of Findings 

This paper proposed a scalable machine learning pipeline in classifying cognitive states using a large (N > 21 million) 

multimodal data of EEG, ECG, R, and GSR measurements. We created a baseline LGBM model with a very high superficial 

accuracy of 93.02, which showed that it was competitive with the state-of-the-art performance.23 
The main input of this piece of work, though, is a critical consideration of this groundwork. We show that this high accuracy 

is a misleading measure which covers a failure of operation. The model did not achieve high recall probabilities on most of the 

critical events in the data, which is due to the severe class imbalance (where events occur less than 3.2 percent of the data), and is 

a demonstration of the danger posed by standard metrics and training procedures to safety-critical applications. 

 

B. Future Directions 

The results of such a baseline analysis establish a strict and strict direction in further studies. The proposed solutions in 

Section 5 should be followed up by high impact study to apply them. The immediate next steps are: 

Imbalance Handling: There are two new conditions that the LGBM pipeline needs to be re-trained and evaluated on: (1) 

with a SMOTE-balanced dataset 5 and (2) with a custom LGBM whose objective function is a Focal Loss 6 in order to encourage 

the model to learn the hard, minority classes. 

Advanced Feature Selection: The accuracy-biased RF feature selection process should be changed to a Genetic Algorithm 
(GA).8 The fitness function of the GA should be configured to search the feature-space to optimize the Macro F1-Score or per-

class minority recall, which is more consistent with the actual objective of the system. 

Deep Learning Benchmarking: A state-of-the-art CNN-LSTM architecture needs to be trained and benchmarked as an end-

to-end representation-learning-based solution in order to put the performance of the optimized interpretable model into perspective. 

Assessment: The future models should be tested not in terms of overall accuracy, but in terms of their per-class Recall 

(Sensitivity) and F1-Score of the minority classes (1.0 and 5.0).29 It is the only means of proving that a system is viable enough 

to introduce it into a safety-critical area. 
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