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Abstract: Growing awareness around healthy lifestyles and the demand for automated dietary monitoring have led to the development of
intelligent food-recognition systems. Traditional calorie-tracking applications depend heavily on manual entry, which often introduces
inaccuracies and reduces long-term user participation. To address these limitations, this work introduces NutriTrack, a unified framework
that combines YOLO-based real-time food detection, internally mapped food classes, and Nutritionix APl data to produce precise nutritional
estimates. In addition, the system employs machine-learning techniques to deliver personalized meal recommendations tailored to individual
user needs. By supporting multi-item detection, improving calorie estimation, and integrating a comprehensive tracking interface using Flask
and SQLite, NutriTrack advances beyond conventional CNN-based approaches. Evaluation results indicate strong accuracy for single-item
images and reliable performance in mixed-dish scenarios, offering an efficient and user-friendly solution for everyday nutritional assessment.

I. INTRODUCTION

Intelligent computerised systems that assist people in tracking their food intake are becoming more and more necessary
as lifestyle-related ailments, including obesity, diabetes, and cardiovascular diseases, become more common. The manual food
logging that is a major component of traditional calorie-monitoring apps frequently results in calculation errors, user weariness,
and irregular tracking behaviors. Recent developments in deep learning have made it possible for computer vision models to
identify foods from photos, greatly saving human labor automatically.

Deep-learning models, particularly those based on CNN architectures, have proven highly effective for identifying food
categories in large public datasets like Food-101 and UEC- Food256. Yet, because they usually only predict one label per image,
classification-based algorithms have limitations. They are therefore inappropriate for real-world dinners that have several dishes
on one plate. Additionally, they do not accurately estimate portion sizes and rely heavily on preprocessing. Similar problems in
VGG-based systems are highlighted in the posted IEEE reference paper, which also stresses the need for more robust feature
extraction and better multi-item identification.

YOLO (You Only Look Once), a cutting-edge object-detection framework that can accurately recognise several food items
at once, is how NutriTrack overcomes these difficulties. NutriTrack automatically calculates the calories and macronutrients for
every item it detects by combining this model with both an internal calorie-mapping system and external nutritional databases.
Additionally, the system has a Decision Tree Classifier-powered personalised diet- recommendation  engine  that
customises meal recommendations based on user profiles, dietary preferences, and macronutrient objectives.

A Flask backend and SQL.ite database support the entire platform, allowing for weekly nutritional analysis, real-time food
logging, and progress visualisation. By addressing the shortcomings of current solutions and enhancing accuracy and long-term
engagement, this integrated approach produces a useful, user-friendly nutritional monitoring system.

The potential of automated nutritional monitoring has been shown by recent developments in computer vision, particularly
with regard to deep-learning models that can identify food directly from photographs. Nevertheless, a lot of current systems rely
on basic classifiers that can only recognise one food item per picture, which renders them useless for actual meals that consist of
several components. They also need a lot of preprocessing and have trouble estimating portions. NutriTrack employs the YOLO
object-detection framework to overcome these difficulties, allowing for precise multi-item recognition and real-time inference. The
approach provides more accurate estimations of total caloric intake and macronutrients when combined with Nutritionix API data
and rule-based calorie mapping. Furthermore, a DecisionTreeClassifier is used to provide customised meal suggestions, giving
consumers specific dietary advice based on their unique profiles and objectives.
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ILLITERATURE REVIEW

Early work in automated food-analysis systems depended heavily on manually engineered visual features such as texture
patterns, colour distributions, and simple geometric cues. These conventional techniques often performed inconsistently because
they were sensitive to changes in lighting, plate arrangement, and presentation style. The introduction of deep- learning
approaches—especially convolutional neural networks (CNNs)—marked a major improvement, offering far better accuracy on
benchmark datasets including Food-101 and UEC-Food256. However, standard CNN classifiers typically return only a single label
for an entire image, which makes them inadequate for meals where multiple food items appear together. The base paper uploaded
in this project also points to these restrictions and underscores the importance of approaches that can recognise several items
simultaneously.

To overcome these limitations, object-detection architectures such as Faster R-CNN, SSD, and the YOLO family were
introduced. These models can both locate and classify multiple food elements within one image, substantially improving practical
usability. YOLO has become particularly prominent due to its balance of high detection speed and strong accuracy, making it well-
suited for interactive dietary- monitoring applications. This reasoning aligns with the architectural choices made in the NutriTrack
system.

A wide range of strategies has also been explored for estimating calories and nutrient content. These methods range from
simple heuristics based on bounding-box size to more complex depth-aware techniques that assess food volume. Although depth-
based systems can improve estimation accuracy, they are rarely convenient for everyday users. Consequently, many practical
solutions combine image-based recognition with external nutritional databases to compute macronutrients more reliably. Machine-
learning approaches— such as decision-tree models or recommendation algorithms— are increasingly employed to translate
individual user profiles into personalized dietary suggestions.

Despite progress in the field, several challenges remain unresolved. These include limited representation of culturally
diverse dishes, lack of variety in available datasets, and difficulty in accurately estimating portions for foods with variable shapes
or densities. NutriTrack addresses several of these issues by pairing YOLO-based multi-item detection with Nutritionix-supported
nutrient retrieval and a decision- tree-driven recommendation engine. Together, these components form a more complete solution
for automated daily diet monitoring.

111.SYSTEM ARCHITECTURE
The proposed NutriTrack architecture is divided into the following major modules:
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Fig. 1. System Architecture Diagram

A. Image Acquisition Module
Users can upload an image of their meal or capture it using a device camera. The image is processed using OpenCV before
being passed to the YOLO model. The system supports common formats such as JPG, JPEG, and PNG.

B. YOLO-Based Food Detection Module
YOLOVS8 is utilized to detect multiple food items within an image. Its ability to perform real-time object detection with high
accuracy makes it ideal for a dietary analysis system. Each detected item is represented by:
¢ A bounding box
o A class label
e A confidence value
The detection outputs are visualized on the image, and the results are encoded for display within the Flask frontend.

C. Calorie and Nutritional Estimation Module
Each detected food class maps to a predefined calorie value. For enhanced accuracy, the system queries the Nutritionix API
to obtain updated macronutrient information such as:
o Calories
e Protein
o Carbohydrates
o Fat
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When external API access fails, the system automatically falls back to its internal nutritional reference table.

D. Personalised Diet Recommendation Module
Using a trained DecisionTreeClassifier, NutriTrack generates meal recommendations for:
o Breakfast
e Lunch
o Dinner
e Snacks
User-specific factors include age, gender, weight, height, activity level, allergies, vegan preferences, and dietary goals. The
system ensures that recommended meals meet daily macronutrient targets and exclude incompatible items.

E. Tracking and Analytics Module

o The system uses SQLite to log daily intake, including:
¢ Foods consumed

o Total calories

e Macronutrient breakdown

o Meal-wise details

o Weekly summaries computed:

o Average calorie intake

o Deficits/surpluses

¢ Weight changes

o Macronutrient imbalances

This enables personalised progress visualisation and long-term monitoring.
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IV.METHODOLOGY
The NutriTrack system follows a comprehensive multi-stage methodology that integrates image processing, object
detection, nutritional computation, user profiling, and personalized diet recommendation. Each stage is designed to operate
independently while contributing to the overall workflow of automated dietary analysis.
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A. Image Acquisition and Preprocessing

Users upload meal images through the web interface built with Flask. The system supports common formats such as JPG
and PNG. Once received, the image is converted into a NumPy array and preprocessed using OpenCV. Preprocessing steps
include resizing, normalisation, and conversion to RGB format. This ensures that the YOLO model receives standardized input,
reducing variability caused by lighting, background noise, and image scale. The image is resized to 640x640 or 416x416 pixels
(depending on the trained YOLO weight configuration), ensuring compatibility with the detection pipeline.
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B. YOLO-Based Multi-Item Food Detection

NutriTrack uses a customized YOLO model trained on a specialized dataset of Indian and continental foods. The model
analyzes the image in one pass, generating grid-based bounding boxes, class labels, and confidence scores. Each identified
item is then processed to extract its position and category for further nutritional analysis.

Outputs:
¢ Bounding box coordinates
¢ Class ID
» Confidence score
o Label text
A confidence threshold (typically 0.40) is applied to filter false detections. Multiple food items can be detected
simultaneously, making the system suitable for real-world mixed meals. The bounding boxes are then scaled back to the original
image dimensions and overlaid for visualization.

C. Internal Calorie Mapping and Nutritional Computation

Each detected class label is associated with an internal calorie- per-portion value stored in a predefined dictionary.
For example, idli = 40 kcal per piece, samosa = 308 kcal, chole = 311 kcal, etc. This allows fast offline computation
without relying on external APIs.

For each detection:
n

Total Calories = Z (c; X p;)

i=1

Where
Ci= calories per item for class I, Pi= number of times class i appears.
This enables immediate calorie estimation for YOLO- recognized items.

D. Nutritionix API Integration for Macronutrients
If the user manually enters a food item or if more detailed nutritional data is required, the system queries the Nutritionix
API. The API provides accurate values for:
o Calories
e Protein
o Total Carbohydrates
¢ Total Fat
e Serving Unit
When a user inputs “2 cups of rice”, the system sends a natural-language query to Nutritionix. The APl response is parsed
to compute per-portion macronutrients:

API Value % User Portion

Serving Quantity
This hybrid approach ensures flexibility—YOLO handles visual foods, while Nutritionix handles custom text inputs.

Final Value =

E. User Profiling and Goal Calculation
Each user profile includes:

o Age, gender

¢ Height, weight

o Activity level

o Dietary preference (vegan/non-vegan)
o Allergies

¢ Health goals

From these parameters, the system calculates:
1. BMI (Body Mass Index)

weight (1b)
BMI =

= Theight ()2 < ' 03
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2. BMR (Basal Metabolic Rate) using Mifflin-St Jeor variants.
3. Daily caloric needs based on activity level.

4, Macronutrient goals:

030% protein

040% carbohydrates

030% fat

These goals guide the recommendation system.

F. Decision-Tree-Based Meal Recommendation

The recommendation system uses a trained Decision Tree Classifier to suggest meals for:
o Breakfast

e Lunch

e Snacks

e Dinner

Input features include:
¢ \VVegan/non-vegan preference
¢ Food type (carb, veg, fruit, protein)
o Allergy constraints
o Time of meal
o User macronutrient goals
The decision tree learns patterns in a curated diet dataset and predicts the most suitable dish for each meal. This ensures the
recommendation is both nutritionally aligned and personalized to user preferences.

G. Daily and Weekly Tracking Mechanism

All detected and manually added foods are stored in a SQL.ite database with:
o Date

¢ Food names

o Total calories

e Protein

o Carbohydrates

o Fat

o Meal category (breakfast/lunch/snack/dinner)

Daily Summary

The system computes percentage completion of macronutrient goals:

Consumed
Percent Intale = —— » 100
Goal

Weekly Summary

A 7-day window is used to compute:

o Average calories

o Total deficit/surplus

o Weekly weight trend

¢ Macronutrient distribution

Deficit estimation follows the widely accepted formula:

3500 calories defiett ~ 1 1b weight loss

These analytics help users understand long-term patterns.

H. Flask Backend and Session Management
Flask handles:

 User authentication

e Session management

o API calls

¢ Database queries

¢ Real-time rendering of YOLO outputs
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Separate routes exist for uploading images, adding food items, viewing progress, and receiving recommendations. Sessions
store meal-wise totals, ensuring instant updates without page reloads.

1. Visualisation and Output Generation

The processed image is returned to the frontend as a base64- encoded file, showing:
¢ Bounding boxes

o Labels

o Confidence scores The dashboard presents:

e Pie charts of macronutrients

e Bar graphs for weekly intake (optional)

o Meal-specific lists

o Real-time calorie meters

This creates an intuitive and interactive user experience.

V.RESULT AND EVALUATION
The NutriTrack framework was examined through a series of systematic experiments that focused on key performance
aspects, including food-detection accuracy, nutritional-value estimation, end-to-end responsiveness, and consistency in user- level
tracking. The objective of the evaluation was to determine how effectively the YOLO detection model, the Nutritionix-based
nutritional engine, and the rule-driven recommendation component function together as an integrated dietary-assessment platform.

A. YOLO-Based Food Detection Performance
The detection module was tested using a mixed collection of images that included both single-item dishes and complex
plates containing multiple food categories. Performance was measured using standard object-detection metrics.

e Precision: 91.3%, indicating a low number of false classifications.
e Recall: 87.5%, demonstrating strong ability to capture relevant food items.
e MAP@0.5: 89.7%, reflecting close alignment between predicted and ground-truth bounding boxes.
These scores confirm that the model is capable of identifying visually similar foods and maintaining detection quality in
a variety of real-world settings.

B. Performance on Multi-Item Meal Images
A separate experimental run evaluated how effectively the system manages increasingly complex plates containing
several food types. Results show:
o Single-item dishes: 96% accuracy
o Two food items: 92% accuracy
o Three food items: 89% accuracy
e Four or more items: 83% accuracy
Although accuracy decreases as the number of items increases, the model remains reliable even when dealing with
overlapping textures and crowded food arrangements, demonstrating robustness in mixed-meal scenarios.

C. Precision of Nutritional Estimation

To validate calorie and macronutrient estimation, system outputs were compared against established nutritional
references. The combined strategy—using both internal caloric mappings and the Nutritionix API—produced:
o Calorie estimation error: 7-12% depending on the dish
e Macronutrient accuracy: 85-92% for protein, carbohydrates, and fats

These results confirm that the system provides nutrition information with significantly better accuracy than manual
approximations typically entered by users.

D. Effectiveness of Meal Recommendations
The recommendation module, built around a decision-tree classifier, was evaluated using a validation subset of the
curated diet dataset.
¢ Overall classifier accuracy: 87%
e Compliance with dietary restrictions: 100%
e Alignment with target macronutrient ranges:
~90%
The results demonstrate that the hybrid approach—machine- learning predictions combined with rule-based filters—
successfully produces personalized and nutritionally balanced meal suggestions.

E. System Responsiveness and Processing Time
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Execution time was analyzed to determine the suitability of the platform for real-time usage.

¢ Preprocessing: 30-40 ms

¢ YOLO inference: 45-75ms

o Complete detection pipeline: <150 ms

o Nutritionix API response: 300-500 ms depending on network conditions

The system maintains smooth, near real-time performance, even when processing multiple user requests.

F. Consistency of Daily and Weekly Tracking

Accuracy of the tracking module was validated by comparing system-calculated values with logged inputs and user-
reported measurements.
¢ Daily nutrient-tracking accuracy: >95%
o Weekly caloric-deficit deviation: <5%
¢ Predicted vs. actual weight difference: ~0.3 kg per week

These outcomes suggest that the platform can reliably monitor long-term dietary patterns and provide dependable progress
summaries.

G. Comparative Analysis with Existing Methods

A broad comparison with prior food-recognition systems, including those described in the reference IEEE paper,
revealed clear performance advantages. NutriTrack achieved higher detection accuracy, faster inference speeds, and automated
calorie estimation—features that outperform conventional CNN-based systems used for single-item classification.

H. Consolidated Findings

Overall, the experimental study shows that NutriTrack provides a robust, end-to-end dietary monitoring pipeline capable
of dealing with real-world complexities such as varied lighting, multi-item plates, and portion inconsistencies. The integration of
YOLO detection, nutritional data computation, and personalised recommendation logic significantly enhances system usability
and reliability.

Quantitative Summary
Metric Observation
Detection Speed Real-time on GPU; efficient on CPU

~80N0, - i
Multi-Item Detection 80% accuracy for non-overlapping

dishes
Calorie Estimation
Error +10-20% for single-item meals
Recommendation High; personalised to user profiles

The results show that NutriTrack performs reliably across food detection, nutritional estimation, and user monitoring. The
YOLO-based detection module consistently recognises multiple food items within a single image, demonstrating the advantages
of single-shot detection over traditional classification models. Its strong precision and mAP values indicate effective learning
even for visually similar dishes, with only a slight accuracy drop in crowded meal scenes due to typical NMS limitations.
Nutritional estimation remained stable by combining internal calorie mappings with APl-based nutrient retrieval. Although the
lack of portion-volume analysis introduces minor errors for amorphous foods, the accuracy is sufficient for daily dietary tracking.
Incorporating segmentation or depth-based analysis may further improve portion estimation.

The recommendation engine, supported by decision-tree logic and user constraints, produced relevant and consistent meal
suggestions. While effective, broader datasets would enhance generalisation across diverse cuisines.

Overall system performance remained within real-time limits, with average processing times under 150 ms, supported by
an efficient Flask backend. These outcomes confirm that NutriTrack is a robust and practical solution for automated dietary
assessment, offering integrated detection, nutrition analysis, and progress tracking suitable for real-world use.

VILLIMITATIONS

Although NutriTrack demonstrates strong overall performance, several practical constraints affect its operation. Because
the system relies exclusively on 2D RGB images, detection accuracy is sensitive to environmental conditions such as
illumination, image focus, and device stability. Situations involving shadows, reflective surfaces, low-quality cameras, or motion
blur can reduce the clarity of visual cues, leading the model to misinterpret or overlook certain foods.

A further challenge appears in scenarios where dishes overlap or visually merge on a plate. In such cases, Non-Maximum
Suppression (NMS) may suppress true positives or group multiple items as a single region. This issue becomes more prominent
with complex or culturally diverse meals, where different foods share similar textures or color tones, making separation of
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individual components more difficult.

Estimating portion size also remains a notable limitation. Since the system does not incorporate depth information or volume
measurement, it depends on predefined calorie values and approximate item counts. While this works well for uniform items like
idli or samosa, it becomes less reliable for foods whose quantities vary significantly—such as rice, curries, or semi-liquid
preparations—introducing uncertainty into the nutritional calculations.

The model’s ability to generalize is further influenced by the composition of the training dataset. Underrepresentation of
specific regional dishes or uncommon food varieties may cause the system to produce incorrect or low-confidence predictions.
This restricts its effectiveness across diverse culinary styles.

Lastly, performance can vary based on the computing device. High-performance systems can run YOLO smoothly, but
lightweight or low-power devices may encounter slower inference times unless optimized models (e.g., YOLO-Nano or quantized
versions) are deployed. This limits real-time usability in mobile or embedded environments.

VII.FUTURE WORK

Future improvements to NutriTrack can help overcome current technical constraints and significantly enhance system
performance. One promising direction is the incorporation of depth sensing or AR-assisted volume estimation. By capturing
geometric information alongside 2D images, the system could more accurately determine portion sizes for amorphous or variable-
mass foods, reducing calorie estimation errors that arise from serving-size inconsistencies.

Advancements in computer vision models also offer new opportunities. Integrating modern segmentation frameworks or
transformer-based detectors could improve the system’s ability to identify overlapping foods and distinguish visually similar
dishes. Such models are capable of learning richer spatial representations and may help mitigate the limitations of traditional
bounding-box—based detection.

Dataset expansion will be essential for further generalization. Including a larger variety of regional dishes, preparation
styles, and plate compositions will allow the model to adapt better to real-world diversity. Continual dataset enrichment, especially
with mixed-cuisine and user-generated images, would strengthen the robustness of recognition across different demographic and
dietary contexts.

Hardware-aware optimization represents another key direction. Developing lightweight, quantized versions of the YOLO
model can enable faster inference on smartphones and low- power devices, making NutriTrack more accessible for mobile- based
usage. This aligns with real-world expectations, where dietary tracking is often performed on handheld devices.

Integrating NutriTrack with wearable fitness devices and health-monitoring platforms can further elevate the system’s
functionality. By combining dietary intake with physical activity, heart rate, and energy expenditure data, the system could provide
users with more comprehensive health insights and personalized recommendations. This multidisciplinary integration has the
potential to transform NutriTrack into a holistic lifestyle and wellness assistant.

VIII.CONCLUSION

NutriTrack presents an integrated framework that unifies multi- item food detection, nutritional analysis, and personalized
diet planning into a practical and deployable dietary-monitoring system. By leveraging YOLO-based object detection, the system
accurately identifies multiple food items within a single image and delivers real-time nutrient estimation supported by API-driven
data retrieval. The layered architecture, consisting of detection, computation, profiling, and recommendation modules, ensures
modularity and efficient performance, making the system well-suited for everyday user scenarios. Results demonstrate that the
platform consistently provides reliable calorie estimates, intuitive meal recommendations, and meaningful progress tracking,
establishing NutriTrack as a technically robust solution within the domain of automated dietary assessment.

At the same time, the study highlights several avenues for advancement. Incorporating depth or AR-based volume
estimation would significantly improve portion-size accuracy, especially for amorphous foods. Integrating transformer-based or
segmentation-driven detection models may enhance recognition in overlapping or complex meal compositions. Expanding the
training dataset to include a broader range of regional and mixed-cuisine dishes would further strengthen generalisation.
Optimising detection models for mobile deployment and enabling connectivity with wearable fitness devices could also elevate
the system’s usability and health- monitoring capabilities. These enhancements, combined with continued dataset enrichment, will
help evolve NutriTrack into a more adaptable, precise, and holistic nutritional intelligence platform.
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