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I. INTRODUCTION 

 Tumors of the brain constitute some of the most lethal cancers one may be exposed to, and roughly 80% of brain tumors 

are gliomas. The identification of tumors is crucial to choosing treatment, but human analysis of neuroimages such as magnetic 

resonance images (MRIs) is both time- consuming and inconsistent. Deep learning-based systems represent a novel and exciting 

approach toward generating accurate diagnoses on a large scale. 
 CNNs have traditionally been considered the best models for the analysis of images in medicine because they are capable 

of identifying hierarchical local properties by virtue of their convolutional layers. [1]. For example, ResNet50, VGG16, and 

DenseNet have demonstrated excellent performance levels ondatasets involving the diagnosis of brain tumors. [2]. Never- 

theless, the basic operation of CNNs within local receptive fields makes them incapable of modeling long-distance spatial 

interactions between tumor boundaries and other body parts. The above problem may be solved using vision transform- ers(ViTs), 

which possess self-attention, where all the patches are treated equally while creating the input for the model [3]. It is evident from 

the performance results of high-resolution medical imaging with hierarchical shifted windows of self- attention to increase 

efficiency in computation [4]. Recent research shows that swin transformer outperforms CNN in terms of various parameters 

associated with medical imaging [5]. 

 It must be noted that there have been very few attempts to compare the CNN model with the transformers model on 

brain tumor MRI dataset. Our contributions in this paper are the following: (i) We use ResNet50 and Swin Transformer Tiny for 

developing our transfer learning framework; (ii) We propose our own ensemble hybrid framework using predictions generated by 
both the models; (iii) We present a compre- hensive performance evaluation using the confusion matrix, classification report of 

individual class, and multi-class ROC curve with AUC scores; and (iv) We introduce a sequential fine-tuning process for the 

parameters of Swin Transformer Tiny model. 

 

II.RELATED WORK 

 DL methods applied on shallow CNN models susceptible to over-fitting and not generalized owing to their learning from 

small MRI images were applied on the problem of brain tumor classification [6]. To solve such problems, CNN models are trained 

on pre-trained images. For example, Sultan et al. 
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[2] applied GoogLeNet and AlexNet models by learning from MRI images with four different brain tumors with an accuracy rate 

of more than 96 percent. Similarly, Swati et al. [7] have applied VGG19 model by using block-wise training. 

 Attention mechanisms have been heavily investigated in recent years. Ghassemi et al. [8] added attention blocks 

inResNet architecture to emphasize the importance of spe- cific parts that are more significant for diagnosis. The Swin 
Transformer [4] motivated many hybrids, such as Swin-UNet proposed by Cao et al. [5] as a novel approach for medical imaging 

segmentation. The concept has been further explored in the context of classification in multiple studies. Moreover, the issue of 

ensembles has been thoroughly examined as well. For example, Sajjad et al. [9] successfully applied score- level fusion of 

multiple CNNs and improved the performance of each network individually. We compare two architectures: ResNet50 and Swin-

T through the probability of their output. 

 

III.METHODOLOGY 

A. Dataset and Preprocessing 

 The MRI image data set [12] which has been utilized for classification purposes of four different brain tumor categories 

such as gliomas, meningiomas, pituitary tumors, and no-tumor has been used in this research article. There are a total of 902 images 

in this data set. However, sadly, one image in this data set happens to be corrupt. Therefore, it has been elimi- nated from this 

data set using the PIL.Image.verify() method. 
 Augmentation is done as shown by the CustomSubset class above, according to the splitting of the data, which comprises 

of the training split and the validation or test split. The former consists of rotating by angles between 0◦-15◦, flipping vertically, 

changing the brightness and contrast with∆ = 0.2, rescaling to 224 224, and normalizing using the ImageNet mean 

 

B. Model Architectures 

1) ResNet50: However, the introduction of residual connec- tions within ResNet50 [10] ensures that gradient propagation can be 

carried out through identity maps, facilitating the train- ing of extremely deep networks. The residual block computes: 

 
 Whereas represents the residual function and Wi corre- sponds to the weight matrices. We initialize with pre-trained 

weights from ImageNet and freeze all convolutional weights while swapping out the 1000-class head with: 

 

 
 

2) Swin Transformer Tiny: Swin Transformer [4] divides an image into non-overlapping patches, performs multi-headed self-

attention within non-overlapping M M windows in each layer, and shifts the window partitioning at adjacent layers for cross-

window attention: 

 

 
where Q, K, V denote query, key, and value matrices, d is the head dimension, and B is an learnable relative position 

bias. There are two types of experiments conducted: Swin- T (Frozen) – only the newly added classification layer gets 
trained for 10 epochs; Swin-T (Fine-tuned) - after the above freezing phase, all parameters get unfrozen and are trained for 5 

more epochs with a lower learning rate. 

 

3) Hybrid Ensemble: At inference, the hybrid model aver- ages softmax probability vectors from ResNet50 and the fine- tuned 

Swin-T: 

 
The predicted class is cˆ = arg maxc pˆhybrid,c. No additional training is required; the ensemble exploits the 

complementary inductive biases of local convolutional features and global self- attention. 

 

C. Training Configuration 

 All networks are optimized using the Adam Optimizer [11] with cross-entropy loss. The learning rates for the two phases 

are set to 10−3 and 10−4 respectively. For each model, the checkpoint that performs the best on the validation set is chosen for 

testing. Table I. 

 
Table I: Training Hyperparameters 
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D. Framework Overview 

 Figure 1 shows the entire process. The MRI images will be preprocessed (augmented and normalized) and will be con- 

currently fed to the ResNet50 branch and Swin Transformer branch. The two branches will be fine-tuned using transfer learning, 

and their output probabilities from the softmax layer will be averaged for the final classification. 
 

IV.RESULTS AND DISCUSSION 

A. ResNet50 Performance 

  ResNet50 was evaluated on two independent random splits (Dataset 1 and Dataset 2) from the same 901-image corpus. 

Table II reports epoch-wise metrics for Dataset 1, showing steady convergence to a peak validation accuracy of 96.30%. 

Dataset 2 achieves 97.04%. The per-class test metrics in Table III reveal balanced precision/recall with F1-score 0.96 across both 

classes. 

 

 
TABLE II: Resnet50 Epoch-Wise Performance (Dataset 1) 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 
 

 

 

 
 
 
 

 
 

Fig. 1: Proposed CNN-Transformer hybrid pipeline for brain tumor MRI classification using ResNet50, Swin Transformer, and probability-
level ensemble fusion. 

 

 
TABLE III: ResNet50 Classification Report – Dataset 1 (Test Set) 

 

 Fig. 2 shows the confusion matrix and ROC curves for ResNet50 on Dataset 1, and Fig. 3 shows the corresponding plots 

for Dataset 2. Near-perfect AUC values confirm strong discriminative capability. 
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Fig. 2: ResNet50 evaluation on Dataset 1. 

 

 
Fig. 3: ResNet50 evaluation on Dataset 2. 

 

B. Swin Transformer Performance 

 The frozen Swin-T achieved validation accuracies of 97.04% (Dataset 1) and 95.56% (Dataset 2). The fine-tuned variant 

improved these figures to 98.52% and 96.30%, con- firming that end-to-end backbone optimization yields mean- ingful gains 

beyond head-only training. Table IV summarizes both variants. 

 

 
TABLE IV: Swin Transformer Best Validation Accuracy 

 

 Evaluation plots for the fine-tuned Swin-T are shown in Fig. 4 (Dataset 1) and Fig. 5 (Dataset 2). ROC curves 

for both datasets achieve AUC values approaching 1.0, indicating excellent class separability. 

 

 
Fig. 4: Fine-tuned Swin-T on Dataset 1. 

 

 
Fig. 5: Fine-tuned Swin-T on Dataset 2. 
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C. Hybrid Ensemble Performance 

 The hybrid ensemble (Eq. 4) achieved test accuracies of 98.59% on Dataset 1 and 99.53% on Dataset 2, with the latter 

representing the highest test accuracy across all evaluated models. Confusion matrices and ROC curves are shown in Fig. 6 and 
Fig. 7. 

 

 
Fig. 6: Hybrid ensemble on Dataset 1 (Test Acc: 98.59%). 

 

 
 Fig. 7: Hybrid ensemble on Dataset 2 (Test Acc: 99.53%). 

 

D. Comparative Summary and Discussion 

  Table V consolidates all model results. Every model ex- ceeds 95% accuracy, underscoring the suitability of ImageNet 

transfer learning for MRI classification. The fine-tuned Swin- T achieves the best validation accuracy (98.52%), while the hybrid 

ensemble secures the highest test accuracy (99.53%). 

 

Model DS1 Val Acc (%) DS2 Val Acc (%) 

ResNet50 96.30 97.04 

Swin-T (Frozen) 97.04 95.56 

Swin-T (Fine-tuned) 98.52 96.30 

Model DS1 Test Acc (%) DS2 Test Acc (%) 

Hybrid Ensemble 98.59 99.53 

TABLE V: Comprehensive Performance Summary 

 

  These findings provide us with some important conclusions. To start with, the fine-tuned Swin-T is consistently better than 

the ResNet50 architecture, which indicates that the application of the global self-attention mechanism works particularly well with 

regard to understanding the intricate structure of the tumor depicted in the MRI images. Next, the hybrid ensemble yields better 

results on Dataset 2 compared to each architecture alone, thus demonstrating that convolutional neural networks and transformers 
encode different kinds of useful information and therefore complement each other. Finally, the minimal difference between the 

training and validation errors implies successful prevention of overfitting by means of regularization techniques employed. 

 

V.CONCLUSION 

  A CNN-Transformer hybrid network was proposed for classifying MRI brain tumors using ResNet50 and Swin Trans- 

former Tiny models with transfer learning and probability averaging ensembling. After fine tuning, the peak validation accuracy 

reached by the Swin Transformer model was 99.52% and the highest test accuracy obtained by the hybrid ensemble was 99.53%, 

where the performance of each individual model exceeded 95%. It has been shown that vision transformers can compete with 

CNNs for medical image classification, and an ensemble approach that fuses both types can effectively improve generalization. 

  The next stage of the research will involve expanding the framework for brain tumor grade determination (glioma, 

meningioma, pituitary, and none), adding explanation tech- niques (Grad-CAM, attention rollout) to enable interpretation for 
radiologists, and assessing performance on a larger multi- center MRI dataset. 
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